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Now this is not the end. It is
not even the beginning of the
end. But it is, perhaps, the end
of the beginning.
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Abstract

Artificial Neural Networks (ANNs) are hard to design and optimise. First, we pre-
process the dataset and design and extract the features. Second, we define the topol-
ogy of the network, i.e., select and parameterise the type, sequence, and connectivity
of the layers. Third, we train the network, which implies selecting the learning algo-
rithm and setting its parameters. This iterative process is time-consuming, and each
choice affects the others. Moreover, to address a new task, the model must be at
least reviewed. In the worst case scenario, we may have to re-start from scratch.
The literature on approaches that aim at automating the generation of ANNs is vast.
The focus of this Thesis is on NeuroEvolution (NE) – the set of methods that apply
Evolutionary Computation to optimise ANNs. Based on the review of the state-
of-the-art, it is our perception that the vast majority of NE approaches focus on
the optimisation of a particular ANN structure or the generation of solutions to a
specific problem. We hypothesise that using Grammar-based Genetic Programming
approaches, we can propose and develop a flexible representation to design a general-
purpose framework to optimise the deployment of Deep Artificial Neural Networks
(DANNs). Additionally, this representation will support time-efficient search and the
use of limited computational resources.
After examining the performance of Grammatical Evolution and Structured Gram-
matical Evolution, we conclude that these methods are not appropriate to optimise
multi-layered networks. Therefore, we propose Dynamic Structured Grammatical
Evolution (DSGE). DSGE is the first contribution of this Thesis and is the core
of Deep Evolutionary Network Structured Representation (DENSER). DENSER is
a novel grammar-based NE representation, which optimises DANNs using a two-
level structure. This representation can encode all aspects of ANNs: from the layer
types and sequencing to the learning strategy. It can also encode any other hyper-
parameter, e.g., the data augmentation strategy.
One of the main limitations of the evolutionary engine used with DENSER is the
time needed to generate effective ANNs. Fast Deep Evolutionary Network Structured
Representation (Fast-DENSER) uses the representation of DENSER, but to speed up
search it replaces the evolutionary engine by an Evolutionary Strategy. Besides, Fast-
DENSER introduces a methodology to increase the training time of each individual
as generations proceed. As the individuals are enabled to train for longer, by the end
of evolution, the networks are fully-trained and ready to be deployed, i.e., after the
end of evolution, no further training is required.
Finally, we propose incremental development to avoid restarting search from scratch
each time we have to solve a new problem. Incremental development facilitates the
search in target tasks by warm-starting evolution. Moreover, it allows knowledge
from previously addressed source tasks to be incorporated throughout evolution. In
other words, incremental development aids evolution by transferring topological in-
formation from source to target tasks.
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Resumo

A otimização de Redes Neuronais Artificiais (RNAs) é uma tarefa difícil e complexa.
Em primeiro, é necessário pré-processar os dados e extrair features. Em segundo,
definir a topologia, ou seja, escolher e parametrizar o tipo, ordem e conectividade das
camadas da rede. Em terceiro, treinar a rede, o que implica definir qual o algoritmo
de aprendizagem e os seus parâmetros. Este processo é iterativo e demorado e as
escolhas realizadas em cada etapa afetam as restantes. Não obstante, o modelo tem
que ser pelo menos revisto para a resolução de uma nova tarefa. No pior cenário,
poderá ser necessário refazer toda a otimização da rede.
A literatura é rica em abordagens que focam a otimização de RNAs. Esta Tese foca
particularmente a NeuroEvolução (NE) – conjunto de métodos que utilizam Com-
putação Evolucionária para otimizar RNAs. Na bibliografia, a maioria das aborda-
gens de NE evidenciam a otimização de uma RNA específica, ou a geração de soluções
para um único problema. A nossa hipótese é que, utilizando técnicas de Programação
Genética baseada em Gramáticas, seja possível propor uma representação flexível.
Esta representação é facilitadora de uma framework genérica para otimizar e passar
a produção Rede Neuronais Profundas (RNPs). No entanto, o método tem que ser
eficiente, quer a nível temporal, quer dos recursos computacionais necessários.
Após analisarmos o desempenho dos métodos Grammatical Evolution e Structured
Grammatical Evolution concluímos que estes não são adequados à otimização de
redes multi-camada. Desta forma, propomos uma nova abordagem, à qual chamamos
Dynamic Structured Grammatical Evolution. Esta abordagem, além de ser a primeira
contribuição da Tese, é também central para o Deep Evolutionary Network Structured
Representation (DENSER). O DENSER é proposto como uma representação de NE
baseada em gramáticas, que codifica RNPs utilizando uma estrutura com dois níveis.
Esta representação permite a codificação de todos os aspetos de uma RNA: tipo e
sequenciamento de camadas, algoritmo de aprendizagem, estratégia de geração de
dados, etc.
Uma das maiores limitações do DENSER é o tempo necessário para gerar uma solução
eficaz. O Fast Deep Evolutionary Network Structured Representation (Fast-DENSER)
tem como objetivo acelerar a procura de RNAs. No Fast-DENSER o motor evolu-
cionário é substituído por uma Estratégia Evolucionária, mantendo a representação
utilizada no DENSER. Por outro lado, no Fast-DENSER o tempo de treino é uma
propriedade do indivíduo, que pode aumentar ao longo da evolução. Após o término
da evolução, as redes não necessitam de ser treinadas durante mais tempo.
Por fim, propomos o desenvolvimento incremental de forma a evitar que a procura
comece do início aquando da resolução de um novo problema. Para facilitar a procura,
a população inicial é formada tendo em conta as topologias encontradas para prob-
lemas anteriores. É também possível incorporar conhecimento proveniente de outros
modelos em qualquer fase da evolução. Por outras palavras, o desenvolvimento in-
cremental transfere informação topológica de forma a acelerar a evolução.
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Chapter 1

Introduction

The possibility of creating intelligent machines has been a philosophical dilemma for years and
has been moving the Artificial Intelligence (AI) community since its genesis. In Turing’s seminal
paper [252] the author discusses the question “can machines think?”. However, he writes that
this is an ill-suited question, that would lead to an unproductive debate. It is more important
that we learn about the cognitive power of computers. Therefore, it is crucial to understand
“how can we build computer systems that automatically improve with experience, and what are
the fundamental laws that govern all learning processes” [177].

In a broad sense, Machine Learning (ML) seeks to propose methods that improve with ex-
perience. There is a wide set of ML methods, and thus selecting the most appropriate one for
a specific problem is challenging. In the current Thesis, we focus on algorithmic approaches
inspired by the phenomena that happen in nature and biology. In particular, we focus on Ar-
tificial Neural Networks (ANNs). For an ANN to perform a single task we need to define its
structure (i.e., number and type of layers, and connectivity of the layers/neurons), and learning
strategy (i.e., learning algorithm and its hyper-parameters). Additionally, the parameterisation
despite well suited for a given problem is not necessarily able to solve others. In other words,
ANNs although inspired in neurosciences and in the human brain are still not able to match its
versatility, adaptability, and robustness.

By combining Evolutionary Computation (EC) and ANNs we hypothesise that the gain is
twofold. On the one hand, EC has the ability to promote the automatic search for adequate
topologies and/or parameters of ANNs, which when accomplished by trial-and-error is a difficult
and time-consuming task. On the other hand, EC introduces a means to incremental development
by enabling the identification of existing knowledge that can be re-used to solve a new and
possibly more complex task. In addition, incremental development may also speed up the search
for a model to address a new task.

In Section 1.1 we set the research hypothesis; Section 1.2 enumerates the main contributions
of the current Thesis; and Section 1.3 describes the structure of the remainder of the document.

1.1 Research Hypothesis
Motivated by the difficulty in designing an ANN, we investigate approaches to automate its
deployment, i.e., methods that automatically set the topology, learning, and any other hyper-
parameters of ANNs. In particular, we apply EC to optimise ANNs, a field known as NeuroEvo-
lution (NE). There are various branches of EC, but the focus of this Thesis is on Grammar-based
Genetic Programming (GGP) approaches. This decision takes into account that we need an easy
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to adapt methodology, so that we may develop a general-purpose framework which is ultimately
able to address diverse types of network topologies, and can be applied to a wide set of domains
and fields without changes to the framework. It is our perception that the definition of the
search space using a grammar, and the search for flexible representations are key-aspects to such
a framework. One of the limitations of NE methods is the time required for obtaining an effective
network. A flexible representation is crucial to facilitate the identification of evolutionary units
(or blocks) that can be incorporated later in, to solve new problems. The idea is to speed up the
search by building the networks incrementally.

Therefore, and based on the aforementioned, our research hypothesis is that GGP methods
can be applied to develop a general-purpose, flexible, and efficient framework for the automatic
optimisation of ANNs that can be built incrementally. Without loss of generality, we conduct the
majority of our experiments in image classification problems. To tackle the research hypothesis
we formulate four research questions:

Which GGP method is effective in NE? There are various GGP methods, and they all
share the same background, i.e., the search space is defined by means of a grammar.
However, the way in which the individuals are represented and the genotype decoded to
the phenotype differs. It is our objective to investigate which of the methods is able to
effectively optimise ANNs. The most adequate method is the one that attains the best
results, but without compromising the search time.

Which representation scheme is adequate to a flexible encoding of ANNs? When op-
timising ANNs we need to take several aspects into account. First, it is important to con-
sider if the approach will be applied only to small-scale networks, or if it will require the
emergence of potentially deep architectures. Second, the representation has to be flexible.
There are diverse types of network architectures, and the networks are required to solve
various problems. Thus, the representation has to encompass all these possibilities without
the need for changes when there is the need to search for a different network type and/or
a solution to a different task.

How can the ANNs be evaluated and evolved efficiently? It is mentioned in the first re-
search question that the best approach is not the one that reports the best results, but the
one that reports a good trade-off between performance and search time. In NE, especially
when searching for Deep Artificial Neural Networks (DANNs), the proposal of efficient
methods is of paramount importance. To generate solutions in acceptable time frames, the
majority of the approaches limit the evaluation time of the individuals and, consequently,
the ANNs’ training time. However, it is our opinion that this hinders the generation of
properly trained and ready-to-deploy ANNs.

Can the ANNs be developed incrementally? The automatic generation of ANNs resorting
to NE is time-consuming. This is even more striking when we consider that, for each new
problem, we have to re-start the search from scratch. Therefore, we aim at developing a
methodology that enables the re-use of useful knowledge from source tasks, which can be
transferred to yet unsolved target tasks.

1.2 Contributions
The main contributions of this Thesis to the field of NE are highlighted and detailed next. These
contributions are in-line with the research hypothesis.
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Literature review – a comprehensive review of the NE state of the art (with particular focus
on approaches for optimising DANNs), and survey of transfer, multi-task, and incremental
learning applied to ANNs (Chapter 2).

Review of Genetic Programming (GP) methods applied to NE – a comparison of the
performance of GGP methods on the evolution of the topology and connection weights of
ANNs. In particular, we compare Grammatical Evolution (GE) to Structured Grammatical
Evolution (SGE) on the evolution of one-hidden-layered ANNs, and conclude that the
performance of SGE is statistically superior to GE, but that none of the methods is able to
optimise multi-layered ANNs (Section 3.1). A comparison between various GGP methods,
tree-based GP and NeuroEvolution of Augmenting Topologies (NEAT) is also conducted on
the optimisation of weight policies based on Compositional Pattern Production Functions
(CPPFs); the GGP methods are outperformed by the remaining ones (Section 3.4).

Proposal of a GGP approach – a novel extension to SGE, referred to as Dynamic Structured
Grammatical Evolution (DSGE), is proposed as a means to grow the genotype continuously
as more grammatical expansions are required. DSGE outperforms both GE and SGE. The
combination of DSGE with dynamic production rules allows the optimisation of the topol-
ogy and connection weights of multi-layered ANNs by enabling the grammar to keep track
of the placement of the neurons in the networks (Section 3.2). In addition to optimising
multi-layered ANNs, we also apply DSGE to the evolution of Scikit-Learn classification
pipelines (Appendix A).

Proposal of a grammar-based NE representation – a grammar-based NE representation
based on DSGE that enables the evolution of effective DANNs. The method is called Deep
Evolutionary Network Structured Representation (DENSER) (Chapter 4) and is able to
optimise the topology, learning strategy, and any other network’s hyper-parameters. The
representation is based on a novel two-level schema where the outer level encodes the
macrostructure of the network (i.e., layers, learning, or any other block), and the inner
level stores the associated hyper-parameters. Fast Deep Evolutionary Network Structured
Representation (Fast-DENSER) (Chapter 5) replaces the evolutionary engine previously
used in DENSER by a (1+λ)-Evolutionary Strategy (ES); the objective is to speed up
evolution. Additionally, the networks are trained for a maximum Graphics Processing
Unit (GPU) training time, which contrasts with the typical evaluation policy that trains
the networks for a maximum number of epochs. Moreover, the training time increases as
evolution proceeds so that more complex networks, that may benefit from longer learning
sessions, have access to more training time. By the end of evolution, the models require
no further training.

Application to a wide set of problems – the proposed methods are tested in various bench-
mark problems (e.g., University of California Irvine (UCI) benchmarks), visual recognition
tasks (e.g., MNIST, SVHN, CIFAR), and a real-world problem of the physics domain (de-
tection of gamma-rays based on the ground impact patterns). The results reported by the
proposed methods are compared to the state of the art.

Release of classification models – the fittest models that are automatically generated by
DENSER and Fast-DENSER to classify the considered benchmarks are made available
and can be used without the need for training. The trained models can be found in the
GitHub’s repository https://github.com/fillassuncao/denser-models. The models
generated by the automatic methods are, typically, structurally different from human-
designed ones.

https://github.com/fillassuncao/denser-models
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Release of open-source software – the last stable version of Fast-DENSER (Appendix B) is
made available as open-source software and can be found in the GitHub repository https:
//github.com/fillassuncao/fast-denser3. We also release the code for DSGE, and
AutoML-DSGE, which are respectively available at https://github.com/nunolourenco/
sge3 and https://github.com/fillassuncao/automl-dsge.

Proposal of an incremental development strategy – the extension of Fast-DENSER to
enable the incorporation of network structures that are discovered throughout the search
for networks for previous source tasks. The introduced incremental development approach
speeds up the search on target tasks, and generates higher-performing models (Chapter 6).

The previous contributions resulted in a series of publications in national (2) and international
(8) peer-reviewed conferences and journals (3), and book chapters (1). Next, we enumerate the
publications related to this Thesis, with reference to the section/chapter/appendix where they
are reflected (within brackets).

• Filipe Assunção et al. “Evolutionary Machine Learning: An Essay on Experimental Design”.
In: Proceedings of the 23rd Portuguese Conference on Pattern Recognition (RecPad). 2017
(Chapter 2)

• Filipe Assunção et al. “Evolutionary Machine Learning: An Essay on Benchmarking”. In:
Proceedings of the 23rd Portuguese Conference on Pattern Recognition (RecPad). 2017
(Chapter 2)

• Filipe Assunção et al. “Automatic Generation of Neural Networks with Structured Gram-
matical Evolution”. In: 2017 IEEE Congress on Evolutionary Computation (CEC). June
2017, pp. 1557–1564. doi: 10.1109/CEC.2017.7969488 (Section 3.1)

• Filipe Assunção et al. “Towards the Evolution of Multi-layered Neural Networks: A Dy-
namic Structured Grammatical Evolution Approach”. In: Proceedings of the Genetic and
Evolutionary Computation Conference. GECCO ’17. Berlin, Germany: ACM, 2017,
pp. 393–400. isbn: 978-1-4503-4920-8. doi: 10.1145/3071178.3071286. url: http:
//doi.acm.org/10.1145/3071178.3071286 (Section 3.2)

• Nuno Lourenço et al. “Structured Grammatical Evolution: A Dynamic Approach”. In:
Handbook of Grammatical Evolution. Ed. by Conor Ryan, Michael O’Neill, and JJ Collins.
Cham: Springer International Publishing, 2018, pp. 137–161. isbn: 978-3-319-78717-6.
doi: 10.1007/978-3-319-78717-6_6. url: https://doi.org/10.1007/978-3-319-78
717-6_6 (Section 3.2)

• Filipe Assuncao et al. “Automatic Evolution of AutoEncoders for Compressed Representa-
tions”. In: 2018 IEEE World Congress on Computational Ingelligence (WCCI). July 2018,
pp. 1–8. doi: 10.1109/CEC.2018.8477874 (Section 3.3)

• Filipe Assunção et al. “Using GP Is NEAT: Evolving Compositional Pattern Production
Functions”. In: Genetic Programming. Ed. by Mauro Castelli et al. Cham: Springer
International Publishing, 2018, pp. 3–18. isbn: 978-3-319-77553-1. doi: 10.1007/978-3-
319-77553-1\_1 (Section 3.4)

• Filipe Assunção et al. “Evolving the Topology of Large Scale Deep Neural Networks”.
In: Genetic Programming. Ed. by Mauro Castelli et al. Cham: Springer International
Publishing, 2018, pp. 19–34. isbn: 978-3-319-77553-1. doi: 10.1007/978-3-319-77553-
1\_2 (Chapter 4)
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Chapter 4, based on the conclusions of Chapter 3, we propose DENSER, a novel grammar-based
NE representation that is capable of generating high performing DANNs. In Chapter 5 we in-
troduce Fast-DENSER, a new evolutionary engine adapted to the representation of DENSER
that speeds up search, and enables the evolution of ready-to-deploy models, i.e., DANNs that
require no further training after evolution. In Chapter 6 we propose incremental development as
a means to enable the DANNs to continuously grow to solve new tasks. Therefore, the knowledge
that is gathered when addressing previous source tasks aids in solving a target task, potentially
speeding up search. In Chapter 7 we summarise the Thesis conclusions and address future work.

This document is also composed by two appendices. In Appendix A, we introduce AutoML-
DSGE, an Automated Machine Learning (AutoML) framework based on DSGE for the optimi-
sation of Scikit-Learn pipelines. In Appendix B, we detail the Fast-DENSER framework.



Chapter 2

Background and Related Work

The objective of the current Chapter is to discuss background concepts required to the under-
standing of the remainder of this Thesis. The Chapter starts by the definition of ML terminology
(Section 2.1), which is followed by the introduction of methods for automating ML (Section 2.2).
Next, we detail EC (Section 2.3) because it is the base for NE (Section 2.4). Finally, we briefly
survey transfer, multi-task, and incremental learning methodologies (Section 2.5).

2.1 Machine Learning
ML is a sub-field of AI. In particular, in the current Thesis we focus on example-based ML, where
the goal is to develop models that automatically learn how to solve a particular task based on
a dataset.Formally, a dataset is a set of instances that are related to a specific task or problem.
In supervised learning, a dataset (D) of size n is defined as D={(x1, y1), . . ., (xn, yn)}, where
{x1, . . . , xn} are the instances of the dataset, and {y1, . . . , yn} are the labels. The i-th label
is the output of a function (f) that receives as input the i-th instance, i.e., yi = f(xi). The
instances are vectors of m features (i.e., real, categorical or discrete data characteristics), and
thus D={({x1,1, . . . , x1,m}, y1), . . ., ({xn,1, . . . , xn,m}, yn). The labels map the instances to a set
of k classes, i.e., yi ∈ {0, . . . , k}. An overview of the dataset structure is depicted in Figure 2.1.
Briefly, a dataset can be seen as a matrix of features, where each row is an instance, and the
columns except for the last are the features; the last column is the label.

Learning can be supervised or unsupervised. In supervised learning, as aforementioned, the
dataset is labelled: the instances are categorised into different classes. On the other hand, in
unsupervised learning, the instances are unlabelled, i.e., we have instances but no classes. There-
fore, whereas in supervised learning, the objective is to learn a function that maps the instances
to the classes, in unsupervised learning, the goal is to learn the hidden structure and patterns of
the dataset. Supervised learning is used in classification and regression tasks, and unsupervised
learning in clustering, or dimensionality reduction. The focus of this Thesis is mainly on super-
vised classification tasks. Supervised learning is either generative or discriminative. Generative
methods predict the probability of the target class y of a sample x, i.e., the model captures the
joint probability P(x, y) of an observation x with a target variable y. Discriminative models learn
to model the decision boundary between classes, and therefore, instead of the joint probability,
they tend to model the conditional probability. The decision boundary is a hyper-surface that
defines the separation frontier between the different classes of the problem

The dataset, in supervised learning, is often divided into three disjoint partitions: (i) train –
subset to train the model; (ii) validation – optional subset to tweak the model during training;

7
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Figure 2.1: Representation of a dataset of size n, focusing on the instances x (composed by m
features), and the labels y.

and (iii) test – subset to test the trained model. The performance of the models should always be
evaluated on the test set, and the instances of the test partition should never be applied neither
to train nor to tweak the model. Otherwise, we would not be able to perform an unbiased
analysis of the model’s results.

The ML literature comprises multiple approaches; for example, for classification and regres-
sion we can use Support Vector Machines (SVMs), Decision Trees (DTs) or ANNs, for clustering
the k-Means, and for dimensionality reduction the Principal Component Analysis (PCA). For a
comprehensive in-depth review and explanation of the several ML methods refer to [34]. The
focus of this Thesis in on ANNs, which are detailed next.

ANNs [273] are a bio-inspired ML model with roots in the neurosciences. ANNs are composed
of several interconnected units, known as neurons, that form a network that simulates the human
brain. The connection between any two neurons has a weight associated with it which, together
with activation functions, confer ANNs the ability to approximate non-linear functions of the
input feed to the network. The weights allow networks to mimic biological synapses. To do so,
the inputs of the neurons (x), are multiplied by the weights (w) and may be summed with a
bias term (b). The result is passed through an activation function (act) and then possibly to
another neuron. The simplest structure of an ANN is the perceptron [208]. The perceptron is a
fully-connected single hidden-layered feed-forward ANN, with a single output neuron and where,
similarly to the stated before, the output (out) is computed by out = act(

∑N
i=1(xi · wi) + b),

where b is the bias, and N is the input size, that matches the number of features of the instances.
The perceptron is a linear classifier that, historically, uses the unit step function as the activation
function, and thus, the mapping function can be written as:

out =
{

1, if
∑N

i=1(xi · wi) + b > 0,
0, otherwise.

The perceptron is only able to distinguish linearly separable data. The Multi-Layer Percep-
tron (MLP) extends the perceptron to an unconstrained number of hidden-layers and output
neurons. Together with the use of non-linear activation functions (e.g., tanh, or sigmoid) these
changes make the MLP able to deal with non-linearly separable data. Figure 2.2 represents an
example of a MLP with two hidden-layers. To compute the output of the network the weighted
sum of inputs has to be divided into three steps: (i) first we compute the output of the first
hidden-layer (out1) given the input, out1 = act(W1 ·X+ b1); (ii) next, we compute the output of
the second hidden-layer (out2) given the input of the first hidden-layer, out2 = act(W2 ·out1+b2);
and (iii) finally we compute the output of the network (outpred) given the output of the second
hidden-layer, outpred = act(W3 · out2 + b3). The previous equations are defined in the form of
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Figure 2.2: Example of a Multi-Layer Perceptron with two hidden-layers.

matrices. If the MLP has more (or less) than two hidden-layers the same rationale is applied.
The connection weights (W1, W2, and W3), and the bias (b1, b2, b3) are initially set at random.
To approximate the output of the network to the target value, the network must be trained,
which is normally accomplished using a gradient descent strategy, e.g., Back-Propagation (BP).
For an in-depth explanation of the BP algorithm we refer the reader to Section 5.3 of [34].

The recent technological advances in computational power, in particular, the widespread
availability of GPUs, have potentiated Deep Learning (DL) and the deployment of more complex
networks, that require further resources to be trained. From an architectural point of view,
the main difference between shallow and deep ANNs concerns the number of hidden-layers.
Typically, a shallow network has up to two hidden-layers, and beyond that, the network is
considered deep [27]. However, the key-point of DL is the ability of the models to learn the data
representation and features. While, to design shallow approaches, someone with domain expertise
is often required, in DL the feature engineering stage is avoided [144]. In particular, to perform
feature engineering, we need to have an in-depth comprehension of the problems’s domain, so
that we can create and synthesize features (e.g., for credit card fraud detection possible features
are the average transaction amount, or the average number of daily transactions). This per se is
a time-consuming process that involves many impactful decisions such as how to handle missing
values, outliers or different feature’s scales. In addition, after having a list of features, we have
to select those that work best depending on the model we are using. Based on the performance
of the model, we may need to revisit the features to improve them, or even create new ones.

Convolutional Neural Networks (CNNs) [76, 145] are an example of a DANN that has been
widely applied to Computer Vision and Natural Language Processing (NLP) tasks [33]. An
overview of the topology of a CNN is depicted in Figure 2.3. The network structure of CNNs
divides the layers into two separate, but related groups. The first group learns features, and for
that it makes use of convolutional and pooling layers; the second performs classification based on
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Figure 2.3: Overview of a Convolutional Neural Network.

the extracted features, and for that purpose makes use of fully-connected layers. Convolutional
layers are composed of several filters, each one responsible for learning a different feature; pooling
layers promote data down-sampling, by applying the maximum or average functions. Convolu-
tional and pooling layers are connected to a small region of the previous layer, known as the
receptive field, and then to apply the convolution/pooling to the whole input data, the operation
must be systematically applied to all the different regions of the input layer. CNNs explore the
spatial correlation present in the data, and the receptive fields allow for weight-sharing, given
that the filters are applied to the entire input, with the same parameters. This provides CNNs
with translation invariance and training efficiency.

Auto-Encoders (AEs) [105] are an unsupervised generative DANN that has the main objective
of rebuilding the input data, i.e., whereas the previous models predict the classes (y) from the
input data (x), AEs predict x from x. The goal of AEs is to learn a compact representation of
the input. Notwithstanding, AEs can also be used to remove noise from data, in what is known
as a Denoising Auto-Encoder (DAE) [258]. Figure 2.4 depicts the structure of a vanilla AE. The
structure of the layers in AEs is divided into two distinct phases: (i) encoding and (ii) decoding.
The encoding phase maps the input of the network into its compressed lower-dimensionality
version, normally known as latent space. The decoding phase maps the latent space into x’,
which has the same dimensionality of the input x. The objective is to train the AE so that x’
reconstructs x with the least amount of error. AEs are feed-forward DANNs that are usually
symmetric, i.e., the number of neurons and layers of the encoding layers are the same as the
number of neurons and layers of the decoding layers, but inverted. The layer that encodes the
latent space is known as the chokepoint. The latent space can be used in a classification task by
feeding the output of the encoder to a discriminative model (e.g., [274]).

CNNs and AEs are two examples of feed-forward DANNs. Recurrent Neural Networks
(RNNs) contrast with feed-forward DANNs. Whereas, in feed-forward networks, the signal
flows in a single direction from the input to the output, without loops, in RNNs the signal can
go in any direction, and there can be loops. One of the key-advantages of RNNs is that they
introduce the notion of state, and thus create a sense of memory. Consequently, the decisions
taken by the network are influenced by the past. That is the reason why RNNs are widely
used with temporally-related data, such as NLP (where the context of an instance changes its
meaning), or video (where consecutive frames are related). An example of an RNN is the Long
Short-Term Memory (LSTM) [107]. There are many other DL approaches and variants of the pre-
vious ones. For example Convolutional Auto-Encoders (CAEs) [166], Variational Auto-Encoders
(VAEs) [126], Deep Belief Networks (DBNs) [104], Generative Adversarial Networks (GANs) [84].
Notwithstanding, in the current Thesis, we will focus on the optimisation of CNNs, and AEs. A
more in-depth analysis of other DL approaches can be found in [71, 85]. The focus goes mainly
to CNNs because they are one of the most challenging network topologies in terms of design: in



2.1. MACHINE LEARNING 11

x1

x2

x3

x4

x5

x6

x’1

x’2

x’3

x’4

x’5

x’6

Encoding Decoding

z1

z2

Figure 2.4: Overview of an Auto-Encoder.

addition to having multiple layer types, each layer has specific parameters that largely impact
the effectiveness of the network.

Despite the widespread use of ANNs, their application to different tasks still faces limitations
and/or challenges. The majority of the challenges are even more striking when working with
DANNs. Next, we briefly enumerate them.

Topology definition – the search for adequate topologies that are able to solve specific prob-
lems is a hard and time-consuming task [249]. As mentioned above, there are several
different DL approaches and architectures. Moreover, the performance of the networks is
directly impacted by the chosen architecture and topology. To tackle this problem, some
heuristics to aid the design of DANNs have been proposed (see, e.g., [259]). Addition-
ally, approaches for the automatic search of adequate topologies (and often the weights) of
ANNs resorting to EC have also emerged. These will be presented in Section 2.4.

Difficulty to interpret – ANNs are known for being black-box models, i.e., given an input
they generate an output, but justifying why that output was generated is difficult. That is
the reason why DANNs are not widely used in domains such as banking or trading, where
a clear explanation for the action to be taken is often required. As such, there is the need
for researching methodologies to identify and understand which blocks of a given DANN
contribute to a decision, and what is their role in the taken decision.

Training – training an ANN for solving a complex task is time-consuming, possibly requiring
a big dataset of labelled instances that is to be iterated for a large number of training
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epochs. As above stated, an approach for finding adequate topologies for DANNs is to use
heuristics. However, if the training of the DANN under optimisation is slow, the search
process will take a long time to run, and consequently, the search for appropriate methods
(or even heuristics) to efficiently train and assess the quality of an ANN is needed.

Consistency – one of the most important properties of ANNs is their generalisation ability,
i.e., their capacity to obtain consistent results when presented with new and unseen data.
Szegedy et al. [241] conducted experiments where noise is added to the images that were
used to train the networks. They concluded that applying noise in a way to maximise
the network’s prediction error leads the networks to misclassify instances that they were
previously capable of correctly labelling. Therefore, the challenge is how to efficiently train
robust DANNs capable of coping with unseen instances and small perturbations of the
original signals.

Bias-Variance dilemma [78] – bias and variance are two aspects that learning models aim
at minimising. However, as two competing objectives, it is not possible to minimise both,
and thus a trade-off between them must be established. Whereas bias is related to the
errors caused by the assumptions that are made by the learning model, the variance is
concerned with the errors caused by the sensitivity of the model. In other words, a high
bias can cause under-fitting, leading the model to fail to capture the relationship between
the observations and the target variable, and a high variance leads the model into learning
the noise contained in the training data, potentially losing the generalisation ability.

Incremental learning – ANNs are usually developed and trained to solve a specific problem.
Consequently, when we try to use the same network for tackling a different task the results
will likely be far from the desired ones. More recently, works focusing modularity and
the re-use of parts of previously trained models have been published [21, 46, 204]. These
works allow learning different tasks in an incremental fashion, i.e., without losing previously
acquired knowledge.

The enumerated limitations and challenges indicate as a promising research direction methods
that automatically search for the best network configuration, and that promote the re-use of
knowledge to solve incrementally distinct tasks. Next, we discuss approaches that automate the
parameterisation of ML methods, focusing then on NE.

2.2 Automated Machine Learning
AutoML seeks to automate learning in the broad sense. The majority of ML methods require hu-
man intervention to effectively learn from the data, in a trial-and-error time-consuming process
that requires data pre-processing, feature engineering, model selection, and model parameteri-
sation (see Figure 2.5). AutoML can be seen as a sort of a black-box that, given the dataset,
provides the best ML approach and its appropriate parameterisation.

The most common and widely used approach to optimise decisions and to hyper-parameterise
ML is grid search: the best parameterisation of a ML model is discovered by an exhaustive search
of all the combinations of a grid of parameters. Duan and Keerthi [56], and Min and Lee [175]
use grid search to optimise the soft margin and kernel parameters of SVMs; Cortez [48] applies
grid search to tune the hyper-parameters of ANNs. The main disadvantage of grid search is
the curse of dimensionality, i.e., the explosion in the number of parameters drastically increases
the number of setups that have to be tested. To deal with the previous, we can instead use
grid search methods that seek to narrow the number of setups, for example, by adapting the
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Figure 2.5: Human-designed ML: from the data to the tuned model.

resolution of the grid in run-time [113]. Nonetheless, grid search has the advantage that it is
highly parallelisable.

To overcome the issue of exploring the entire grid of hyper-parameters, we may instead resort
to random search. As the name suggests, while grid search performs an exhaustive enumeration of
the search space, random search selects the combinations of the hyper-parameters in a stochastic
manner. According to Bergstra et al., given the same computational time, random search is able
to discover better parameterisations for ANNs than grid search [29, 30]. Random search is as
parallelisable as grid search. On the other hand, it is not-adaptive [277], and with very high
dimensional search spaces, it struggles to find near-optimal solutions.

Bayesian methods [178, 220] have the objective to model probabilistically the behaviour
of the system to drive search towards regions of the domain that are prone to generate good
parameterisations. Snoek, Larochelle, and Adams applied Bayesian optimisation to tune the
parameters of the Branin-Hoo function, Logistic Regression, Online Latent Dirichlet Allocation
(LDA), Latent Structured SVMs, and CNNs [225]. It was demonstrated by Bergstra, Yamins,
and Cox that statistical methods can perform better than manual tuning or random search at
hyper-parameter optimisation [31].

In addition to random and grid search, and to statistical methods, we have another class
of heuristic that is often used to automate ML-related decisions, which is EC. A couple of ex-
amples include the application of EC to define the weights of the attributes of the samples
for the k-Nearest Neighbors (k-NN) [114], and the tuning of the parameters of SVMs [44],
or ANNs [271]. On the broader sense, we can consider general-purpose EC numerical opti-
misers as hyper-parameter optimisers, e.g., Covariance Matrix Adaptation Evolution Strategy
(CMA-ES) [99], that has already been successfully applied to the optimisation of SVMs [74] or
DANNs [155].

The majority of the aforementioned AutoML methods focus on the optimisation of a specific
ML model. Nonetheless, the ultimate goal of AutoML is to fully automate the entire process:
from the data pre-processing, and feature design and selection, up to the model choice, and
parameterisation. In other words, the goal is to automate the entire process of Figure 2.5.
Recently, there have been competitions seeking to promote such systems, e.g., the ChaLearn
competition [96, 97]. The challenge is organised into 6 increasingly difficult levels (preparation,
novice, intermediate, advanced, expert, and master), where the ultimate goal is to “create the
perfect black box eliminating the human in the loop” [97].

Weka [72] and Scikit-learn [194] are examples of two ML libraries that enable users to ex-
plore their data and easily deploy ML models. They make available stable implementations of
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the vast majority of ML methods but, despite providing default parameterisation, they are not
adequate to effectively solve all problems. Auto-WEKA [131, 246], Tree-based Pipeline Optimiza-
tion Tool (TPOT) [187], Hyperopt-Sklearn [129, 130], Auto-Sklearn [65], Resilient Classification
Pipeline Evolution (RECIPE) [213], and Monte-Carlo Tree Search for Algorithm Configuration
(MOSAIC) [200] are examples of methods that aim at optimising the pipelines for the Weka and
Scikit-learn libraries from the pre-processing of the raw data to the parameterisation of the model
to be used. Except for TPOT, RECIPE, and MOSAIC all the previous methodologies are based
on Bayesian optimisation; TPOT and RECIPE use GP; MOSAIC is based in Bayesian optimisa-
tion and Monte-Carlo Tree Search (MCTS) [128]. The goal is to search for Weka or Scikit-Learn
pipelines, i.e., sequences of the libraries’ primitives that perform feature selection and classifi-
cation. These optimisation frameworks are not only responsible for selecting the primitives but
also promote their parameterisation. Auto-Weka, Hyperopt-Sklearn, Auto-Sklearn, and RECIPE
generate pipelines of fixed size. TPOT allows the generation of pipelines of unrestricted size,
i.e., it does not have a fixed number of pre-processors, and multiple copies of the dataset can be
used simultaneously so that multiple methods are applied to it, and then the features combined.
The majority of these approaches target the maximisation of the classification performance. In
addition, TPOT also seeks for compact pipelines.

The multiple optimisation methods pointed so far have advantages and disadvantages: (i) grid
search allows a thorough analysis of the space of the hyper-parameters and is highly parallelisable,
but on the other hand, it suffers from the curse of dimensionality, making it too expensive for
scenarios where large amounts of choices and hyper-parameters have to be tuned; (ii) random
search partially solves the curse of dimensionality issue of grid search, but it is still inefficient,
as it fails to guide search towards feasible regions of the search space; (iii) on the other hand,
statistical methods like Bayesian optimisation seek to capture and model the relations between
the various hyper-parameters, making an informed exploration of the search domain; however,
Bayesian optimisation makes the choice of the related parameters necessary (e.g., kernel); (iv) EC
is capable of capturing the relations between the multiple hyper-parameters too, and it is highly
parallelisable; it also requires the definition of hyper-parameters, which are easier to understand.
Further details on EC can be found in Section 2.3.
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2.3 Evolutionary Computation
EC [32, 59, 69, 98, 136] comprises a set of computational models that draw inspiration on the
natural-selection theory introduced by Charles Darwin [50]: those individuals most suited to the
environment are more likely to survive and reproduce, and thus, have a higher chance of pass-
ing their characteristics to the offspring. Consequently, as time passes, individuals incorporate
characteristics that make them better adapted to the environmental conditions.

The core of all evolutionary engines is the same. To start, an initial population of individuals
is created. Individuals are possible solutions for the problem that is to be solved. Additionally,
as in nature, there is a genotype which encodes the candidate solution, and a phenotype resulting
from the mapping of the genotype into the domain space of the problem. Next, the quality of
each candidate solution is assessed, and parents are probabilistically selected, as a function of
their quality. At this point, the offspring is generated by applying variation operators to the
selected parents, and the new population is created, by choosing, from the pool containing the
parents and the offspring, which ones should pass onto the next generation. This process is
repeated until a stop criterion is met.

A flow-chart of the main components of EC methods is depicted in Figure 2.6. Next, we
detail each of the components.

Population – set of individuals that is evolved throughout the generations. There are two key-
aspects when defining the population: (i) the representation, which, as a rule of thumb,
should be the encoding scheme that matches the given problem best (e.g., binary or real
vectors, graphs, or trees); and (ii) the population size (number of evolved individuals) – a
large population allows for a greater diversity but may increase the evaluation time.

Evaluation – determines the fitness of an individual, usually by assessing how well an individual
solves the problem at hand and, as such, enables the comparison of the candidate solutions.

Parent selection – concerns the process of choosing the parents, i.e., the individuals that will
generate the offspring. The selection pressure defines the ratio between the likelihood of
selecting high and low fitted individuals. On the one hand, high selection pressures reduce
diversity. On the other hand, a low selection pressure approximates random search and
thereby slows down evolution.
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Grammar 2.1: Example of a Context-Free-Grammar. This grammar will be used throughout the
remainder of this chapter to illustrate representation schemes and decoding procedures of the
various grammar-based methods.

Variation operators – generate the offspring based on the chosen parents. The two most
common variation operators are: (i) recombination, which normally receives two parents
as input and recombines their genetic material, giving origin to new individuals that should
inherit characteristics from both parents; and (ii) mutation, that takes a single parent and
applies small changes to it, possibly introducing new genetic material.

Survivors selection – selects the individuals that pass to the next generation. The population
size is often kept fixed during evolution. The choice of which individuals proceed evolution
is based on a given criterion, such as, fitness (e.g., the fittest individuals move to the next
generation), or age (e.g., the offspring seeds the next generation). When the selection of the
survivors is based on the age, we can use elitism to keep a percentage of the best solutions
between generations.

Initialisation – creates the genetic material that will seed the first generation. When there is
a-priori knowledge about the problem, it can be incorporated into the initial individuals.
Otherwise, the initial population should be generated in a random and unbiased fashion.

Termination condition – defines the criterion that halts evolution. When the solution to the
problem is known, the stop condition can be defined as reaching it or reaching a solution
that is within a defined margin of error of the target solution. However, in many problems,
the optimal is not known, or it is not possible to guarantee that it will be achieved in an
acceptable time-frame. Therefore, we need to define other stop conditions, such as the
maximum number of generations or evaluations.

In the current Thesis, we focus on GP: the set of EC methods that evolves executable struc-
tures. While, in most EC methods, the solutions to the problem correspond to the phenotypes
of the individuals, in GP, the solutions arise from executing the evolved programs. To solve a
problem using GP, the set of primitives that can be used by the method must be defined, i.e.,
the problem is set at a higher-level, stating what needs to be done, but not how it should be
accomplished. Then, evolution is guided by assessing how well an individual solves the problem.
To measure the quality of the individuals, the programs are executed, and fitness is computed
as a function of the output of the programs
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Table 2.1: Derivation steps followed to obtain (0.5/x1)+x1*x1. We consider the production rules
of Grammar 2.1, and the axiom start.

Derivation step
<start>

<expr> <op> <expr>
(<term> <op> <term>) <op> <expr>

(0.5 <op> <term>) <op> <expr>
(0.5 / <term>) <op> <expr>

(0.5 / x1) <op> <expr>
(0.5 / x1) + <expr>

(0.5 / x1) + <term> <op> <term>
(0.5 / x1) + x1 <op> <term>

(0.5 / x1) + x1 ∗ <term>
(0.5 / x1) + x1 ∗ x1

The most widely used form of GP was introduced by Koza [136]. Individuals are encoded
as trees where inner nodes represent functions (i.e., non-terminal symbols), leaves stand for
terminals, and the connections between different nodes denote the flow of control and passing
of parameters. Solutions are obtained by depth-first in-order traversing the tree. Traditionally,
to avoid the generation of invalid solutions, non-terminal symbols were required to accept any
node as input. Later, typed nodes were defined. As an example, consider the set of functions:
sum, subtraction, division, multiplication, within_brackets, and the terminals x1 and 0.5. The
arity of all functions except the within_brackets function is 2. The arity of the within_brackets
function is 1. Figure 2.7 represents a tree that encodes the phenotype (0.5 / x1) + x1 * x1.

Several other types of GP algorithms are found in the literature. Brameier and Banzhaf [36]
introduce linear GP, where each individual in the population is a sequence of executable instruc-
tions. Poli [195] proposed the representation of the individuals using graphs, and later Miller
introduced Cartesian Genetic Programming (CGP) [173]. A drawback that is common to all
the GP types pointed so far is that their use is problem-specific, i.e., to apply the approaches to
different domains, there is the need to define how should the problem solutions be mapped to the
method’s representation. Therefore, from this point onwards, we will focus on GP algorithms
that represent the individuals based on grammatical formulations, and therefore are easy to ap-
ply to different domains and problems. In Section 2.3.1, we detail grammatical formulations,
followed by GGP methods (Sections 2.3.2 and 2.3.3).

2.3.1 Grammars
Context-Free Grammars (CFGs) are rewriting systems that can be formally defined by a 4-tuple,
G = (N,T, P, S), where: (i) N is the set of non-terminal symbols; (ii) T is the set of terminal
symbols; (iii) P is the set of production rules of the form x ::= y, x ∈ N and y ∈ {N ∪ T}∗; and
(iv) S is the start symbol (or axiom). Additionally, a grammar (G) defines a language L(G), i.e.,
all sequences that can be obtained starting with the initial symbol and recursively applying the
production rules. Because production rules often have more than one non-terminal symbol, it is
common to replace, in each derivation step, the leftmost non-terminal symbol by its expansion.

An example of a CFG designed to encode symbolic regression expressions is shown in Gram-
mar 2.1. The CFG is composed by 4 non-terminal symbols (start, expr, op, and term), 6 terminal
symbols (+, -, /, *, x1, and 0.5), 4 production rules, and the axiom is start. An example of a
sequence that can be derived from the example grammar is (0.5 / x1) + x1 * x1. This sequence
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Table 2.2: Example of the mapping procedure of GE. Each row represents a derivation step. We
used the production rules of Grammar 2.1.

Derivation step Genotype Modulo
<start> [20, 115, 17, 67, 200, 140, 20, 84, 95, 254, 10] 20 % 2 = 0

<expr> <op> <expr> [115, 17, 67, 200, 140, 20, 84, 95, 254, 10] 115 % 2 = 1
(<term> <op> <term>) <op> <expr> [17, 67, 200, 140, 20, 84, 95, 254, 10] 17 % 2 = 1

(0.5 <op> <term>) <op> <expr> [67, 200, 140, 20, 84, 95, 254, 10] 67 % 4 = 3
(0.5 / <term>) <op> <expr> [200, 140, 20, 84, 95, 254, 10] 200 % 2 = 0

(0.5 / x1) <op> <expr> [140, 20, 84, 95, 254, 10] 140 % 4 = 0
(0.5 / x1) + <expr> [20, 84, 95, 254, 10] 20 % 2 = 0

(0.5 / x1) + <term> <op> <term> [84, 95, 254, 10] 84 % 2 = 0
(0.5 / x1) + x1 <op> <term> [95, 254, 10] 95 % 4 = 3

(0.5 / x1) + x1 ∗ <term> [254, 10] 254 % 2 = 0
(0.5 / x1) + x1 ∗ x1 [10] –

is obtained following the derivation steps of Table 2.1.

2.3.2 Grammatical Evolution
The key-advantage of GGP over other GP methods is flexibility, which lies in the fact that the
search space is defined through a grammar, i.e., it is set in a human-readable format, that enables
non-experts to use the method. One of the most widely-used GGP methods is GE. Other forms
of GGP exist, and a complete survey can be found in [168]. In particular, the readers interest in
variants of GE is redirected to [212].

GE was proposed by Ryan et al. [186, 211], and is a GGP method that has an indirect
encoding scheme, where the genotype is separated from the phenotype. More precisely, in the
original GE proposal, the genotype is a linear and ordered sequence of bits, where each group of
8 bits encodes an integer that is later used in the genotype to phenotype mapping. The current
approach to GE uses the integers directly, and each integer is called a codon.

To map the genotype to the phenotype, the codons are read sequentially from the left to
the right. Starting from the axiom, the mapping procedure iteratively decides which production
rule should be applied to expand the leftmost non-terminal symbol. To select the production
rule, we compute the modulo (%), i.e., the remainder after the division of the codon by the
number of possibilities for expanding the leftmost non-terminal symbol. The remainder defines
the expansion possibility, that should be applied to the leftmost non-terminal symbol. When
there is only one possibility for expanding a non-terminal symbol, no codon is read. On the other
hand, grammars can be recursive, and thus the number of codons may be insufficient. When
this occurs, the sequence of codons is re-used from the start, a technique known as wrapping.
To avoid entering an infinite wrapping loop, or generating solutions that are too complex to be
evaluated, we define a maximum number of wrappings. If the maximum number of wrappings is
reached, the mapping procedure is halted, and the individual is assigned the worst fitness value.

Consider that we have the genotype [20, 115, 17, 67, 200, 140, 20, 84, 95, 254, 10], the
productions rules of Grammar 2.1, and that the axiom is start. Therefore, with this genotype the
mapping procedure generates the phenotype (0.5 / x1) + x1 * x1, following the steps enumerated
in Table 2.2. The axiom is the start non-terminal symbol, which has 2 expansion possibilities.
The first codon is 20, and because 20%2 is 0, we select the first expansion possibility, which
rewrites <start> as <expr><op><expr>. This re-writing procedure is repeated until we are
left with no more non-terminal symbols to expand. After the mapping procedure, as in any other
form of GP, to evaluate the quality of the individual, the generated structure must be executed.
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Table 2.3: Example of the mapping procedure of SGE. Each row represents a derivation step.
We have used the production rules of Grammar 2.1. The sub-sequences of the genotype encode
the expansion possibilities of the start, expr, op, and term non-terminal symbols, respectively.

Derivation step Genotype
<start> [[0], [1, 0], [2, 0, 3], [1, 0, 0, 0]]

<expr> <op> <expr> [[], [1, 0], [2, 0, 3], [1, 0, 0, 0]]
(<term> <op> <term>) <op> <expr> [[], [0], [2, 0, 3], [1, 0, 0, 0]]

(0.5 <op> <term>) <op> <expr> [[], [0], [2, 0, 3], [0, 0, 0]]
(0.5 / <term>) <op> <expr> [[], [0], [0, 3], [0, 0, 0]]

(0.5 / x1) <op> <expr> [[], [0], [0, 3], [0, 0]]
(0.5 / x1) + <expr> [[], [0], [3], [0, 0]]

(0.5 / x1) + <term> <op> <term> [[], [], [3], [0, 0]]
(0.5 / x1) + x1 <op> <term> [[], [], [3], [0]]

(0.5 / x1) + x1 ∗ <term> [[], [], [], [0]]
(0.5 / x1) + x1 ∗ x1 [[], [], [], []]

To promote evolution, GE applies single point recombination and point mutation. Briefly,
the recombination operator selects a cutting point from each of the parents and swaps the genetic
material. Point mutation probabilistically replaces codons for other valid ones (integers or bits
depending on the used representation).

2.3.3 Structured Grammatical Evolution
SGE, proposed by Lourenço et al. [156, 159], is an extension to GE that defines a new genotypic
representation. The main objective of SGE is to overcome two key-issues of GE: low locality and
high redundancy [117, 245]. The locality measures how the changes in the genotype impact the
phenotype. In GE, the genotype is a linear sequence of codons, where there is not a one-to-one
mapping between the codons and the non-terminal symbols. Therefore, it is easy for a change
in one of the codons to affect many derivation steps from that point onwards (low locality1).
On the other hand, the redundancy is concerned with the fact that, in GE, different genotypes
may generate the same phenotype. This is a result of the modulo operation that is used in the
decoding procedure, e.g., consider that a non-terminal symbol has 4 expansion possibilities then,
either the codon 20 or 40 lead to the same derivation step (20%4=40%4=0).

To overcome the low locality and high redundancy issues of GE, the new genotypic represen-
tation of SGE defines a one-to-one mapping between the codons and the non-terminal symbols.
Instead of a single ordered sequence of codons, the genotype is composed of multiple independent
ordered sequences of codons, one for each non-terminal symbol. The size of each sequence of
codons is of the maximum number of possible expansions for the non-terminal symbol it encodes,
and thus there is no need for wrapping. The use of the modulo operation is not required as we
know exactly which non-terminal symbol the codon represents, and therefore the codons are con-
strained to values in the interval [0,max_expansionsnon_term−1], where max_expansionsnon_term
sets the maximum number of expansion possibilities for the non-terminal symbol.

The genotype encoding of SGE assumes that the sequences have enough codons to derive
the largest possible phenotype. To that end, we need to pre-process the grammar to set the
maximum number of expansions of each non-terminal symbol, i.e., the maximum size of each
sequence of codons. When the grammar has recursive production rules, they are replaced by new

1In EC the locality measures the impact a small change in the genotype has in the phenotype: ideally when
changing a minor fraction of the genotype (e.g., a bit), we want the phenotype to be only slightly different, and
with binary coding for example whilst 0000 represents the decimal 0, 1000 represents the decimal 8.
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Figure 2.8: Overview of the taxonomy of previous surveys on NeuroEvolution.

production rules, which are no more than the recursive production rule replicated a pre-defined
number of times, but where the last level has no calls to another recursive level. This procedure
mimics the behaviour of tree-based GP, where a maximum tree-depth is defined.

To establish a comparison to the mapping procedure of GE we derive (0.5 / x1) + x1 ∗ x1

using SGE. We consider the genotype [[0], [1, 0], [2, 0, 3], [1, 0, 0, 0]], and Grammar 2.1. The
derivation steps are described in Table 2.3, and clarify how the codons are consumed from the
sequences of each specific non-terminal symbol.

The variation operators are point mutation and uniform crossover. The mutation operator,
despite the same as in GE, has different constraints on the new generated codon, that is randomly
chosen within [0,max_expansionsnon_term − 1]. The crossover swaps sets of codons, i.e., all the
codons of the non-terminal symbols are swapped between the parents according to the bit-mask.

The new representation scheme of SGE overcomes the locality limitation of GE by introducing
a one-to-one mapping between the codons and the non-terminal symbols. In addition, as the
codons are associated with specific non-terminals, we no longer require the modulo to decode
the genotype, and thus SGE reduces redundancy. These advantages result in better evolvability,
as demonstrated in Lourenço [156]. Consequently, we have chosen SGE over GE to conduct the
first experiments of the current Thesis.

2.4 NeuroEvolution
NE is a sub-field of AutoML that refers to the automatic optimisation of ANNs by means of
EC. The gains are three-fold: (i) in terms of learning, gradient-descent algorithms (e.g., BP) are
limited to optimising differentiable functions, but EC can optimise any function, as long as we
can measure improvement through the fitness function; (ii) NE can be applied to generate ANNs
for any problem; and (iii) it is a general-purpose tool to search for any type of ANN, able to
optimise all the ANN’s aspects: architecture, and learning parameters; we only need to adapt the
representation scheme to deal with the search space of the type of ANNs we want to generate.

The majority of the seminal surveys in the area of NE (e.g., [67, 214, 271]) group the works
according to the aspects of the networks that are the target of optimisation: evolution of the
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weights and/or any other learning parameters, evolution of the architectures, or simultaneous
evolution of both the learning and architecture (see Figure 2.8). In addition, the weight repre-
sentation schemes tend to be divided into binary or real representations, and the architecture
representation into direct, developmental, or implicit. Baldominos, Saez, and Isasi [24] focus on
NE for optimising CNNs. Nonetheless, similarly to previous works, the authors also survey the
fundamental works of NE. Risi and Togelius [206] survey NE applied to games. More recently,
Stanley et al. [230], and Galván and Mooney [77], in addition to surveying the field’s seminal
works, also explore the most recent trends and challenges, such as the scaling of NE to DANNs.

The key-points when applying EC to the optimisation of ANNs are the representation of the
candidate solutions and the fitness function. The representation must encode the parameters
one seeks to optimise, such as the number of neurons, their connectivity patterns, weights, and
activation functions, or the learning parameters. The evaluation of the networks that are found
throughout generations is demanding, not because it is hard to implement2, but due to the time
that is needed for assessing the quality of the networks represented by the candidate solutions. On
the one hand, we can use the evolutionary process to our advantage and sample, from generation
to generation, a given percentage of the dataset (few data translates into a faster evaluation) [122,
183, 233]. On the other hand, we can compress the dataset, reducing its dimensionality [5].
Nonetheless, to tackle the burden of the training time, the majority of NE approaches impose
a low maximum number of training epochs [171, 236, 238]. It is important to mention that the
evaluation of the candidate solutions is not a problem when evolution considers the optimisation
of the connection weights, as the optimised values are used to measure the effectiveness of the
network. However, it is clear that when we want to optimise both the topology and learning,
the deeper the network the more challenging the task is. In line with the aforementioned, in the
current section we group the NE works according to their ability to cope with small (Section 2.4.1)
or large scale ANNs (Section 2.4.2). Next, we introduce the fundamental principles and seminal
works, and thus we follow the structure of previous NE surveys.

2.4.1 NeuroEvolution for Small-Scale Networks
To the best of our knowledge, the first works on NE date back to 1989, with the application
of Genetic Algorithms (GAs) to the optimisation of the weights (and biases) of feed-forward
ANNs using binary [262] and real encodings [179]. The architecture of the network is specified
a-priori, with a one-to-one mapping between the synaptic weights and the binary (or real) values
that are the target of evolution (see Figure 2.9). EC replaces the BP algorithm, overcoming
the possibility of the gradient-descent algorithm to become stuck in local optima. Further,
such learning algorithms require differentiable error functions, which EC does not [240]. Many
other approaches that follow the same principles are found in the literature (e.g., [264]). From
the example of Figure 2.9, it is perceivable that the precision of the weights is related to the
number of bits used to encode each real value. The more bits we use the higher the precision,
but the slower the evolution is. Besides, in binary representations, the variation operators can
drastically change a candidate solution, making it more difficult to promote a smooth evolution
(low locality). Whitley, Starkweather, and Bogart [263] apply GENITOR to the optimisation
of the connection weights using binary and real representations and conclude that, in the tested
benchmarks, the binary and real-representations generate optimised sets of weights, but the real
encoding converges faster.

Cooperative Synapse NeuroEvolution (CoSyNE) [81] evolves each weight in a separate sub-
2To implement the evaluation procedure of the candidate solutions one can map them onto trainable models

using well-documented libraries, such as, Scikit-learn [194], Caffe [112], Tensorflow [1], Theano [244], Keras [42],
or DeepLearning4J [58].



22 CHAPTER 2. BACKGROUND AND RELATED WORK

i1 i2 i3 i4

h1
h2

o1

From To Binary Real
i1 h1 0 100 0011 4.1875
i1 h2 1 010 0001 -2.0625
i2 h1 0 011 0000 3.0
i2 h2 0 001 1000 1.5
i3 h1 0 100 1100 4.75
i3 h2 1 010 1110 -2.875
i4 h1 0 000 0010 0.125
i4 h2 0 111 0101 7.3125
h1 o1 1 100 0111 -4.4375
h2 o1 0 010 1111 2.9375

Figure 2.9: Encoding of the weights of a fully-connected feed-forward ANN using binary and real
representations. The binary representation uses 8 bits for each value, where the most significant
bit encodes the signal (1 for negative numbers, and 0 for positive), the next 3 bits encode the
integer, and the remaining bits the floating part; this representation can encode real values in
the interval [−7.9375, 7.9375]. The individual in the binary representation would then consist of
a bit-string of size 80 (10 connections × 8 bits), and in the real representation would be made
of 10 real values.

population. The genotype can be interpreted as a n × m matrix, where n is the number of
synaptic weights of the network (i.e., the number of sub-populations), and m is the size of each
sub-population. Each network is then formed by evaluating each row of the matrix and mapping
the weights to the corresponding connections.

The previous works apply EC to replace the use of an established learning algorithm. In addi-
tion, some methods combine the evolution of the weights with well-established learning methods,
where EC is used to generate the initial set of weights. Sedki, Ouazar, and Mazoudi [217], and
Wang, Zeng, and Chen [261] develop NE methods that generate sets of weights that after evolu-
tion are used to seed the network that is further trained using BP. Another option is to develop
hybrid methods that combine evolution with learning algorithms, i.e., in each generation the
candidate solutions are trained for a given number of epochs using a learning algorithm, and
then the learned characteristics (in this case the weights tuned by the learning algorithm) can be
passed to the offspring (Lamarckian [141] evolution), or not (Baldwinian [25] evolution). In both
Lamarckian and Baldwinian evolution the objective is to promote the learning ability, but only
in Lamarckian evolution the learned characteristics are passed to the next generations. Lamar-
ckism and Baldwinism have successfully been applied to training ANNs with NE [37, 54, 63, 92,
103, 139, 192], not only for the optimisation of the weights but also the structure. Valdivieso
et al. [255] compare these hybrid approaches applied to the evolution of ANNs and conclude that
MLPs trained with them generate lower average error than when trained with other learning
methodologies (evolutionary or not). The same work concludes that the networks generated
by Baldwinian evolution tend to be larger and report smaller errors than those generated by
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Lamarckian evolution.
NE approaches focusing learning are not constrained to the direct optimisation of the connec-

tion weights, which is particularly difficult when the networks have thousands or even millions of
connections. There are also works reporting on the tuning of the parameters of well-established
learning algorithms. For example, the application of EC to the optimisation of the hyper-
parameters of BP and its variants [123, 193]. Alternatively, we can evolve the rules that are used
by the learning algorithms [26, 199]. Instead of evolving rules that iteratively tune the weights,
some authors address the search for functions that given the position of two nodes in an ANN
return the corresponding connection weight. HyperNEAT [231] applies NEAT (further discussed
next) to the evolution of Compositional Pattern Production Networks (CPPNs): ANNs that
seek to capture the regularities in the structure of the network that is to be trained3. However,
the same can be achieved by simply evolving a function with tree-based GP that replaces the
CPPN. Buk, Koutnı́k, and Šnorek [38] used this approach, and the results have proven to be
comparable to those reported by HyperNEAT.

The problem when targeting only the network’s learning is that the topology is kept fixed.
According to Turner and Miller, “the choice of topology has a dramatic impact on the effective-
ness of NE when only evolving weights; an issue not faced when manipulating both weights and
topology” [254]. The authors also state that it may be more beneficial to search for an adequate
topology rather than weights. One of the first works on the optimisation of the architecture of
ANNs was proposed in 1989, by Geoffrey Miller et al. [172] – innervator – where the structure
of the networks is represented using a connectivity matrix where each cell (i, j) represents if the
i-th neuron is connected to the j-th neuron. The matrix is evolved as a bit-string: a bit set to
1 denotes a connection. The connection weights of each candidate solution are optimised using
BP, over a defined number of epochs. A different approach is introduced by Kitano [127]: as
in innervator [172] the network structure is encoded by a connectivity matrix, and the candi-
date solutions are trained using BP. The difference is that instead of encoding the matrix as
a binary bit-string, Kitano develops an L-system to generate it (indirect encoding). On the
tested problems (N-M-N encoder/decoder), the representation used by Kitano outperformed the
direct encoding. The representation at the level of the connectivity matrix has one main issue:
before evolution, there is the need to set an upper bound for the number of neurons (which sets
the connectivity matrix size). Other more recent approaches seek to solve this by encoding the
networks at the neuron’s level, e.g., Rocha, Cortez, and Neves propose Topology-optimisation
Evolutionary Neural Network (TENN) [207]: an approach for tuning the number of hidden-nodes
and connections of MLPs; Soltanian et al. introduce GE-BP [228], a grammar-based approach
based on GE to optimise the same aspects of the network’s as previous methods.

The application of EC to the evolution of the topology of the ANNs without the evolution of
the weights requires training the networks using another learning strategy. From the works listed
above, one can conclude that it seems to be a common practice to train the candidate solutions
with BP. Nonetheless, it is not trivial to set up the hyper-parameters of BP that work well on
a wide range of the topologies that are generated throughout evolution. Mandischer [162, 163]
structures the candidate solutions in a network parameter area, where the learning parameters
are encoded (learning rate and momentum), and a sequence of layers area, that is responsible for
keeping the input and output connections, and the layer size. Jung and Reggia [115] propose an
indirect representation scheme that is based on an encoding language, with the layer as the basic
unit, and where it is easy to set what parts of the network are to be evolved, and which ones
are kept fixed during evolution. This way, the learning parameters (if unknown) can be easily
optimised. This encoding mechanism enables the introduction of a-priori knowledge by defining
non-optimisable parts of the network.

3NEAT as a NE approach is adequate for evolving CPPNs.
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The previous works tune hyper-parameters of the learning algorithm for each network. The
problem is that the training of each candidate solution may be a long and costly process, that even
aided by GPU computing can be time-consuming. On the other hand, as previously mentioned, to
apply gradient-descent learning methods, we need the activation functions to be differentiable,
and even then, we are likely to get trapped in local optima. That is the motivation many
practitioners argue for evolving both the network topology and weights simultaneously when
optimising small-scale ANNs. There are several examples of approaches of this type [68, 207,
278]. Next, we will discuss the ideas behind the most influential works on NE for the simultaneous
evolution of the structure and weights of ANNs.

Artificial Neural Networks Adaption: Evolutionary Leaning Of Neural Optimal Running
Abilities (ANNA ELEONORA) [164] addresses the problem of optimising ANNs using a linear
bit-string where each set of bits encodes the connection between a given pair of nodes, i.e., despite
evolving the connectivity of the network (and respective weights), the number of hidden-nodes
is not tuned. One of the key points of ANNA ELEONORA is that the granularity (number of
bits for representing each weight) is a property of each candidate solution, and optimised during
evolution. For each candidate solution, the first byte encodes the granularity, followed by at most
1+g×n_nodes bits, where g represents the granularity, and n_nodes the number of hidden-nodes
of the network. The first bit represents if there is a connection between the pair of nodes or not;
when there is not a connection, the bits for encoding the weight are not used. The granularity
solves the problem of defining the ranges of the weights on binary encodings (previously discussed
in Figure 2.9). However, there is a trade-off: high granularity values slow evolution and small
values may be insufficient to find effective weights. Further, ANNA ELEONORA does not
enable free exploration of the search space as it requires the number of hidden-nodes to be set.
Generalised Acquisition of Recurrent Links (GNARL) [6] solves the previous issues by encoding
the weights as real-values and encoding the networks at the node’s level. It has the particularity of
proposing search operators that preserve the behaviour of the network, thus promoting a smooth
evolution. The initial random networks have their weights changed by a Gaussian mutation,
and nodes and connections may be added without changing the behaviour of the network: nodes
are added without connections, and connections are added with an initial weight of zero. The
removal of a node is not that smooth because all the connections from and to that node are
removed. A similar strategy is followed by EPNet [272], where the mutations are designed to
smooth evolution. EPNet makes use of the principles of Lamarckian evolution where, from one
generation to the next, the candidate solutions are trained using a variant of BP. If the train of
the network is successful (i.e., if the performance of the ANN improves), no mutation is applied.
Otherwise, the candidate solution is sequentially mutated from pruning to constructing, until
one of the mutation operators is successful, i.e., the mutations that are first applied remove nodes
and connections, and only the last mutation operator creates new nodes and/or connections. By
the end of evolution, the best performing network is further trained.

Cellular Encoding [90, 91] is a developmental system by Gruau et al., that is inspired by
the biological process of cell division. Each cell represents a neuron of the network, and a set
of operators divide the cell to form others and establish the corresponding connections, forming
the entire network. For example, sequential division splits one cell into two, where the first gets
the input from the initial cell and connects to the second cell that inherits the output link from
the original cell. Further details about the operators used to manipulate the cell division can be
found in [90].

At a higher level of abstraction, ANNs are directed graphs, and thus the application of
graph-based methods to their evolution is promising. Pujol and Poli apply Parallel Distributed
Genetic Programming (PDGP) [195] to the evolution of ANNs [198]. In PDGP, the nodes of
the graph are placed in a fixed-size two-dimensional grid, which thus enables the evolution of
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layered structures. With the same rationale numerous works report the application of CGP [174]
to ANNs [3, 120, 121, 165, 253]. In addition to the evolution of the structure and weights of
the ANNs, CGP allows the optimisation of the activation function of each node (which in the
previous approaches is not target of evolution). The nodes can get their inputs from previous
layers (up to a defined threshold of levels back). Similarly, linear GP can also be adapted to
evolving multi-output networks, such as AEs [167].

One of the problems commonly pointed-out to such type of evolutionary procedures is that
they are tailored to solving very specific tasks, and adapting them to different network structures
and/or to the resolution of other problems is hard. Grammar-based approaches solve this issue
by requiring the user to change only the grammar so that the system is able to explore the search
space that encompasses the desired network topologies and respective parameterisation; it also
eases the incorporation of domain-specific knowledge [168]. Tsoulos et al. [251] evolve the weights
and topology of one-hidden-layered networks with GE. Because of the locality issues of GE it is
argued that it underperforms in the optimisation of the weights, and for that reason, Ahmadizar
et al. apply GE to optimise only the topology, and the weights are evolved using a GA [4].

A different paradigm is used in Symbiotic, Adaptive NeuroEvolution (SANE) [180, 181, 182].
Whereas in the above approaches, each individual is responsible for encoding a complete ANN
(a set of nodes, connections, and weights) and the fitness is the performance on a given task, in
SANE a population of neurons is evolved (each individual represents a neuron with its incoming
and outgoing connections). A fixed defined number of neurons forms a network and the fitness
of each individual is the average quality of the networks it participates in. The idea behind
SANE is that the population maintains diversity, but neurons specialise differently, providing
SANE with implicit niching. Enforced Subpopulations (ESP) [80, 82] further extends SANE by
explicitly creating a separate population for each neuron. This speeds up evolution by allow-
ing the individuals to recombine within the sub-population, with neurons that share the same
characteristics. The previous facilitates the evolution of recurrent networks.

One of the most well known NE approaches is NEAT, introduced by Stanley and Miikku-
lainen [232]. While the initial population of other NE approaches is formed at random, NEAT
starts evolution from minimal structures with the inputs directly connected to the outputs (and
no hidden nodes). This allows the generation of minimal structures without the need to incorpo-
rate a penalisation term in the fitness function (e.g., number of nodes, connections, or trainable
parameters). The genotype grows by adding nodes and/or connections. To smooth evolution,
when a node is added an existing connection is replaced by two new ones: from the input of
the connection that is replaced to the new node, and from the new node to the output of the
replaced connection (the connection that is replaced is not removed but rather deactivated); new
connections are established between non-connected nodes. One of the problems that often occurs
when dealing with solutions where slight structural changes on the phenotype highly affect the
performance is that during evolution, when new parts are added to the network, their parame-
terisations are not yet optimised, and thus are penalised compared to the remaining population
solutions. To overcome this issue, NEAT introduces historical markings: a global innovation
number that keeps track of the structural changes. The crossover operator only changes genes
that have the same historical marking. To protect innovation the population is divided into
niches, and all the individuals within the same niche are given the same fitness (fitness shar-
ing). Based on the initial NEAT formulation, multiple variants have been proposed: Schrum
and Miikkulainen [215], and Künzel and Meyer-Nieberg [140] describe multi-objective versions of
NEAT; as mentioned above HyperNEAT [231] is the application of NEAT to the generation of
CPPNs; Reisinger et al. [204] extend NEAT to the evolution of modular networks; Miikkulainen
et al. [171] change the paradigm and tackle the generation of DANNs (this last work will be
further discussed in the upcoming sub-section).
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To sum up, the literature on NE approaches is large and continuously increasing. The evo-
lutionary goals vary: (i) weights and/or learning parameters; (ii) structure; or (iii) simultaneous
evolution of the weights and/or learning parameters and structure. A wide set of EC methods
have been applied to the evolution of ANNs: from standard GAs, to ESs, Evolutionary Pro-
gramming (EP), and GP. There are approaches where all the information is directly encoded in
the genotype, and approaches that specify rules for constructing the phenotype (developmental
approaches). It is also possible to group the different methods according to the basic unit of
evolution: (i) connection; (ii) node; or (iii) layer-based methods. Whereas the first allows a finer
level of detail, layer-based methods encode the networks at a macro-level. The question concerns
what type of networks we are trying to evolve, more precisely, what is the depth needed for
solving the task we have at hand. When we need deep networks, with hundreds of nodes and
thousands of connections, it is inefficient to evolve them at the level of the connection and node.
As will be evident during the upcoming section, the majority of NE approaches that target the
evolution of DANNs are layer-based.

2.4.2 NeuroEvolution for Deep Learning
The works surveyed in the previous section were designed mainly targeting the evolution of small-
scale networks for addressing (nowadays) easy to solve problems, e.g., XOR, n-bit odd parity,
double pole balancing, boolean functions, or benchmarks from the UCI ML repository [55]. Such
networks tend to require few neurons, and consequently, a low number of connections. Thus,
the application of these techniques to the evolution of DANNs is hard: the search space and the
necessary solutions are more complex, i.e., in addition to optimising the weights, neurons, and
connections, we often need to choose between different types of layer. Another problem is related
to the dimensionality of the dataset instances which, when considering real-world problems, is
often large. Large dataset instances, associated with a high number of instances, make the
evaluation of the candidate solutions slow, and thus new strategies are necessary to cope with
the evolution of DANNs for real-world problems.

We start by enumerating works that target the automatic training of DANNs. Koutník et al.
extended CoSyNE to the optimisation of the weights of large-scale networks [133, 134]. Instead of
directly evolving the real-values of the connection weights, they propose the evolution of Discrete
Cosine Transform (DCT) coefficients with CoSyNE. An extra step is necessary to evaluate the
candidate solutions: each row encodes a DCT coefficient matrix that using the inverse DCT
is mapped to the weight matrix. The authors refer to this encoding scheme as a compressed
representation because the number of DCT coefficients needed to encode the weights is much
lower than when using the direct encoding. For example, in [132], with 20 DCT coefficients,
it is possible to encode networks with about 3000 weights. Such encoding schemes seek to
evolve large sets of weights using indirect representations that reduce the size of the target of
evolution. As the reader may recall, this is somewhat close to the rationale behind HyperNEAT
(and similar methods), where the goal is to find spatial relationships on the weight patterns
and generate functions able to output the appropriate weights for the synaptic connections.
Verbancsics and Harguess [256] adapt HyperNEAT to image classification and demonstrate that
despite the lack of competitive results in training models for classification tasks, HyperNEAT
can effectively generate feature extractors, that are later feed to another ML model. Fernando
et al. [62] replace the CPPNs by Differentiable Pattern Producing Networks (DPPNs), i.e., only
the topology is evolved, and the weights learned (with Lamarckian evolution). DPPNs have
proven effective in compressing the weights of DAEs: 157684 parameters mapped to about 200.
Hausknecht et al. [100] compare several NE methods (CMA-ES, NEAT, and HyperNEAT) in
Atari game playing, and conclude that indirect methods scale better to higher-dimensional inputs
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than direct methods. An indirect weight encoding scheme is also proposed by Such et al. [235],
who suggest the use of GAs to train DANNs for Reinforcement Learning (RL) tasks; the trained
DANN has over 4 million parameters, which are indirectly represented by lists of random seeds
that are used by random Gaussian number generators.

One of the main issues when searching for deep networks for large datasets is that the eval-
uation of the candidate solutions is too costly. Limited Evaluation Evolutionary Algorithm
(LEEA) [183] addresses this problem by evaluating the population against a small set of the
training instances, which are selected to be diverse, according to the network outputs they are
expected to provide. To avoid fluctuating fitness values (due to the variability of the selected
instances) the fitness is computed considering the performance in the current set of instances,
and in the previous sets. LEEA enabled Morse and Stanley to optimise the weights of networks
ranging from 1170 to 1470 connections.

To overcome the large search space often associated to DANNs, some approaches tackle the
optimisation of the learning and network parameters of fixed topologies, i.e., in addition to
optimising the weights or learning parameters, the topology is kept fixed throughout evolution
(e.g., number and type of hidden-layers), but the specific parameters of each layer are optimised
(e.g., number of neurons, activation function). Young et al. [277], and Lorenzo et al. [154]
optimise the structural parameters of CNNs. The first work only focuses on the parameters of
the convolutional layers; the second also searchers for the best settings for the pooling layers.
The work of Lorenzo et al. was successfully applied to the tuning of the parameters of the well-
established LeNet-4 [145]. The simultaneous optimisation of learning and structure parameters
is carried out by Loshchilov and Hutter in [155]. The authors compare CMA-ES to Bayesian
optimisation methods, and conclude that CMA-ES should be taken into account for parameter
optimisation as it can generate good results, with moderate computational resources.

The evolution of the parameters of a-priori defined networks allows the optimisation of models
that we already know to work well, e.g., it enables the fine-tuning of a single model to different
problems, or even the adaptation of a network to specific constraints, like a maximum amount of
training time or trainable parameters. The main limitation is that the previous methods make it
impossible to automatically generate novel structures, which is the key-point of the simultaneous
evolution of the topology and learning: generate novel models in terms of architecture and
learning strategies for problems we are unsure how to handle.

As aforementioned, there are plenty of approaches to promote the evolutionary optimisation
of the weights of ANNs (even for deep networks). Nonetheless, it is not time efficient to search
directly for the best set of weights for each of the candidate topologies generated throughout
evolution. The process of optimising, for each network, thousands or even millions of trainable
parameters takes too long, making evolution unfeasible. This way, the majority of NE works that
seek to optimise the learning and topology of DANNs focus on the optimisation of the learning
parameters and not directly the weights, i.e., in addition to optimising the topology, the objective
is to fine-tune the best learning algorithm for each candidate topology (e.g., Adam, BP) and the
respective parameterisation (e.g., learning rate, momentum).

CGP-CNN [236] extends CGP to the optimisation of CNNs: each position of the genotype
instead of representing a neuron is a layer. Evolution optimises the structure of the network and
the connectivity of the layers (i.e., a layer can receive the output of multiple layers as input). The
generated solutions are highly effective, and competitive with the state of the art. Nonetheless,
the authors define macro-blocks, and the evolutionary approach places them and optimises its
parameters. The blocks have specific layers, and thus, up to a certain point, evolution is biased
towards the author’s knowledge of models that are known to work well. CGP-CNN does not
optimise any learning parameter and/or policy. Similarly to CGP-CNN, Evolving Deep Convo-
lutional Neural Networks (EvoCNN) [238] focuses on optimising the structure of DANNs, but
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where the evolutionary unit is a layer instead of a macro-block. The network topology is divided
into two parts: the first part is used for feature extraction and includes convolutional and pooling
layers, and the second part encodes fully-connected layers. The initial weights of the networks
are also target evolved (mean and standard deviation parameters for a Gaussian distribution).
The authors of EvoCNN later propose Automatically Evolving CNN (AE-CNN) [239], which
optimises the architecture of CNNs by combining and stacking ResNet [101] and DenseNet [108]
blocks. These blocks represent interconnected sequences of convolutional layers that are known
to work well, i.e., the method is biased by knowledge from hand-crafted CNNs. The use of
a-priori knowledge speeds up evolution and facilitates the generation of highly effective CNNs.

Real et al. [202] use the search space of NASNet [280] to optimise the architectures of image
classifiers. The networks are composed of two different cell types that are repeated in specific
positions of a fixed topology: normal and reduction cells. All normal and all reduction cells
have the same structure, but normal and reduction cells are different and independent. The
goal of evolution is to optimise the architecture of the normal and reduction cells. Each cell has
several interconnected nodes. The operations of the nodes can be either convolution of pooling.
To reduce the size of the signal, the reduction cells are followed by a stride of two. Another
particularity of the search space of NASNet is that the normal cells are stacked in blocks of cells
with the objective that, after optimisation, the stack can be enlarged to increase the performance
of the network. To facilitate evolution, Real et al. introduce “aging evolution”: the individual
that is discarded is not the worst but the oldest one. At the time, the best-generated model,
referred to as AmoebaNet-A, set a new state of the art in ImageNet. Following the same rationale,
Liu et al. [150] introduce hierarchical representations to optimise a cell that is placed multiple
times in specific positions of a model with a fixed topology. Hierarchical representations contrast
with flat representations. While, in flat representations, the architecture of DANNs is encoded
as a single directed acyclic graph, in hierarchical representations the idea is to have different
levels of representation where lower-level blocks are combined to form higher-level blocks.

GeNet [270] also follows a block-based approach, but where the blocks/cells are not defined,
they are evolved. Each individual is composed of S stages, and each stage has N nodes, i.e., the
individuals are formed by stages, which are graphs of nodes. Each node is a convolutional layer
(with a fixed number of filters), where batch normalisation is applied to the output and passed
through a ReLU layer. Between stages, there is a spatial pooling layer. The initial population is
formed by individuals that derive from the LeNet [145] architecture. The individuals are trained
with a fixed learning strategy. Despite the automatic design of the stages (i.e., blocks), there is
also a-priori knowledge when defining the operations that can occur in the stages, and between
stages. NSGA-Net [160] is based on GeNet: the same encoding scheme is used, but the search
procedure that guides evolution is Non-Dominated Sorting Genetic Algorithm (NSGA)-II [52]
– a well known multi-objective optimisation approach. In NSGA-Net the encoding considers
skip connections, and the multiple objectives that are considered to assess the quality of the
networks are classification error and computational complexity (measured by the number of
floating point operations). Another novel aspect of the approach is that the search procedure
considers exploration and exploitation phases. The first explores different connectivity patterns
in the nodes through crossover and mutation, and the latter takes into account past information
to generate candidate solutions using Bayesian optimisation.

The previous works, despite generating highly efficient networks, start evolution from the
definition of what a block/cell is and where it should be placed in the network, i.e., they require
the definition of a-priori knowledge, and thus, it is unlikely that the generated architectures are
novel and different from those typically assembled by human designers. Baldominos et al. [23]
compare a GA to GE in the evolution of the topology and general optimiser parameters of CNNs
for the MNIST dataset. The search space contains DANNs with up to 4 convolutional layers and
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2 dense layers. To accelerate the train of the CNNs, the networks are evaluated for 5 epochs and,
in each epoch, only half of the training instances are considered. To increase diversity, in the
initial population the individuals are randomly created until there are no invalid solutions, and
to avoid premature convergence to a single solution, niching is used. The results show that the
CNNs optimised by GE surpass in performance those obtained by the GA. A similar approach
is considered by Lima and Pozo [148], who apply GE to the optimisation of CNNs too.

Miikkulainen et al. [171] adapt NEAT to the evolution of the topology and hyper-parameters
of DANNs. They propose DeepNEAT, which is similar to NEAT, but where each node of the
chromosome represents a layer instead of a neuron. The type of each layer (e.g., convolutional, or
recurrent) and the hyper-parameters (e.g., number and shape of the filters in the convolutional
layers) are optimised and, whereas, in NEAT, the values of the weights are directly evolved,
in DeepNEAT the authors evolve the connectivity between layers, and optimise general hyper-
parameters (e.g., learning rate or learning algorithm). The evolved DANNs are evaluated for
a fixed number of epochs. DeepNEAT is extended to CoDeepNEAT, that draws inspiration in
SANE, ESP, and CoSyNE. CoDeepNEAT co-evolves two populations of modules and blueprints;
the modules’ population evolves small (or parts) of DANNs; the blueprints’ population defines
what modules should be assembled to form the DANNs. The module’s population is divided into
sub-populations (speciation) and, because the blueprints point to sub-populations of modules,
when building the network, a module is chosen at random from a sub-population. When the
blueprint refers more than once to the same sub-population of modules, the same module is
chosen. To evaluate the individuals the DANNs are trained similarly to DeepNEAT, and the
fitness is propagated back to the blueprints, and to the modules, computed as the average fitness
of all the DANNs it participates in.

Learning Evolutionary AI Framework (LEAF) [147] adapts CoDeepNEAT to cloud computing
infrastructures (e.g., Amazon AWS or Microsoft Azure). The system is composed by three layers:
(i) the algorithm layer, which is essentially CoDeepNEAT and thus, enables LEAF to optimise
DANNs; (ii) the system layer, which distributes the training of the generated DANNs; and (iii)
the problem-domain layer, which introduces multi-objective optimisation. The networks are
evolved taking into account two objectives: performance (i.e., accuracy), and complexity (i.e.,
number of network parameters). Similarly, to scale, Evolutionary Exploration of Augmenting
Convolutional Topologies (EXACT) [53] is based on volunteer computing. In particular, EXACT
uses approximately 4500 computing nodes from the Citizen Science Grid to generate and train
roughly 120000 CNNs in 2 months.

The vast majority of the above-mentioned methods were proposed considering the automatic
optimisation of CNNs. The main reason for that is the complexity associated with the deployment
of this type of DL architecture: multiple layer types must be selected, placed, and interconnected;
further, each layer type has specific parameters. The hand-design of CNNs has shown that
they are highly effective in solving real-world problems. However, their success is intrinsically
connected to the design and train of the networks. Notwithstanding, most of the principles
discussed on the automation of the tuning of CNNs are generalisable to other DL architectures.
The current Thesis focuses mainly on the optimisation of CNNs. For examples of large-scale NE
approaches targeting the optimisation of other architectures refer to [49, 201, 222].

2.5 Transfer, Multi-Task and Incremental Learning
The main limitation when addressing the automatic search for DANNs is the time and resources
that are required to attain effective solutions. NE is based on EC, and thus we must assess the
quality of the population. As discussed in the previous section, and especially when optimising
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Figure 2.10: Differences between transfer, multi-task, and incremental learning.

DANNs, the evaluation of the individuals requires their training, which is time-consuming and
computationally-demanding. For example, the training of candidate solutions in CoDeepNEAT
is parallelised on 100 GPUs, and each generation takes around 1 hour; Real et al. use 450 GPUs,
and each run takes about 7 days to perform. Other methods are computationally cheaper, e.g.,
the approach by Lorenzo and Nalepa [153] only requires about 120 minutes to obtain results,
but the speedup is obtained at the cost of the performance of the optimised model.

The default approach to NE starts evolution from scratch each time we require a network to
solve a specific problem, i.e., the initial population is composed of individuals that are formed at
random, or derivations of a specific network structure. Consequently, the evolutionary knowledge
gained from the optimisation of ANNs for previous tasks is not considered. This knowledge can
speed up evolution and, as such, in this section, we survey important works on transfer, multi-
task, and incremental (or cumulative/lifelong) learning applied to ANNs. In the broader picture,
the ability to transfer knowledge and/or solve multiple-tasks incrementally is a key-point to the
emergence of robust and adaptable AI systems that pave the roadmap to general AI.

Transfer [189, 242] and multi-task learning [40] are similar in the sense that both are ap-
proaches to aid learning multiple problems. The difference lies in how learning proceeds. In
multi-task learning, the model is simultaneously trained on several problems, and, by the end,
it must be able to perform well on all of them. In transfer learning, the knowledge gained when
solving primary tasks is ported to secondary tasks and, consequently, the model trained on the
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last task may be unable to work on the previous task – a problem known as catastrophic for-
getting [73]. Incremental/continual/lifelong learning [205, 247] merges concepts from the two
learning paradigms: the objective is to start with a model able to solve a single task (or set of
tasks) and to continuously expand it, enabling the re-use of past knowledge, and ultimately being
able to solve all observed tasks, i.e., incremental learning mimics the behaviour of the human
brain, a modular structure that evolves and adapts to new problems. Figure 2.10 depicts the
flow that can be expected of transfer, multi-task, and incremental learning. We are particularly
interested in transfer and incremental learning for their ability to build upon past knowledge,
and therefore speed up the search for adequate DANNs. Multi-task learning principles can also
be of use to large-scale NE, but their main advantage is to provide inductive bias, i.e., training
in multiple tasks forces the exploration of latent spaces that generalise more easily.

The application of transfer, multi-task, and incremental learning to NE can occur at two
different levels. On the one hand, the EC engine can be adapted to search for candidate solutions
through transfer or multi-task learning (e.g., [95, 184, 216]). For example, instead of evolving
ANNs that can solve multiple-tasks, we can resort to EC approaches that simultaneously evolve
solutions to different problems. This way, we will likely end up with a different solution for each
problem. On the other hand, the EC engine can be adapted to optimise ANNs that incorporate
principles from transfer, multi-task, and incremental learning. Considering the previous example,
we want to optimise a single network that tackles multiple problems simultaneously. The scope
of this Thesis is on the latter hypothesis, and thus, next, we will survey transfer, multi-task, and
incremental learning ANNs, both generated by manual and automatic approaches.

2.5.1 Transfer Learning
Transfer learning [189, 242] aims to leverage the knowledge from previous source tasks (e.g.,
architecture or weights) to smooth the learning in a new target task. The key-problem is the
compatibility and representation of the tasks. It is expected that the underlying principles are
related. Otherwise, there is no gain in transferring from one task to the other. In particular, a
negative transfer may occur when the transfer is performed between two highly distinct tasks,
i.e., instead of helping to create a more effective model, transfer hinders performance. When the
representation of the tasks is different, there must be a mapping from one domain to the next.
The effectiveness of transfer learning approaches is often measured according to two criteria:
time and performance – the objective is that when transferring from a task A to a task B the
time taken to solve the two tasks is inferior when transferring from one task to the other than
when addressing both independently, with at least the same degree of performance.

The easiest and likely most used form of transfer learning consists of fine-tuning the weights
of a network pre-trained on a source task [93, 109, 237]. This is the methodology followed by
Ciresan, Meier, and Schmidhuber [45], with the difference that they do not fine-tune all the
weights but rather freeze the first n layers, and only train (from randomly initialised weights)
the last layers. The weights are partially transferred between different character recognition
tasks and show that transfer learning enhances the performance and speeds up learning. It is
also demonstrated that it is best to train a DANN in part of the dataset and then continue
training with all the instances. The decision of which layers should be frozen, and which ones
should be re-trained, is likely specific for each architecture and dataset. Yosinski et al. [276]
investigate transfer learning in a well-known architecture that, by the time it was proposed, set
a new state-of-the-art result in the ImageNet 2012 challenge [138]. The authors define two types
of features: (i) general, i.e., high-level features that are widely applicable to different tasks; and
(ii) specific features, i.e., features that are tailored to a particular dataset. The learning of the
general and specific features happens at the first and last layers of the architecture, respectively.



32 CHAPTER 2. BACKGROUND AND RELATED WORK

The work investigates transferring and freezing the features, or transferring and fine-tuning the
features. The results indicate that, independently of the number of layers that are transferred,
there is a trend for higher-performing results when the features are fine-tuned to the target
dataset. Further, it is concluded that transferring weights (even from dissimilar source tasks) is
better than initialising the weights at random.

The majority of the fine-tuning approaches optimise the weights from the source to the target
task, and then all instances are predicted using the fine-tuned parameters. A different approach
is followed by SpotTune [94], which introduces a transfer learning method that performs an
instance-based fine-tuning, i.e., the instances of the target dataset can be either passed by the
pre-trained or the fine-tuned layers. To accomplish this, a binary variable is coupled to each
layer to indicate whether or not, according to a specific instance, that layer should be frozen or
fine-tuned. This new variable is trained together with the classification task, using the Gumbel
Softmax sampling method [110].

Although transfer learning is often based on the fine-tuning of the models from previously
related tasks, there are also works that have the goal of evolving network topologies that can be
adapted to other problems. Zoph et al. [280] propose the NASNet search space that allows for
the design of architectures that can be ported from simple problems to more difficult ones. The
objective of the optimisation is to find normal and reduction cells (discussed in Section 2.4.2) that
are placed in a fixed topology. The normal cells are repeated N times, and thus the architecture
can be optimised for a small problem (e.g., CIFAR-10) with a small N, and then applied to a
larger problem (e.g., ImageNet) with a greater value of N. A similar rationale can be followed
to deploy the architectures in devices with low computational resources by decreasing N, i.e.,
the optimised architecture can be adapted to different problems by adjusting the value of N.
Liu et al. [149] propose Progressive Neural Architecture Search (PNAS), which has as main
objective to speed up the search conducted by Zoph et al. over the NASNet domain. For the
same setup, PNAS requires 5 times fewer evaluations than the standard implementation [280]
to obtain results with similar performance. To speed up evolution Liu et al. initialise the search
from minimal cells that complexify as search proceeds (similar to NEAT). Additionally, they use
a surrogate model (in particular, a LSTM) to estimate the performance of the cells without the
need for training the models; only the top surrogate choices are trained. Similarly to the work of
Zoph et al., the generated cells are successfully ported to more complex network structures. The
same methodology can be taken by previously discussed large-scale NE approaches, e.g., Real
et al. [202] also optimise DANNs in the NASNet search space, and Liu et al. [150] optimise a cell
that is placed in different base models (with a fixed architecture) depending on the problem.

In what regards NE, the most straightforward approach to transfer learning is to resume the
optimisation and extend the models to the target task based on the last population (or single
best individual) of the source task. This is the methodology followed by Cardamone, Loiacono,
and Lanzi [39], who investigate the performance of online NEAT applied to transfer learning
between tracks of a car racing simulator, i.e., transfer learning in tasks where the domain is kept,
and thus, the input of the network has the same shape for the different tasks. The proposed
approach uses the best solution found for a previous track to warm-start evolution. The results
make it evident that this transfer learning strategy speeds up evolution (the initial performance
on the secondary tasks is much higher when transfer learning is used), and that, by the end of
evolution, the performance is at least as good as without transfer learning. Furthermore, the
best results are obtained when passing from a more complex track to an easier one. The same
rationale is followed by Wong et al. [266].

The previous methodology works smoothly because it is applied to transfer learning between
tasks where the domain representation is the same. In what regards works that deal with the rep-
resentation for transfer learning, Verbancsics and Stanley [257] investigate a static representation
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scheme that can, without any modification, be applied to different tasks. Hence, the transfer
from one task to the next is transparent and requires no changes to the representation. The
authors propose an indirect encoding method, called Bird’s Eye View (BEV), which is based on
the HyperNEAT approach. The BEV represents the state of the problem in a geometric space,
and thus it is natural that it is mapped into a 2-dimensional substrate, where CPPNs can be
used to compute the connectivity, and therefore explore the spatial relationship of the data. The
work of Verbancsics and Stanley contrasts with the work of Taylor, Whiteson, and Stone [243],
who present an approach where transfer learning can be applied to incompatible source and
target tasks. To this end, they propose inter-task mappings, which translate the last population
of a source task (evolved using NEAT) into the initial population of a target task (that is also
optimised using NEAT). The inter-task mappings can be fully or partially defined by the user
or automatically learned. Similarly, Elsaid et al. [61] extend Evolutionary eXploration of Aug-
menting Memory Models (EXAMM) [188] to transfer learning. The method performs transfer
learning from source to target tasks that may have different input and/or output shapes. Iden-
tically to other approaches, the optimisation for the target task is resumed from the source task.
However, a series of mutation operations that add/remove inputs or outputs (and connections)
is conducted from the source to the target task.

2.5.2 Multi-Task Learning
The main objective of multi-task learning is different than the one of transfer learning. Whereas,
in transfer learning, the ultimate goal is to speed up evolution, reducing the time that is required
to solve the target task, in multi-task learning, the goal is to leverage multiple tasks. Multi-task
learning approaches are normally grouped according to two different objectives: (i) simultane-
ously train and learn to predict different tasks; or (ii) simultaneously train on a primary task and
on one or more secondary tasks, to enhance the performance on the primary task. In the second
scenario, the secondary tasks are only used to increase the generalisation ability of the primary
task, and therefore the performance on the secondary tasks is not considered. Nonetheless, in
the two scenarios, the objective is to learn a representation that is shared among tasks. As an
example, Collobert and Weston [47] describe a multi-task CNN that is simultaneously trained
to address 6 NLP tasks, and Zhang et al. [279] address the problem of facial landmark detection
using multi-task learning; the authors propose a Tasks-Constrained Deep Convolutional Network
(TCDCN) which, instead of maximising the performance of all tasks, focuses only on the main
task, assisted by the auxiliary tasks. TCDCNs can use different loss functions for each of the
tasks and, therefore, it is straightforward to combine regression and classification tasks. Because
the different tasks are unlikely to converge at the same time, a task-specific early stop method
is introduced, i.e., the contribution of each task to the loss function halts at different training
phases. The results show that TCDCN layers capture a shared representation of the main task,
and that task-specific early stopping increases the training performance.

There are examples of hand-designed multi-task learning models in a wide range of domains:
from NLP [47, 227, 269] to computer vision [152, 118, 176], and speech processing [124, 218, 267].
The above-enumerated approaches develop architectures and training methodologies to tackle
problems from the same domain. Contrarily, Kaiser et al. [116] propose a multi-task model that
can simultaneously learn tasks of different domains, e.g., image classification, image captioning,
text translation, and speech recognition. To deal with the different domains and, consequently,
different types of inputs, the authors propose modality networks for text, image, audio, and
categorical data. The data is processed using different blocks. In particular, the authors introduce
the use of convolution, attention, and mixture of expert blocks. The architecture of the multi-
task network is composed of an encoder, a mixer, and a decoder, that are formed using the blocks.
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The proposed architecture shows that it is possible to simultaneously solve multiple problems of
different domains with performances that are competitive with the state of the art, and, under
some circumstances, training with multiple problems even reports results that are superior to
single-task learning.

Meyerson and Miikkulainen [170] propose an automatic deep multi-task learning method
based on soft layer ordering, which contrasts with parallel ordering methods. Whereas, in parallel
ordering, the structure of the networks is assembled in a way that aligns feature extractors across
tasks, in soft ordering methods, the features can be used more flexibly at different depths. One of
the main limitations of this multi-tasking structure is that the layers are set in a fixed-topology.
To expand the acquisition of sharing relationships Liang, Meyerson, and Miikkulainen [146]
extend CoDeepNEAT to automatically optimise the type of multi-task networks introduced by
Meyerson and Miikkulainen [170]. The layers in soft ordering are mapped to CoDeepNEAT
modules, which are evolved and combined to form adequate topologies. Different CoDeepNEAT-
based methods are proposed and show that the best results are obtained by co-evolving the
modules and task-specific routings, i.e., specific topologies are evolved for each task, and modules
and components shared between them. The results of the CoDeepNEAT-based method surpass
the performance of the standard soft ordering implementation.

2.5.3 Incremental Learning
The main difference between transfer and multi-task learning lies in how the multiple tasks are
acquired. In multi-task learning, there is only one training stage, i.e., all the tasks are learned
simultaneously, and after training, the model can address the multiple tasks. On the other hand,
transfer learning enables the sequential learning of multiple tasks, in multiple stages (one stage
per task) but, the model, at each stage, only recalls the target task where it was last trained
on [73]. The purpose of incremental learning [190] (also known as cumulative or lifelong learning)
is to learn continuously, without forgetting the source tasks. Consequently, incremental learning
may benefit from combining the advantages of the transfer and multi-task learning paradigms.
The different tasks should be learned sequentially and using the knowledge of the source tasks
(when related). In any stage, the model should be able to solve all the tasks it was trained on.
A comparison study of different incremental learning methods is found in [119].

A key-question to incremental learning is the balance between the previously learned and
the new to be solved tasks – known as the stability-plasticity dilemma [169]. On the one hand,
the networks must be plastic so that the new knowledge can be integrated. On the other hand,
they have to be stable to avoid forgetting the previously acquired knowledge. One of the most
common approaches to cumulative learning is to always train the network considering all the data
from the previous and new tasks. However, the amount of memory required to train the network
largely increases with the number of addressed tasks. Elastic Weight Consolidation (EWC) is a
regularisation method that balances stability and plasticity by updating the weights at different
speeds, i.e., EWC first identifies the parameters that are most important to previous tasks, and
then reduces its plasticity, so that previously acquired knowledge is not disrupted. CopyWeights
with Re-init (CWR) [151] keeps two sets of weights for the output classification layer: (i) a set of
consolidated weights (cw) that are used for prediction; and (ii) a set of temporary weights (tw)
that are randomly re-initialised in each training session. By the end of each training session, the
weights in tw are used to update cw. In CWR the layers of the intermediate layers are frozen
after the first learning session. AR1 [161] extends CWR to enable the adaptation of the weights
of the intermediate layers.

An alternative to regularisation methods are ensembles formed by incrementally generated
classifiers, where each classifier solves a task. Again, this type of approach does not scale well
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because an additional classifier is needed for each task. An alternative is to limit the maximum
size of the model. For example, PathNet [64] optimises pathways in a large fixed-structure DANN
that consists of a pre-defined set of layers, each with a given number of modules. In each layer,
a maximum number of modules can be used, and the outputs of the modules are merged (in this
case summed), before passing to the next layer. The best pathway for each dataset is frozen, and
therefore, when solving new tasks, the modules can be re-used, but its parameters (including
weights) cannot be altered. The results demonstrate that PathNet is able to cumulatively solve
tasks, and speeds up the emergence of effective DANNs when prior-tasks have been solved.

On the one hand, the definition of the network grid provides PathNet with a way to deal
with memory limitations. On the other hand, as more problems are solved, there is the risk
of exhausting the network and freezing all available pathways. With this rationale, Progressive
Neural Networks (PNNs) [210] introduce a dynamic architecture. PNNs are defined by a multi-
column architecture where each column is a network for solving a specific task. The model starts
with a single column, and to address a secondary task the parameters of the first column are
frozen, and a new column with random parameters is added to the model. The new column can
establish connections to previous columns, this way enabling transfer and continuous learning,
and avoiding catastrophic forgetting. Therefore, the model is always able to solve previous
tasks, but it is the user’s responsibility to know which output layer (i.e., column) should be
considered. Gideon et al. [79] compare PNNs to the standard pre-training and fine-tuning transfer
learning strategy, and conclude that, in emotion recognition, the transfer of learning based
on PNNs consistently obtains results that are statistically superior to the standard strategy.
As aforementioned, this is a computationally expensive method, and similarly to the ensemble
approaches, it scales poorly. Dynamically Expandable Network (DEN) [275] addresses lifelong
learning by sharing the architecture of the networks across multiple tasks and expanding the
architectures when there is the need to learn new problem features. To address a secondary task,
DEN selectively re-trains important parts of the network. However, when this is not sufficient,
the network is expanded by adding new nodes. When a semantic drift threshold is surpassed,
the nodes are duplicated, to prevent the loss of features.

Another dual-memory system is proposed by Soltoggio [229]. The authors propose a novel
plasticity rule referred to as Hypothesis Testing Plasticity (HTC). The learning is separated
into short-term and long-term memories, and according to the HTC, the consolidation of new
knowledge is not based on time, but rather on the degree of certainty of the stimulus-action pair.
Further examples of methods that apply memory systems to address lifelong learning exist. For
example, Neural Turing Machines (NTMs) augment the networks with an external read/write
memory, which can be trained using NE [88]. Parisi et al. [191] propose a dual-memory system,
based on two RNNs: one is responsible for the episodic memory (representation learning), and
the other for semantic memory (structural plasticity modulation).

Inspired by the configuration of the human brain, some authors advocate that the road to
incremental learning is through the evolution of modular networks, i.e., networks whose archi-
tecture is formed by tightly coupled clusters of neurons/layers that are sparsely connected. The
rationale is that the clusters are responsible for well-defined tasks (or sub-problems of the main
task), and that knowledge can be shared between the clusters so that learning proceeds hierar-
chically and continuously. Clune, Mouret, and Lipson [46] investigate the impact that evolving
networks based on the maximisation of the performance and minimisation of the computational
cost (i.e., connections) have on the modularity of the generated networks. The results make
it evident that modularity emerges as a byproduct of multiple optimisation objectives; further,
there is a trend for each cluster of nodes to tackle a sub-problem of the main task. The networks
evolved considering the computational cost adapt faster when transferred to another task than
the networks optimised only considering performance, i.e., modularity eases transfer learning.
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Notwithstanding, the continuous expansion of the modular structure is not explored. The work
of Clune et al. was extended by Ellefsen, Mouret, and Clune [60] to understand whether or
not the modular networks mitigate catastrophic forgetting. The goal was to develop topologies
where learning selectively affects only specific clusters of the network. To this end, the networks
were optimised to address, interchangeably, two setups of the same domain; the results show
that considering the performance and connectivity cost not only increases the performance and
modularity of the evolved solutions, but also reduces catastrophic forgetting.

2.6 Summary
ML is a vast field, with numerous approaches, each very specific in its way of application and
parameterisation. This Thesis focuses on ANNs, which have many parameters that require
optimisation: (i) architecture of the network, i.e., the sequence and number of layers, the type and
parameterisation of each layer, and the connectivity between layers; and (ii) the learning strategy,
i.e., which algorithm should be used to tune the connectivity weights, and the parameterisation
of the algorithm.

To facilitate the selection of the most appropriate ML model, AutoML seeks to automate the
cyclic process of having to pre-process/extract features, select the model, and parameterise it.
These decisions are even more challenging considering that they are interdependent, and thus
one affects the others. In particular, we introduce grid, and random-search methods, Bayesian
optimisation, and EC. Particular focus is given to methods that optimise pipelines, i.e., sequences
of ML methods (from the pre-processing to the model parameterisation) that are applied to the
raw data. We highlight Auto-WEKA, TPOT, Hyperopt-Sklearn, Auto-Sklearn, MOSAIC and
RECIPE.

From the above methods, we focus on EC. It is a search method that is highly scalable
and parallelisable. It is a bio-inspired methodology where a population of candidate solutions
is continuously evolved throughout generations, and where, from one generation to the next,
the fittest candidate solutions have a higher chance of reproducing, and thus of passing their
characteristics to the offspring. In particular, we are interested in GGP. The domain is specified
in a human-readable format, and consequently easily understandable and adaptable to search
for solutions for different domains.

We focus on the application of EC to the optimisation of ANNs – a field known as NE. Tra-
ditionally, the bibliography is grouped according to the aspects of the ANNs that are optimised:
(i) topology; (ii) learning; or (iii) topology and learning simultaneously. We follow a different
approach, dividing the literature into NE approaches for shallow and deep architectures. The
main difference between shallow and deep architectures goes beyond the number of hidden-layers,
the key-difference is that DANNs are able to automatically extract features from the raw data.
Notwithstanding, the larger depth of DANNs means that the networks have a higher amount
of parameters, and thus are more challenging to optimise and train. That is the reason why
the majority of the approaches that tackle the evolution of DANNs encode the networks at a
layer-level and do not optimise the weights directly but, at most, focus on the tuning of the
learning algorithm and its parameters.

There are plenty of NE approaches that successfully generate competitive ANNs. The prob-
lem is that these methods are often designed considering the optimisation of a single solution to
a specific task. There is no advantage in solving multiple tasks, as the knowledge that is possibly
acquired when evolving ANNs for source problems is not re-used for new target tasks. That is
why we analyse transfer, multi-task, and incremental learning approaches. The different learning
paradigms differ essentially on the methodology followed to learn multiple tasks. Transfer learn-
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ing identifies and re-uses parts of the source network that may speed up the learning of the target
task but, by the end, the network is only able to address the last task (catastrophic forgetting).
Multi-task learning learns multiple tasks simultaneously, but the learning is not continuous, i.e.,
the network cannot be later expanded to work with another task it was not trained on. Finally,
incremental learning integrates principles from transfer and multi-task learning, so that a system
that is initially trained on a single (or set of) task(s) can learn to address new tasks, without
forgetting the old ones.
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Chapter 3

Small-Scale NeuroEvolution

This Chapter introduces exploratory work based on the ideas discussed in the related work
(Chapter 2). In particular, we investigate the application of grammar-based approaches to the
automatic optimisation of ANNs. Section 3.1 applies SGE to optimise single hidden-layered
networks. Section 3.2 introduces DSGE as a means to promote the evolution of multi-layered
networks. These first two works focus on the optimisation of the topology and weights of ANNs.
The training of the networks is only possible because they tend to be small, and consequently
have few connections to be optimised. In a different research direction, in Section 3.3, we set
to scale the evolution of (potentially) deep AEs to generate compressed representations; the
networks are trained using the Adam optimiser. Contrarily, in Section 3.4, we fix the topology
and compare different approaches to optimise the learning policy. The results of these initial
experiments pave the way to the development of a grammar-based NE approach able to optimise
DANNs. The results and next steps are summarised in Section 3.5

3.1 Neural Networks Structured Grammatical Evolution
Our first proposal to the automatic optimisation of ANNs is based on SGE. It is a first step
towards the exploration of the potential of grammar-based approaches applied to NE. In partic-
ular, we focus on the use of the recently proposed SGE to the evolution of one-hidden-layered
ANNs. We hypothesise that, due to the higher locality and lower redundancy, SGE will be more
efficient than GE on the exploration of the search space of the ANNs.

The results show that for the considered benchmarks, SGE consistently reports performances
that are statistically superior to those obtained by GE. The main limitation of GE and SGE-based
approaches is that they are limited to optimising one-hidden-layered networks. This happens
because of the inability of the evolutionary engines to deal with expandable production rules,
and thus it is not possible to store the placement of the neurons in different layers.

The remainder of the current section is organised as follows. Section 3.1.1 details the compo-
nents of the evolutionary engine that differ from the standard SGE implementation (previously
described in Section 2.3.3). Section 3.1.2 reports the experimental setup and results. Section 3.1.3
summarises the framework conclusions and next steps.

3.1.1 Evolutionary Engine
The core evolutionary engine of the proposed methodology is the same as in canonical SGE. We
adapt the mutation and crossover genetic operators. In addition, we define a fitness function for

39
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the evaluation of ANNs.

3.1.1.1 Mutation

In SGE (Section 2.3.3) the probability of mutating each gene, i.e., changing one of the integers
from the list of integers associated with a non-terminal symbol is the same, and equal to 1⁄n,
where n is the number of genes (which equals the number of non-terminal symbols). However,
the number of integers in each gene is not the same. To overcome this drawback, we propose
a roulette-like approach for selecting the gene to be mutated, with the probability of choosing
each gene equal to:

pi =
len(genei)∑n
j=1 len(genej)

,

where genei is the i-th gene, n is the total number of genes, and len(gene) is the number
of integers of the gene that are being used to map the individual from the genotype to the
phenotype. Next, we randomly select one of the integers from the chosen gene and change its
value to a new valid possibility. Mutations are not applied to non-expressed integers, i.e., those
that are not used in the genotype to phenotype mapping procedure.

3.1.1.2 Crossover

We rely on a one-point crossover to combine two parents. We start by choosing a random
cutting point in the genotype, and then we swap the genetic material between the two parents.
In SGE the genetic material that is swapped corresponds to genes and as such not directly to
the integers, i.e., the genetic information that is swapped consists of lists of integers that encode
the expansions of the non-terminal symbols.

3.1.1.3 Fitness Evaluation

The performance of each ANN is measured by the Root Mean Squared Error (RMSE), obtained
while solving a classification task. To avoid overfitting and to tackle unbalanced datasets, we
consider the RMSE per class, and the fitness function is the minimisation of the multiplication
of the exponential values of the multiple RMSEs per class, as follows:

fit =
m∏
c=1

exp

(√∑nc

i=1(oi − ti)2

nc

)
,

where m is the number of classes of the problem, nc is the number of instances of the problem
that belong to class c, oi is the confidence value predicted by the evolved network, and ti is
the target value. To ensure that higher errors are more penalised than lower ones, we use the
exponential function. This also avoids the classification function from being too constrained to
the error in one of the classes, failing to learn the overall problem.

3.1.2 Experimentation
The proposed methodology is used to evolve the topology and hyper-parameters of ANNs for
4 different binary classification problems from the UCI ML Repository [55]. The results are
analysed and compared with others obtained using standard GE, and GE-based NE approaches.
More precisely, we compare to NNC [251], GE-BP [228], and GEGA [4].
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<sigexpr> ::=<node> (1)
|<node>+<sigexpr> (2)

<node> ::=<weight> * sig(<sum>+<bias>) (3)
<sum> ::=<weight> *<features> (4)

|<sum>+<sum> (5)
<features> ::=x1 (6)

| ... (7)
|xn (8)

<weight> ::=<number> (9)
<number> ::=<digit>.<digit><digit> (10)

| -<digit>.<digit><digit> (11)
<digit> ::= 0 | 1 | 2 | 3 | 4 (12)

| 5 | 6 | 7 | 8 | 9 (13)

Grammar 3.1: Grammar used by SGE to search for ANNs for the Flame, Wisconsin Breast
Cancer Detection, Ionosphere, and Sonar datasets.

3.1.2.1 Datasets

We select 4 binary classification problems from the UCI Machine Learning repository [55]. The
problems have an increasing number of features. In the next paragraphs we present a brief
description of each of the benchmarks.

Flame [75] – This dataset contains artificially generated data for clustering purposes. It has
240 instances with two attributes each that are to be separated into two different classes,
the first one containing 87 instances and the second one with 153 instances.

Wisconsin Breast Cancer Detection (WDBC) [234] – TheWDBC is comprised of 30 fea-
tures extracted from digitalised images of breast masses. The dataset has 569 instances,
where 212 are malign and 357 are benign.

Ionosphere [221] – This benchmark is used for the classification of ionosphere radar returns,
where the returns are classified into two different classes: good (225 instances) if it returns
evidence of structure, and bad (126 instances) otherwise. 34 features are provided.

Sonar [86] – The sonar dataset contains 60 properties of sonar signals that allow a classification
model to separate between signals that are bounced off a metal cylinder (111 instances),
or off a rock cylinder (97 instances).

3.1.2.2 Grammar

The grammar used to evolve ANNs is depicted in Grammar 3.1 and is based on the ones used in
the works we later compare the results of SGE to [4, 228, 251]. The grammar allows the evolution
of both the topology and hyper-parameters (including connection weights) of one-hidden-layered
ANNs. In brief words, it is capable of representing a series of neurons (<sigexpr>) as well as
their connections to the previous layer. Each neuron is represented by <node> and is no more
than a weight multiplied by the result of the activation function, which takes as input a weighted



42 CHAPTER 3. SMALL-SCALE NEUROEVOLUTION

x47x16x32x20x12x10x1x8

h3h2h1

o1

Figure 3.1: Example of the topology of an ANN that SGE can generate. The values of the
weights and bias are omitted for simplicity. x, h and o represent the input, hidden and output
neurons, respectively.

sum of the multiple input nodes: <features>, where n denotes the number of attributes of the
problem. All neurons use the sigmoid (sig) activation function, and therefore the output of the
ANNs is sig(<sigexpr>). By encoding connections, the evolved networks are not fully connected
and feature selection is performed. An example of an ANN that can be formed by using the
detailed grammar is: −9.99∗sig(−6.93∗x8+9.93∗x1+9.40∗x10+6.56∗x12+−1.99)+−6.98∗
sig(8.99∗x20+−4.69∗x32+−4.68)+9.99∗ sig(1.84∗x16+−7.60∗x47+0.99) (see Figure 3.1).
The network is composed by three hidden-neurons, where each neuron is connected to 4, 2, and
2 features, respectively.

3.1.2.3 Experimental Setup

The experimental parameters used for conducting the search for ANNs with SGE and GE are
detailed in Table 3.1. To make the comparison as fair as possible, we apply just one mutation
to 95% of the population individuals, instead of defining a per-gene mutation probability. By
doing this we ensure that only one change occurs in each individual, making the two method-
ologies similar in terms of the way they explore the search space. Additionally, in both engines,
the mutation operator is only allowed to change the integers that are used in the genotype to
phenotype mapping and populations are initialised at random.

All datasets are partitioned the same way: 70% of each class instances are used for training,
and the remaining 30% for testing. Only the training data is used to assess the fitness of the
individuals. The test data is kept aside from the evolutionary process and is used exclusively
for validation purposes, i.e., to evaluate the networks in the classification of unseen instances.
No pre-processing or data augmentation methodologies are applied to the datasets, and thus the
datasets are used as they were obtained.

3.1.2.4 Experimental Results

To evaluate the ability of SGE to evolve models adequate for the classification of the chosen
datasets, we focus our attention on the analysis of several network properties, namely: (i) fit-
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Table 3.1: SGE experimental parameters.

Parameter Value
Number of runs 30
Population size 100

Number of generations 500
Total number of evaluations 50000

Crossover rate 95%
Mutation rate 1 mutation in 95% of the individuals

Tournament size 3
Elite size 1%

SGE Parameter Value
Recursion level 6

GE Parameter Value
Individual size 200

Wrapping 0

Dataset Parameter Value
Training percentage 70%
Testing percentage 30%

ness; (ii) RMSE; (iii) Accuracy; (iv) Area Under the Receiver Operating Characteristic Curve
(AUCROC); (v) F-measure; (vi) number of neurons; and (vii) number of used features. All
properties, except for the fitness, are analysed in the training and test sets.

3.1.2.5 Evolutionary Results

The evolution of the fitness of the best individuals across 50000 evaluations (100 individuals
during 500 generations) is depicted in Figure 3.2. Each plot compares the evolution of the fitness
of SGE to GE. The results are averages of 30 independent runs. SGE consistently presents mean
fitness values inferior to those reported by GE. The goal of evolution is to minimise the per class
exponential RMSE, and consequently, lower values stand for better performances.

A one-by-one analysis of the plots shows that the differences between SGE and GE are greater
in the flame and ionosphere datasets than in the WDBC and sonar. Nonetheless, the general
trend is that SGE and GE do not converge to the same results, and GE becomes stuck earlier
than SGE. This is explained by the fact that SGE is able to explore the search space more
efficiently (high locality and low redundancy), and thus takes longer to converge due to the
number of feasible solutions it encounters.

In all datasets except for the WDBC the differences between SGE and GE are statistically
significant (see Section 3.1.2.6). In WDBC the SGE approach is able to obtain better results in
terms of means, but the differences are not statistically significant. In the initial population, the
average quality of the best individuals is close to 2.2; in the remaining problems, it is around
2.5. As such, the degree for improvement is smaller, and with the given number of evaluations
SGE and GE end having similar results. In the sonar results, we have the opposite, the problem
is more difficult because of the higher number of attributes (60), which leads to a larger search
space. For that reason, we performed this experiment again, with a larger number of evaluations.
In concrete, we multiply the maximum number of evaluations by 5, i.e., 250000 evaluations (500
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Figure 3.2: Evolution of the fitness of the best individuals on the training set across 50000
evaluations for the flame, WDBC, ionosphere and sonar datasets. The results are averages of 30
independent runs, and compare SGE to GE.
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Figure 3.3: Evolution of the fitness of the best individuals on the training set across 250000
evaluations for the sonar dataset. Results are averages of 30 independent runs, and compare
SGE to GE.

individuals over 500 generations). The results with the larger number of evaluations are depicted
in Figure 3.3. The difference becomes larger and statistically significant.

So far, the results presented focus only on the analysis of the fitness over the training set,
and therefore we have not yet analysed the generalisation ability of networks found by SGE,
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Table 3.2: SGE experimental results: fitness, RMSE, accuracy, AUCROC, f-measure, number of
neurons and number of used features. Results are based on the 30 best networks in terms of the
fitness on the training set, one from each independent run.

Flame WDBC Ionosphere Sonar 50k Sonar 250k

Fitness SGE 1.32 ± 0.25 1.46 ± 0.08 1.48 ± 0.18 1.85 ± 0.18 1.62 ± 0.16
GE 1.58 ± 0.36 1.55 ± 0.18 1.82 ± 0.28 2.01 ± 0.23 1.82 ± 0.16

Train

RMSE SGE 0.16 ± 0.13 0.19 ± 0.03 0.21 ± 0.07 0.34 ± 0.06 0.27 ± 0.04
GE 0.28 ± 0.15 0.24 ± 0.09 0.33 ± 0.10 0.38 ± 0.08 0.33 ± 0.06

Accuracy SGE 0.96 ± 0.08 0.95 ± 0.02 0.93 ± 0.11 0.84 ± 0.12 0.92 ± 0.04
GE 0.90 ± 0.10 0.92 ± 0.12 0.79 ± 0.20 0.76 ± 0.16 0.86 ± 0.08

AUCROC SGE 0.98 ± 0.04 0.99 ± 0.01 0.94 ± 0.04 0.91 ± 0.04 0.93 ± 0.04
GE 0.96 ± 0.05 0.98 ± 0.02 0.86 ± 0.18 0.88 ± 0.06 0.91 ± 0.04

F-measure SGE 0.96 ± 0.08 0.93 ± 0.03 0.93 ± 0.18 0.78 ± 0.23 0.90 ± 0.05
GE 0.91 ± 0.09 0.88 ± 0.18 0.78 ± 0.32 0.70 ± 0.29 0.82 ± 0.16

Test

RMSE SGE 0.22 ± 0.13 0.23 ± 0.04 0.32 ± 0.05 0.44 ± 0.04 0.42 ± 0.05
GE 0.31 ± 0.15 0.27 ± 0.09 0.38 ± 0.07 0.45 ± 0.06 0.45 ± 0.04

Accuracy SGE 0.93 ± 0.09 0.93 ± 0.02 0.87 ± 0.10 0.73 ± 0.09 0.78 ± 0.05
GE 0.88 ± 0.11 0.90 ± 0.12 0.76 ± 0.18 0.68 ± 0.12 0.73 ± 0.06

AUCROC SGE 0.96 ± 0.08 0.98 ± 0.02 0.90 ± 0.05 0.82 ± 0.05 0.84 ± 0.05
GE 0.93 ± 0.08 0.97 ± 0.03 0.83 ± 0.09 0.81 ± 0.05 0.81 ± 0.05

F-measure SGE 0.94 ± 0.09 0.91 ± 0.03 0.89 ± 0.17 0.64 ± 0.20 0.74 ± 0.07
GE 0.89 ± 0.09 0.86 ± 0.18 0.76 ± 0.31 0.61 ± 0.25 0.68 ± 0.14

Num. Neurons SGE 4.87 ± 1.83 3.73 ± 1.53 3.53 ± 1.36 3.07 ± 1.39 4.23 ± 1.33
GE 3.33 ± 1.40 3.13 ± 1.53 2.50 ± 1.41 2.53 ± 1.20 3.93 ± 1.78

Num. Features SGE 2.00 ± 0.00 12.0 ± 6.51 12.1 ± 5.79 13.3 ± 6.42 21.93 ± 0.53
GE 1.97 ± 0.18 8.40 ± 3.81 7.33 ± 5.33 9.40 ± 5.73 11.37 ± 4.45

i.e., the ability to evolve models that also perform well on the test data. Table 3.2 reports the
RMSE, accuracy, AUCROC, and f-measure of the best networks for the training and test sets.
We complement this information with the fitness of the best individuals (only measured in the
training set), the number of neurons, and the number of used features. Each cell of the table
is formatted as follows: mean ± standard deviation; bold values indicate the methodology that
reports the best results for that dataset. Looking at the results summarised in the table, it is
possible to acknowledge that SGE is consistently superior to GE. The fitness and RMSE values
in SGE are lower than the ones attained by GE, and the accuracy, AUCROC, and f-measure
values are higher in the experiments performed with SGE. This behaviour is consistent in the
training and test sets. Moreover, standard deviation values are lower in SGE, which indicates
that it consistently finds good results.

The difference between the training and test results in GE are, on average, 0.06, 0.05, 0.05 and
0.05 for the RMSE, accuracy, AUCROC, and f-measure, respectively. For SGE the differences are,
on average, 0.08, 0.06, 0.05, 0.06 for the RMSE, accuracy, AUCROC, and f-measure, respectively.
Even though the differences in SGE are slightly superior to the ones found in GE, it is our
perception that this is not an indicator of overfitting, but rather a result of the SGE superior
results. This is also supported by the complexity of the networks. SGE is capable of finding
and optimising the weights and bias of topologies with a higher number of neurons and that
use a larger number of problem features, proving that SGE performs a better exploration of the
problems domain reaching solutions that perform better.
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Table 3.3: Graphical overview of the statistical results of the comparison between SGE and
GE. +, ++, and + + + correspond to statistically significant differences respectively with low,
medium, and large effect sizes; ∼ stands for no statistical difference.

Flame WDBC Ionosphere Sonar 50k Sonar 250k
Fitness +++ ∼ +++ ++ +++

Train

RMSE ++ ∼ +++ ++ +++
Accuracy ++ ∼ +++ ++ +++
AUCROC ++ ∼ +++ ++ ++
F-measure +++ ∼ +++ ∼ +++

Test

RMSE ∼ ∼ +++ ∼ ++
Accuracy ++ ∼ ++ ∼ ++
AUCROC ++ ∼ +++ ∼ ++
F-measure ++ ∼ +++ ∼ ++

SGE surpasses the results achieved by previous GE-based approaches that optimise ANNs
to the same datasets. NNC [251] reports an accuracy of 0.9544 in the WDBC dataset and of
0.9034 in the ionosphere. The results are incomplete since they only show the results attained
by the best networks. SGE mean accuracy values for WDBC and ionosphere are 0.93 and 0.87,
respectively. However, the best-found networks have test accuracies up to 0.97 and 0.96 for the
WDBC and ionosphere, respectively. GE-BP [228] reports an average test accuracy of 0.899 in
the ionosphere benchmark. Despite lower than SGE, the authors use backpropagation to fine-
tune the weights of the evolved networks and longer experiments (in terms of the number of
performed evaluations). Later, in Section 3.1.2.7, we show that by fine-tuning the best evolved
networks SGE reports an average test accuracy of 0.89±0.03. More recently, GEGA [4] combines
a GA with GE, obtaining a RMSE of 0.4398 and an accuracy of 0.7201 in the sonar benchmark,
and 0.8694 in the ionosphere dataset. The proposed evolutionary approach takes into account the
generalisation ability of the evolved networks, by measuring the classification accuracy on the test
set, which is considered in the fitness function. By doing so, the evolutionary engine is provided
with all the dataset instances, and no data is kept aside from the evolutionary process1. Thus,
the results should be compared with our training ones, which are superior; even if compared to
the test results, our approach is superior. Additionally, we also use less computational resources
than previous approaches to train the networks, since we perform less evaluations. NNC report
having used 1 million evaluations (500 individuals, 2000 generations), GE-BP used from 92000
to 250000 evaluations, and GEGA used 250000 evaluations (500 individuals, 500 generations).

3.1.2.6 Statistical Analysis

To verify if the differences between the approaches are meaningful, we perform statistical analysis.
We start by checking whether the samples follow a Normal Distribution using the Kolmogorov-
Smirnov and Shapiro-Wilk tests, with a significance level α = 0.05. The tests reveal that we
cannot say that SGE does not follow a Normal Distribution. However, for GE, the test revealed
that it does not follow a Normal Distribution. Based on the results of these tests, we assume that
our data does not follow a Normal Distribution, and will use non-parametric tests to perform
the pairwise comparison for each of the recorded metrics. We used the Mann–Whitney U test
with the same level of significance, α = 0.05.

1By considering both the training and test sets to compute the fitness, there is no notion of a “true” test set,
i.e., there is no partition of the dataset that can be used to measure generalisation by the end of evolution.
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Table 3.3 presents a graphical overview of the statistical results: ∼ indicates no statistical
difference between SGE and GE, and + indicates that SGE is statistically superior to GE. The
effect size [66] is denoted by the number of + signs, where +, ++, and + + + correspond
respectively to low (0.1 ≤ r < 0.3), medium (0.3 ≤ r < 0.5), and large (r ≥ 0.5) effect sizes.

The results show that GE is never is never statistically superior to SGE. Moreover, the
approaches are statistically equivalent in 15 occasions: on the test RMSE of the flame dataset,
for all comparisons on the WDBC, and on the test and f-measure results of the sonar 50k dataset.
For all the other comparisons SGE outperforms GE, and the effect size is medium in 16 occasions,
and large in 14 occasions. These results confirm the viability of the proposed approach.

3.1.2.7 Analysis of the Evolved Networks

To better understand the impact of evolving the weights and topology of an ANN we fine-tune
the networks built by SGE using BP in two different scenarios: (i) considering the evolved topol-
ogy (T) and using the evolved weights (W) to seed the training (BP T+W); and (ii) considering
the topology but not the evolved weights (BP T). In addition, we also compare the evolved
networks with the results obtained by training one-hidden-layered Fully-Connected Neural Net-
works (FCNNs), with the hidden-layer having the number of nodes equal to the ones used by
the best networks evolved using SGE. The results are depicted in Table 3.4 and are averages
of 30 networks, one for each evolutionary run. For convenience, the first row (SGE) shows the
results prior to the application of the BP algorithm (copied from Table 3.2). The BP algorithm
is applied until convergence, up to a maximum of 1000 epochs, with the default parameters of
pybrain [250]: a learning rate of 0.01, a learning rate decay of 1, and no momentum.

Focusing on the results obtained by applying BP to the evolved networks (BP T+W and BP
T), it is clear that the evolution of both the topology and weights is important for achieving
better results. When we do not consider the weights, the performance of the networks is inferior
to when the evolved weights are considered. This difference is confirmed by the statistical
analysis, which shows that the BP T+W setup is always statistically superior to the BP T setup
(α = 0.05). Moreover, the advantage of evolving the weights is also noticeable in the number of
training epochs: when the evolved weights are used, the number of epochs that are required for
the learning algorithm to converge is lower than when weights are initialised at random. This
behaviour is observable in all the conducted experiments.

The results obtained by the handcrafted FCNNs are consistently worse than those obtained
by BP T+W. In fact, BP T+W is statistically superior to the handcrafted 30 times (marked
with two asterisks), and there is no statistical difference in the remaining cases. These results
show that evolution is helpful and eases the process of finding effective networks to solve the
considered problems. The comparison of the BP T+W setup with the baseline shows that, in
the flame and WDBC datasets, the results achieved without fine-tuning are slightly superior to
those resulting from further training using BP. After a careful examination, we conclude that
this is a result of the implementation of the BP algorithm that splits the training data into
two disjoint sets. Therefore it is not guided taking into account all data instances, and since
the flame and WDBC problems have lower complexity by comparison with the ionosphere and
sonar, evolution is able to attain a near-perfect tuning of the weights.

3.1.3 Overview
In this section, we have adapted SGE to the automatic search of the topology, and weights of one-
hidden-layered ANNs. In particular, we introduce the following changes to the SGE evolutionary
engine: (i) the mutation probabilities of each gene are different, and proportional to the number
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Table 3.4: Comparison between the evolutionary results of SGE, the evolutionary results trained
for longer by Back-Propagation considering the weights (BP T+W), and not considering the
weights (BP T), and Fully Connected Neural Networks (FCNNs). ∗ means that BP T+W is
statistically superior to BP T and ∗∗ that it is statistically superior to BP T and FCNN.

Flame WDBC Ionosphere Sonar 50k Sonar 250k

Tr
ai
n

RMSE

SGE 0.16 ± 0.13 0.19 ± 0.03 0.21 ± 0.07 0.34 ± 0.06 0.27 ± 0.04
BP T+W 0.19 ± 0.14∗∗ 0.26 ± 0.07∗∗ 0.20 ± 0.05∗∗ 0.33 ± 0.06∗∗ 0.26 ± 0.06∗∗

BP T 0.43 ± 0.08 0.36 ± 0.09 0.31 ± 0.06 0.48 ± 0.04 0.45 ± 0.05
FCNN 0.40 ± 0.08 0.46 ± 0.06 0.23 ± 0.03 0.39 ± 0.06 0.40 ± 0.07

Accuracy

SGE 0.96 ± 0.08 0.95 ± 0.02 0.93 ± 0.11 0.84 ± 0.12 0.92 ± 0.04
BP T+W 0.93 ± 0.13∗∗ 0.90 ± 0.08∗∗ 0.95 ± 0.03∗∗ 0.84 ± 0.12∗∗ 0.92 ± 0.04∗∗

BP T 0.70 ± 0.11 0.79 ± 0.12 0.88 ± 0.08 0.61 ± 0.11 0.66 ± 0.14
FCNN 0.74 ± 0.11 0.66 ± 0.09 0.94 ± 0.02 0.77 ± 0.12 0.74 ± 0.16

AUCROC

SGE 0.98 ± 0.04 0.99 ± 0.01 0.94 ± 0.04 0.91 ± 0.04 0.93 ± 0.04
BP T+W 0.94 ± 0.13∗∗ 0.95 ± 0.09∗∗ 0.94 ± 0.04∗ 0.91 ± 0.05∗∗ 0.93 ± 0.03∗∗

BP T 0.63 ± 0.27 0.85 ± 0.19 0.87 ± 0.14 0.67 ± 0.15 0.70 ± 0.20
FCNN 0.68 ± 0.30 0.56 ± 0.14 0.96 ± 0.02 0.84 ± 0.13 0.79 ± 0.18

F-measure

SGE 0.96 ± 0.08 0.93 ± 0.03 0.93 ± 0.18 0.78 ± 0.23 0.90 ± 0.05
BP T+W 0.94 ± 0.10∗∗ 0.82 ± 0.22∗∗ 0.97 ± 0.02∗∗ 0.79 ± 0.23∗∗ 0.91 ± 0.04∗∗

BP T 0.81 ± 0.06 0.55 ± 0.40 0.91 ± 0.05 0.42 ± 0.32 0.50 ± 0.31
FCNN 0.81 ± 0.08 0.11 ± 0.27 0.95 ± 0.01 0.70 ± 0.25 0.72 ± 0.16

Te
st

RMSE

SGE 0.22 ± 0.13 0.23 ± 0.04 0.32 ± 0.05 0.44 ± 0.04 0.42 ± 0.05
BP T+W 0.23 ± 0.14∗∗ 0.28 ± 0.06∗∗ 0.31 ± 0.05 0.43 ± 0.04∗ 0.41 ± 0.05∗

BP T 0.43 ± 0.08 0.36 ± 0.09 0.35 ± 0.06 0.49 ± 0.03 0.47 ± 0.04
FCNN 0.40 ± 0.08 0.46 ± 0.06 0.31 ± 0.04 0.43 ± 0.04 0.44 ± 0.05

Accuracy

SGE 0.93 ± 0.09 0.93 ± 0.02 0.87 ± 0.10 0.73 ± 0.09 0.78 ± 0.05
BP T+W 0.91 ± 0.14∗∗ 0.88 ± 0.08∗∗ 0.89 ± 0.03∗ 0.74 ± 0.09∗ 0.78 ± 0.05∗∗

BP T 0.69 ± 0.11 0.78 ± 0.12 0.83 ± 0.08 0.59 ± 0.10 0.62 ± 0.12
FCNN 0.75 ± 0.11 0.66 ± 0.09 0.88 ± 0.03 0.70 ± 0.11 0.69 ± 0.13

AUCROC

SGE 0.96 ± 0.08 0.98 ± 0.02 0.90 ± 0.05 0.82 ± 0.05 0.84 ± 0.05
BP T+W 0.92 ± 0.16∗∗ 0.94 ± 0.09∗∗ 0.90 ± 0.05∗ 0.82 ± 0.05∗ 0.85 ± 0.05∗∗

BP T 0.62 ± 0.25 0.84 ± 0.19 0.84 ± 0.16 0.63 ± 0.14 0.67 ± 0.18
FCNN 0.71 ± 0.28 0.56 ± 0.14 0.91 ± 0.05 0.78 ± 0.11 0.76 ± 0.16

F-measure

SGE 0.94 ± 0.09 0.91 ± 0.03 0.89 ± 0.17 0.64 ± 0.20 0.74 ± 0.07
BP T+W 0.93 ± 0.13∗∗ 0.80 ± 0.23∗∗ 0.91 ± 0.02∗ 0.67 ± 0.19∗ 0.75 ± 0.07∗∗

BP T 0.80 ± 0.06 0.54 ± 0.39 0.89 ± 0.05 0.40 ± 0.31 0.46 ± 0.28
FCNN 0.81 ± 0.08 0.11 ± 0.27 0.91 ± 0.02 0.63 ± 0.22 0.67 ± 0.11

Epochs

SGE - - - - -
BP T+W 558 ± 482 343 ± 425 259 ± 307 99 ± 160 118 ± 223
BP T 633 ± 438 697 ± 408 863 ± 274 519 ± 477 624 ± 472
FCNN 749 ± 406 657 ± 358 818 ± 233 775 ± 391 654 ± 425

of integers of each gene; and (ii) the mutations are only applied to expressed genes, i.e., those
that are used in the genotype to phenotype mapping. The goal of evolution is to minimise the
error in the classification task. To avoid overfitting, and to deal with unbalanced datasets, we
consider the RMSE per class, which is combined with the exponential function. By doing so,
low errors have less impact than greater ones.

The proposed methodology is tested in four binary classification datasets, with increasing
number of features: flame, WDBC, ionosphere, and sonar. Results show that SGE creates ANNs
that are more effective than those generated by GE. The performance of the evolved ANNs is
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better in terms of fitness, RMSE, accuracy, AUCROC, and f-measure in the training and test
sets, which proves that SGE is capable of evolving consistent ANNs, that perform well beyond
the training data. Notwithstanding, we performed a statistical analysis to assess the significance
of the results. The analysis revealed that SGE is consistently statistically superior to GE. The
results are also superior to those reported by other GE-based NE methods.

As the reader may have noticed, we only tackled binary problems and the optimisation of
the neurons of a single layer. With the current approach, to implement a network that has more
than a single output neuron, the only possibility would be to add a production rule that creates
multiple sigexpr (see Grammar 3.1). For example, for a network with two output neurons, we
would have: <network> ::= <sigexpr> <sigexpr>. The problem is that this would make it
impossible to re-use any of the hidden-layer neurons. This is a limitation of standard grammar-
based approaches: the inability to generate dynamic production rules, i.e., it is impossible to
keep track of how many neurons there are in the network, and where they are located (when we
have multiple layers). Next, we introduce an approach to overcome this issue.

3.2 Evolution of Multi-Layered Artificial Neural Networks
As demonstrated in the previous section, GE and SGE are not adequate for the generation of
multi-layered ANNs. This happens because both approaches are unable to promote the re-use of
the evolutionary units, i.e., if we have multiple hidden-layers, it is impossible to track down how
many neurons there are in each specific layer so that multiple connections can be established to
it. To create the neurons in grammar-based approaches, typically, a recursive production rule is
applied. In the previous example of Grammar 3.1, the sigexpr rule creates an ordered sequence
of neurons (lines 1 and 2). However, this set of neurons encodes a specific hidden-layer and is not
able to encode multiple layers. To overcome the difficulties in optimising multi-layered ANNs,
we need to devise a strategy to adapt the grammar as evolution proceeds, so that we can keep
track of the number of hidden-layers and neurons in each layer.

To adapt the grammar as evolution proceeds, we introduce dynamic production rules – gram-
mar production rules that change according to mutations in the individual’s genotype. However,
as a side-effect, we need an evolutionary engine that can cope with production rules that are
created and/or modified during evolution. To that end, we propose DSGE.

To facilitate the introduction of the above concepts, we start by detailing DSGE (Sec-
tion 3.2.1), and comparing DSGE to GE and SGE on the evolution of one-hidden-layered net-
works (Section 3.2.2). Next, we introduce dynamic production rules (Section 3.2.3), and apply
DSGE together with dynamic production rules to the evolution of multi-layered ANNs (Sec-
tion 3.2.4).

3.2.1 Dynamic Structured Grammatical Evolution
Dynamic Structured Grammatical Evolution (DSGE) is an extension to SGE. SGE, despite able
to overcome the GE low locality and high redundancy issues, still has three main limitations: (i)
to deal with recursion the grammar is pre-processed so that the maximum tree-size of each non-
terminal symbol is determined, and intermediate grammar derivation rules are created to mimic
the recursion process; (ii) the genotype size is a-priori defined, and the individuals initialised
to the maximum size, i.e., the maximum number of required integers for expanding the non-
terminals are generated, and even when they are not used in the grammar expansion (non-coding
genes) they can suffer mutations; and (iii) the evolutionary engine is limited to a fixed grammar
that does not change across generations. The rationale in DSGE is to encode only the integers
that are used in the grammatical expansion, and thus, the genetic operators only act upon
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Genotype

<start> <expr>

[0] [1,0]

<term><op>

[2,0,3] [1,0,0]

Figure 3.4: Example of a DSGE genotype considering Grammar 2.1.

encoding genes. Consequently, when more genes are necessary they are created on the fly in
run-time, which as we will see later, is vital to deal with evolving grammars. On the other hand,
the growth of the genotype enables DSGE to better deal with recursion because the genotype is
expanded when successive recursive production rules are applied.

The code for DSGE is publicly available under the GNU GPL license in the following GitHub
repository: https://github.com/nunolourenco/sge3.

3.2.1.1 Representation

The representation of the individuals is close to the proposed in SGE. Each candidate solution
is represented by a set of ordered derivation steps, where each specific sequence stores the ex-
pansions of the non-terminal symbol it encodes. Unlike SGE, in DSGE the size of the genotype
is variable. The integers encoding the expansions of the non-terminals are generated as they
are required in the genotype to phenotype mapping (discussed in Section 3.2.1.2). To prevent
the genotype from reaching untrackable sizes, we introduce a new variable – tree-depth – that
similarly to standard GP defines the maximum depth of the recursion.

The new representation eases the expansion of recursive rules. While, in SGE, the recur-
sive rules are unfolded into a fixed number of non-recursive rules (that match the maximum
tree-depth), in DSGE this pre-processing step is not needed because the genotype can grow con-
tinuously (but limited by the tree-depth that defines the maximum recursion level). Therefore,
in DSGE, the recursive rules are encoded as any other non-recursive rule.

To create the initial population, each individual is created using Algorithm 1. The procedure
receives as input the grammar (grammar), the maximum tree-depth (max_depth), the current
genotype (genotype), the non-terminal symbol to be expanded (symbol), and the current sub-
tree depth (depth). The genotype variable is initially empty, the non-terminal symbol to be
expanded is set to the grammar axiom, and the current sub-tree depth is set to 0. Then, for
the non-terminal symbol given as input, one of the possible derivation rules is selected (lines
2-11), and the non-terminal symbols of the chosen derivation rule are recursively expanded (lines
12-15). However, when selecting the expansion rule, there is the need to check whether or not
the maximum sub-tree depth has already been reached (lines 3-5). When that happens, only
non-recursive derivation rules can be selected for expanding the non-terminal symbol (lines 6-7).

An example of the genotype of a candidate solution is depicted in Figure 3.4. The example
is based in Grammar 2.1, and thus we need expansion possibilities for the non-terminal symbols
start, expr, op and term. The genotype encodes the phenotype (0.5/x1)+x1*x1. The genotype
to phenotype mapping procedure is described next, in Section 3.2.1.2.

3.2.1.2 Genotype to Phenotype Mapping Function

To map the candidate solutions genotype into the phenotype, we use Algorithm 2. The algo-
rithm is similar to the one used to initialise the genotype but, instead of randomly selecting the
derivation rule to use in the expansion of the non-terminal symbols, we use the choices that are

https://github.com/nunolourenco/sge3
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Algorithm 1 DSGE initialisation procedure.
1: procedure create_individual(grammar, max_depth, genotype, symbol, depth)
2: expansion = randint(0, len(grammar[symbol])-1)
3: if is_recursive(symbol) then
4: if expansion in grammar.recursive(symbol) then
5: if depth ≥ max_depth[symbol] then:
6: non_rec = grammar.non_recursive(symbol)
7: expansion = choice(non_rec)
8: if symbol in genotype then
9: genotype[symbol].append(expansion)

10: else
11: genotype[symbol] = [expansion]
12: expansion_symbols = grammar[symbol][expansion]
13: for sym in expansion_symbols do
14: if not is_terminal(sym) then
15: create_individual(grammar, max_depth, genotype, symbol, depth+1)

Algorithm 2 DSGE genotype to phenotype mapping procedure.
1: procedure mapping(genotype, grammar, max_depth, read_integers, symbol, depth)
2: phenotype = “”
3: if symbol not in read_integers then
4: read_integers[symbol] = 0
5: if symbol not in genotype then
6: genotype[symbol] = []
7: if read_integers[symbol] ≥ len(genotype[symbol]) then
8: if depth ≥ max_depth[symbol] then
9: generate_terminal_expansion(genotype, symbol)

10: else
11: generate_expansion(genotype, symbol)
12: gen_int = genotype[symbol][read_integer[symbol]]
13: expansion = grammar[symbol][gen_int]
14: read_integers[symbol] += 1
15: for sym in expansion do
16: if is_terminal(sym) then
17: phenotype += sym
18: else
19: phenotype += mapping(genotype, grammar, max_depth, read_integers, sym,

depth+1)
20: return phenotype

encoded in the individual’s genotype (lines 12-19). During evolution, the genetic operators may
change the genotype in a way that requires a larger number of integers than the ones available.
To deal with it, the following genotype’s repair procedure is applied: new derivation rules are
selected at random and added to the genotype of the individual (lines 3-11).

Table 3.5 shows an example of the application of the mapping procedure to the genotype of
Figure 3.4. The example shreds evidence on how the integers encoding the derivation steps are
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Table 3.5: Example of the mapping procedure of DSGE. Each row represents a derivation step.
The list of genes represents the integers needed for expanding the start, expr, op, and term non-
terminals, respectively. The genotype is based in Grammar 2.1 and in the genotype of Figure 3.4,
but where the last codon from the term non-terminal was removed.

Derivation step DSGE
<start> [[0], [1, 0], [2, 0, 3], [1, 0, 0]]

<expr><op><expr> [[], [1, 0], [2, 0, 3], [1, 0, 0]]
(<term><op><term>) <op><expr> [[], [0], [2, 0, 3], [1, 0, 0]]

(0.5 <op><term>) <op><expr> [[], [0], [2, 0, 3], [0, 0]]
(0.5 / <term>) <op><expr> [[], [0], [0, 3], [0, 0]]

(0.5/ x1) <op><expr> [[], [0], [0, 3], [0]]
(0.5/ x1) + <expr> [[], [0], [3], [0]]

(0.5/x1)+ <term><op><term> [[], [], [3], [0]]
(0.5/x1)+x1 <op><term> [[], [], [3], []]

(0.5/x1)+x1∗ <term> [[], [], [], []]
new expression gene (random(0, 1)) [[], [], [], [0]]

(0.5/x1)+x1∗x1 [[], [], [], []]

consumed. The phenotype that corresponds to the genotype is (0.5/x1)+x1∗x1.

3.2.1.3 Genetic Operators

Mutation is restricted to the integers that are used in the genotype to phenotype mapping
and changes a randomly selected expansion to another valid one, constraint to the maximum
sub-tree depth. To do so, we first select one gene. The probability of selecting the i-th gene
(pi) is proportional to the number of integers of that non-terminal symbol that are used in the
genotype to phenotype mapping (read_integers):

pi =
read_integersi∑n
j=1 read_integersj

,

where n is the total number of genes. Additionally, genes, where there is just one possibility for
expansion, are not considered for mutation purposes. After selecting the gene to be mutated, we
randomly select one of its integers and replace it with another valid possibility.

Crossover is used to recombine two parents (selected using tournament selection) to generate
two offspring. We use the one-point crossover. As such, after selecting the cutting point (at
random), the genetic material is exchanged between the two parents. The choice of the cutting
point is done at the gene level and not at the integers level, i.e., what is exchanged between
parents are genes and not the integers.

3.2.2 Comparison between GE, SGE, and DSGE
To compare GE, SGE and DSGE, we focus on the optimisation of one-hidden-layered ANNs.
We will still not tackle the evolution of multi-layered ANNs because, for that, we need dynamic
production rules, which will be presented next (in Section 3.2.3). To ease the comparison of the
different GGP methods, we follow a setup similar to the one previously described in Section 3.1.
Consequently, we use Grammar 3.1 to evolve network topologies that are limited to one hidden-
layer and one output neuron. The experiments are conducted in the flame, WDBC, ionosphere
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Table 3.6: Experimental parameters of the comparison between GE, SGE, and DSGE.

Parameter Value
Num. runs 30

Population size 100
Num. generations 500
Crossover rate 95%
Mutation rate 1 mutation in 95% of the individuals

Tournament size 3
Elite size 1%

GE Parameter Value
Individual size 200

Wrapping 0

SGE Parameter Value
Recursion level 6

DSGE Parameter Value
Max. depth {sigexpr: 6, sum: 3}

Dataset Parameter Value
Training percentage 70%
Testing percentage 30%

and sonar datasets (check Section 3.1.2.1). Despite not the core of this Thesis, we also investigate
the performance of DSGE on the optimisation of Scikit-Learn classification pipelines. The results
are reported in Appendix A.

Next, in Section 3.2.2.1, we detail the experimental setup. The experimental results are
presented and discussed in Section 3.2.2.2.

3.2.2.1 Experimental Setup

Table 3.6 details the parameters used for the experiments conducted to compare GE, SGE and
DSGE. To make the exploration of the search space similar, we only allow one mutation in
95% of the population individuals. Otherwise, if we define per-gene mutation probabilities,
and as the definition of genes is different between the considered methods, we would have very
different domain exploration approaches. To ensure that all methods can generate similar network
topologies, we restrict the domains in terms of the neurons and connectivity: GE, SGE and DSGE
are constrained to generated networks with up to 7 neurons and 8 connections in each neuron.

The datasets are all randomly partitioned in the same way: 70% of each class instances are
used for training, and the remaining 30% for testing. We assign fitness using, exclusively, training
data, and thus test data is never used during evolution. As such, performance on test data is a
fair indication of the model’s performance. Similar to the previous experiments, the datasets are
used as they are obtained.
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Figure 3.5: Comparison between GE, SGE, and DSGE on the evolution of one-hidden-layered
networks. Fitness evolution of the best individuals across generations for the flame, WDBC,
ionosphere, and sonar datasets. The results are averages of 30 independent runs.

3.2.2.2 Experimental Results

Figure 3.5 shows the evolution of the fitness across generations for the GE, SGE, and DSGE on
the flame, WDBC, ionosphere, and sonar datasets. Results are averages of 30 independent runs.
The figure shows that DSGE outperforms the other methods in all the considered problems,
indicating that the new representation promotes the efficient exploration of the search space.

The results are presented in more detail in Table 3.7. Results are averages of the best network
(in terms of fitness) of each of the evolutionary runs, and are formatted as follows: mean ±
standard deviation; bold highlights the best result. For all experiments we record the fitness,
RMSE, AUCROC and f-measure. All metrics are computed for the training and test sets, except
the fitness. In addition, we also report the average number of neurons and used features.

An analysis of the results shows that DSGE performs better than the other approaches in
all the datasets, and in all the considered metrics. Regarding the structure of the generated
networks, DSGE is capable of finding solutions that are more complex in terms of the number
of used neurons and input features. As the complexity of the networks grows, more real-values
have to be tuned. Nonetheless, DSGE is capable of performing such tuning, reaching solutions
that, despite being more complex, perform better in the considered classification problems.
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Table 3.7: Evolution of one-hidden-layered ANNs with GE, SGE, and DSGE. Results are averages
of 30 independent runs; bold highlights the best result. The tags +, ++ and +++ correspond
to statistically significant differences respectively with low, medium, and large effect sizes; ∼
stands for no statistical difference. The results of GE and SGE are the same as in Table 3.2.

Flame WDBC Ionosphere Sonar

Fitness
GE 1.58 ± 0.36 1.55± 0.18 1.82 ± 0.28 2.01 ± 0.23
SGE 1.32 ± 0.25 1.46 ± 0.08 1.48 ± 0.18 1.85 ± 0.18
DSGE 1.16 ± 0.13+++ 1.36 ± 0.06+++ 1.38 ± 0.13+++ 1.73 ± 0.12+++

Tr
ai
n

RMSE
GE 0.28 ± 0.15 0.24 ± 0.09 0.33 ± 0.10 0.38 ± 0.08
SGE 0.16 ± 0.13 0.19 ± 0.03 0.21 ± 0.07 0.34 ± 0.06
DSGE 0.08 ± 0.06+++ 0.15 ± 0.03+++ 0.17 ± 0.05++ 0.30 ± 0.05++

Accuracy
GE 0.90 ± 0.10 0.92 ± 0.12 0.79 ± 0.20 0.76 ± 0.16
SGE 0.96 ± 0.08 0.95 ± 0.02 0.93 ± 0.11 0.84 ± 0.12
DSGE 0.99 ± 0.03+++ 0.97 ± 0.01+++ 0.97 ± 0.03+++ 0.90 ± 0.04++

AUCROC
GE 0.96 ± 0.05 0.98 ± 0.02 0.86 ± 0.18 0.88 ± 0.06
SGE 0.98 ± 0.04 0.99 ± 0.01 0.94 ± 0.04 0.91 ± 0.04
DSGE 0.99 ± 0.01+++ 0.99 ± 0.00+++ 0.96 ± 0.03+++ 0.93 ± 0.04∼

F-measure
GE 0.91 ± 0.09 0.88 ± 0.18 0.78 ± 0.32 0.70 ± 0.29
SGE 0.96 ± 0.08 0.93 ± 0.03 0.93 ± 0.18 0.78 ± 0.23
DSGE 0.99 ± 0.02+++ 0.96 ± 0.02+++ 0.98 ± 0.02+++ 0.88 ± 0.05++

Te
st

RMSE
GE 0.31 ± 0.15 0.27 ± 0.09 0.38 ± 0.07 0.45 ± 0.06
SGE 0.22 ± 0.13 0.23 ± 0.04 0.32 ± 0.05 0.44 ± 0.04
DSGE 0.14 ± 0.08++ 0.20 ± 0.03++ 0.28 ± 0.04+++ 0.43 ± 0.04∼

Accuracy
GE 0.88 ± 0.11 0.90 ± 0.12 0.76 ± 0.18 0.68 ± 0.12
SGE 0.93 ± 0.09 0.93 ± 0.02 0.87 ± 0.10 0.73 ± 0.09
DSGE 0.97 ± 0.05+++ 0.95 ± 0.02+++ 0.90 ± 0.03++ 0.76 ± 0.05∼

AUCROC
GE 0.93 ± 0.08 0.97 ± 0.03 0.83 ± 0.09 0.81 ± 0.05
SGE 0.96 ± 0.08 0.98 ± 0.02 0.90 ± 0.05 0.82 ± 0.05
DSGE 0.99 ± 0.03++ 0.98 ± 0.01++ 0.93 ± 0.04++ 0.83 ± 0.04∼

F-measure
GE 0.89 ± 0.09 0.86 ± 0.18 0.76 ± 0.31 0.61 ± 0.25
SGE 0.94 ± 0.09 0.91 ± 0.03 0.89 ± 0.17 0.64 ± 0.20
DSGE 0.98 ± 0.04+++ 0.93 ± 0.03+++ 0.93 ± 0.02++ 0.72 ± 0.06∼

Num. Neurons
GE 3.33 ± 1.40 3.13 ± 1.53 2.50 ± 1.41 2.53 ± 1.20
SGE 4.87 ± 1.83 3.73 ± 1.53 3.53 ± 1.36 3.07 ± 1.39
DSGE 6.47 ± 1.20 6.23 ± 1.58 5.97 ± 1.78 6.13 ± 1.69

Num. Features
GE 1.97 ± 0.18 8.40 ± 3.81 7.33 ± 5.33 9.40 ± 5.73
SGE 2.00 ± 0.00 12.0 ± 6.51 12.1 ± 5.79 13.3 ± 6.42
DSGE 2.00 ± 0.00 14.5 ± 3.52 13.3 ± 4.74 17.6 ± 4.66
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To verify if the differences between the tested approaches are significant, we perform a sta-
tistical analysis. In Section 3.1.2.6, we have already demonstrated that SGE is consistently
statistically superior to GE. As such, we will now focus in comparing DSGE to SGE. To check
if the samples follow a Normal Distribution, we use the Kolmogorov-Smirnov and Shapiro-Wilk
tests, with a significance level α = 0.05. The tests reveal that the data does not follow a Normal
Distribution and, as such, a non-parametric test (Mann-Whitney U, α = 0.05) will be used to
perform the pairwise comparison for each recorded metric. Table 3.7 uses a graphical overview to
present the results of the statistical analysis: the tag ∼ indicates no statistical difference between
DSGE and SGE, and the tag + represents that DSGE is statistically superior to SGE. The effect
size is denoted by the number of + tags, where +, ++ and +++ correspond respectively to low
(0.1 ≤ r < 0.3), medium (0.3 ≤ r < 0.5) and large (r ≥ 0.5) effect sizes. The statistical analysis
reveals that DSGE is consistently statistically superior to SGE: DSGE is never worse than SGE
and is only equivalent in 5 situations. In all the remaining 31 comparisons, DSGE is statistically
superior, with a medium effect size in 11 occasions, and a large effect size in 20 occasions.

Focusing on the comparison between the training and test results, in DSGE the differences
between training and test performance are, on average, 0.09, 0.06, 0.04 and 0.06, for RMSE,
accuracy, AUCROC and f-measure, respectively. For SGE the differences are, on average, 0.08,
0.06, 0.04 and 0.06 for the RMSE, accuracy, AUCROC and f-measure, respectively. Finally, for
GE the differences are, on average, 0.05, 0.04, 0.04 and 0.04 for RMSE, accuracy, AUCROC and
f-measure, respectively. Despite the fact that the differences in DSGE are superior to the ones
in SGE and GE, it is our perception that this is a result of the superior DSGE results and not
an indicator of overfitting.

In Section 3.1 we have shown that the results obtained by SGE are superior to those of
other grammar-based approaches (namely, the ones described in [4, 228, 251]). Additionally, we
demonstrated that it is beneficial to evolve both the topology and weights of a network since
this setup reported results that are superior to hand-crafting the ANNs and then training using
BP. DSGE is statistically superior to SGE, and consequently superior to previous methods.

3.2.3 Dynamic Production Rules
As discussed previously, to enable the optimisation of multi-layered ANNs, we need to keep
track of the overall structure of the networks. This is the core rationale behind the definition
of dynamic production rules. The goal is to adapt the grammar to each individual in order
to incorporate the number of layers and the number of neurons in each layer. If we know the
placement of the neurons in each layer we can then re-use them, i.e., a neuron in a given layer
can serve as input to others in subsequent layers.

As in standard production rules, dynamic production rules encode the expansion possibilities
for a given non-terminal symbol. The main difference is that, in order to turn each neuron
accessible and re-usable, each production rule is split into indexable sub production rules. In
our use-case of multi-layered networks, we have a dynamic production rule that specifies the
inputs that the neurons in a hidden-layer can receive. This dynamic production rule is split into
multiple production rules, where each encodes the inputs of a specific hidden-layer. The number
of splits is proportional to the number of hidden-layers of the network. More precisely, consider
Grammar 3.2, which is an extension of Grammar 3.1 to the evolution of multi-layered ANNs: a
network is formed by a set of hidden-layers and an output layer. The layers are formed by a set
of neurons (nodes), where each neuron can establish connections to multiple others (encoded by
the sum production rule that connects to multiple features with a given weight). The grammar
is biased towards recursion, i.e., the recursive production rules that deal with the growth of
the network in terms of layers and neurons (hidden-layers, and nodes, respectively) have more
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<network> ::=<hidden-layers>--<output-layer> (1)
<hidden-layers> ::=<hidden-layers> --<hidden-layers> (2)

|<layer> --<hidden-layers> (3)
|<layer> (4)

<output-layer> ::= sig(<sum>+<float>) (5)
<layer> ::=<nodes> (6)
<nodes> ::=<nodes> -<nodes> (7)

|<node> -<nodes> (8)
|<node> -<node> (9)

<node> ::= sig(<sum>+<float>) (10)
<sum> ::=<float> *<features> (11)

|<sum>+<sum> (12)
|<sum>+<sum> (13)

<float> ::=<digit>.<digit><digit> (14)
| -<digit>.<digit><digit> (15)

<digit> ::= 0 | 1 | 2 | 3 | 4 (16)
| 5 | 6 | 7 | 8 | 9 (17)

<features> ::=x1 (18)
| ... (19)
|xn (20)

Grammar 3.2: Grammar used by DSGE for evolving multi-layered ANNs. The n represents the
number of features of the problem; - and -- are used as neuron and layer separators, respectively.

expansion possibilities that call itself. Based in Grammar 3.2, and considering we want to encode
an ANN with two hidden-layers, with 4 and 3 nodes, respectively, the dynamic production rule
<features> is split into three indexable rules:

<features-1> ::= x1 | . . . | xn

<features-2> ::= h1,1 | h1,2 | h1,3 | h1,4

<features-3> ::= h2,1 | h2,2 | h2,3,

where x, and n respectively represent the input features, and the total number of features (defined
by the user in the input grammar), and hk,j the output of the j-th neuron of the k-th layer.
Therefore, <features-1>, <features-2>, and <features-3> encode the input possibilities of the
first hidden-layer, second hidden-layer, and output layer, respectively.

From the above example it is clear that different individuals can have a different network
structure (number of layers and neurons in each layer). For example, if in addition to two
hidden-layers (with 4 and 3 neurons, respectively), we aim at encoding a network with a third
hidden-layer (with 2 neurons), we would require another production rule <features-4> ::= h3,1

| h3,2. From these examples, it is clear that the use of dynamic production rules makes the
grammar a property of the individual.

The two above examples expose the challenge that is to promote evolution using dynamic
production rules. For example, the addition of a new hidden-layer indirectly implies that there
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Table 3.8: Experimental parameters for the experiments on the evolution of multi-layered ANNs
with dynamic production rules and DSGE.

Parameter Value
Num. runs 30

Population size 100
Num. generations 1500 / 3500
Crossover rate 95%
Mutation rate 1 mutation in 95% of the individuals

Tournament size 3
Elite size 1%

DSGE Parameter Value
Max. depth {hidden-layers: 3, nodes: 5, sum: 4}

Dataset Parameter Value
Training percentage 70%
Testing percentage 30%

is a new production rule in the grammar, which we were previously not considering. Adding
new production rules in run-time has a drastic impact in both GE and SGE: in GE it affects all
derivation steps from the decoding of the dynamic production rule onwards; in SGE there is no
standard procedure to expand the genotype. This is the reason why we pair dynamic production
rules with DSGE. The genotype in DSGE only keeps the encoding genes, and the genotype to
phenotype mapping is responsible for generating new genetic material if needed, and thus is
natively capable of dealing with new production rules.

The main challenge that remains when combining dynamic production rules with DSGE is
that different individuals can have a varying number of genes. This is a consequence of a different
number of splits of the dynamic production rules across individuals. Therefore, the crossover
operator is changed to a bit-mask operator that only allows the exchange of genes that are
common to both parents. Nonetheless, the application of the genetic operators can generate
invalid connections (e.g., if in the first hidden-layer of two individuals one has 2 neurons and the
other 10), and thus in the genotype to phenotype procedure, we must check if the connection we
are decoding is valid or not. We may be faced with a connection to a neuron in a previous layer
that has been erased, or a connection to a neuron that does not exist. In such a scenario, the
genotype is fixed by replacing the faulty connection with a valid one. The dynamic production
rule is fixed too.

3.2.4 Dynamic Production Rules to Evolve Multi-Layered Artificial
Neural Networks

To investigate the potential of the combination of dynamic production rules with DSGE on the
evolution of multi-layered ANNs, we address the same datasets (flame, WDBC, ionosphere, and
sonar), but using Grammar 3.2. In the production rules <hidden-layers>, <nodes> and <sum>
a higher chance is given to the recursive expansion of the non-terminal symbols due to the higher
difficulty of tuning parameters in deeper and more complex topologies; this was decided after
preliminary experimentation.

The experimental setup is detailed in Section 3.2.4.1, and the experimental results are pre-
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sented and discussed in Section 3.2.4.2.

3.2.4.1 Experimental Setup

Table 3.8 details the experimental parameters used for the tests conducted with dynamic pro-
duction rules and DSGE on the optimisation of multi-layered networks. The experiments are
performed using Grammar 3.2, where the production rule <features> is dynamic.

When evolving feed-forward multi-layered ANNs, we have two possibilities regarding the
inputs of each layer, i.e., we can restrict a layer to connect only to the previous layer, or we can
let the neurons of a layer to connect to all previous layers. In the first case, the i-th layer must
connect to neurons from the <features-i> dynamic production rule. In the latter case, the i-th
layer can connect to neurons from the <features-1> to the <features-i> dynamic production
rules. In the current experiments, we have decided to enable the connections of the neurons
to be established to any of the neurons in previous hidden-layers. The exception is the output
layer that can only connect to hidden-neurons, and not to the input features. When establishing
the connections between neurons, the probability of choosing a neuron in the previous layer is
proportional to the number of previous hidden-layers:

P (neuroni−1) =

j=i−2∑
j=1

P (neuronj),

i.e., when establishing the connections of a neuron in the i-th layer, the probability of linking to
a neuron in the previous layer (i − 1) is equal to the probability of linking to a neuron in the
remaining layers (1, . . ., i−2). The rationale is to reduce the likelihood of the emergence of deep
networks with neurons that are of no use, that is, neurons that are not connected (directly or
indirectly) to output neurons.

3.2.4.2 Evolutionary Results

The results of the experiments combining DSGE and dynamic production rules to the optimisa-
tion of multi-layered ANNs considering Grammar 3.2 are presented in Table 3.9. The first row
of each metric shows the same results of Table 3.7 with DSGE on the evolution of one-hidden-
layered networks (1 H-L). The second row shows the results using the new grammar formulation
of the networks that have potentially more than one-hidden-layer (≥ 1 H-Ls). Additionally, on
the last row, we restrict the analysis of the results to the networks that are evolved with the
new grammar but only considering those that have more than one-hidden-layer (> 1 H-L), thus
discarding the evolutionary runs that resulted in networks with just one hidden-layer.

Results of 1 H-L and ≥ 1 H-Ls are averages of 30 independent runs. In the > 1 H-Ls setup,
the results are averages of 21, 19, 18 and 21 independent runs for the flame, WDBC, ionosphere,
and sonar datasets, respectively. That is, for the flame, WDBC, ionosphere, and sonar datasets
in 9, 11, 12, and 9 runs the best network is composed of only one hidden-layer. For the flame and
WDBC, we perform runs with 1500 generations, and for the ionosphere and sonar, we use 3500
generations. The rationale behind the different number of generations is related to the number of
features of each problem and the possible progression margin: in flame and WDBC the training
and test metrics already report close-to-optimum values, thus suggesting that one hidden-layer
is likely enough to solve the classification task.
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Table 3.9: Evolution of multi-layered ANNs based on the combination of dynamic production
rules with DSGE. Results are averages of 30 independent runs; bold highlights the best result.
The tags + and ∼ symbols represent the result of statistical tests, and have the same meaning as
in Table 3.7. The 1 H-L row reports the same results of Table 3.7 for the DSGE setup; the ≥ 1
H-Ls row reports the results of combining production rules with DSGE (all evolutionary runs);
and in the > 1 H-Ls row we only focus on the evolutionary runs that generate networks with
more than one hidden-layer.

Flame WDBC Ionosphere Sonar

Fitness
1 H-L 1.16 ± 0.13 1.36 ± 0.06 1.38 ± 0.13 1.73 ± 0.12
≥ 1 H-Ls 1.15 ± 0.18∼ 1.35 ± 0.13∼ 1.36 ± 0.19∼ 1.57 ± 0.18∼
> 1 H-Ls 1.08 ± 0.13+++ 1.32 ± 0.11∼ 1.30 ± 0.11+++ 1.53 ± 0.15+++

Tr
ai
n

RMSE
1 H-L 0.08 ± 0.06 0.15 ± 0.03 0.17 ± 0.05 0.30 ± 0.05
≥ 1 H-Ls 0.07 ± 0.08∼ 0.15 ± 0.05∼ 0.17 ± 0.08∼ 0.26 ± 0.07∼
> 1 H-Ls 0.07 ± 0.05+++ 0.07 ± 0.04∼ 0.14 ± 0.05+++ 0.25 ± 0.06+++

Accuracy
1 H-L 0.99 ± 0.03 0.97 ± 0.01 0.97 ± 0.03 0.90 ± 0.04
≥ 1 H-Ls 0.99 ± 0.02∼ 0.97 ± 0.02∼ 0.97 ± 0.03∼ 0.92 ± 0.05∼
> 1 H-Ls 0.99 ± 0.02∼ 0.97 ± 0.02∼ 0.98 ± 0.02∼ 0.93 ± 0.04+++

AUCROC
1 H-L 0.99 ± 0.01 0.99 ± 0.00 0.96 ± 0.03 0.93 ± 0.04
≥ 1 H-Ls 0.99 ± 0.01∼ 0.99 ± 0.01∼ 0.96 ± 0.04∼ 0.93 ± 0.05∼
> 1 H-Ls 1.00 ± 0.01∼ 0.99 ± 0.00∼ 0.97 ± 0.02∼ 0.93 ± 0.04∼

F-measure
1 H-L 0.99 ± 0.02 0.96 ± 0.02 0.98 ± 0.02 0.88 ± 0.05
≥ 1 H-Ls 0.99 ± 0.02∼ 0.96 ± 0.03∼ 0.97 ± 0.02∼ 0.91 ± 0.06∼
> 1 H-Ls 0.99 ± 0.01∼ 0.97 ± 0.03∼ 0.98 ± 0.01+++ 0.92 ± 0.05+++

Te
st

RMSE
1 H-L 0.14 ± 0.08 0.20 ± 0.03 0.28 ± 0.04 0.43 ± 0.04
≥ 1 H-Ls 0.17 ± 0.08∼ 0.20 ± 0.04∼ 0.31 ± 0.05∼ 0.44 ± 0.05∼
> 1 H-Ls 0.16 ± 0.08∼ 0.20 ± 0.04∼ 0.29 ± 0.05∼ 0.43 ± 0.06∼

Accuracy
1 H-L 0.97 ± 0.05 0.95 ± 0.02 0.90 ± 0.03 0.76 ± 0.05
≥ 1 H-Ls 0.96 ± 0.04∼ 0.95 ± 0.02∼ 0.89 ± 0.03∼ 0.77 ± 0.05∼
> 1 H-Ls 0.97 ± 0.04∼ 0.95 ± 0.02∼ 0.90 ± 0.03∼ 0.78 ± 0.06∼

AUCROC
1 H-L 0.99 ± 0.03 0.98 ± 0.01 0.93 ± 0.04 0.83 ± 0.04
≥ 1 H-Ls 0.98 ± 0.03∼ 0.99 ± 0.01∼ 0.91 ± 0.06∼ 0.82 ± 0.07∼
> 1 H-Ls 0.99 ± 0.02∼ 0.99 ± 0.01∼ 0.93 ± 0.03∼ 0.82 ± 0.07∼

F-measure
1 H-L 0.98 ± 0.04 0.93 ± 0.03 0.93 ± 0.02 0.72 ± 0.06
≥ 1 H-Ls 0.97 ± 0.03∼ 0.93 ± 0.03∼ 0.92 ± 0.02∼ 0.73 ± 0.07∼
> 1 H-Ls 0.97 ± 0.03∼ 0.93 ± 0.03∼ 0.92 ± 0.02∼ 0.74 ± 0.08∼

Num. H-Ls
1 H-L 1.00 ± 0.00 1.00 ± 0.00 1.00 ± 0.00 1.00 ± 0.00
≥ 1 H-Ls 2.27 ± 0.98 2.23 ± 1.04 1.90 ± 0.84 2.37 ± 0.96
> 1 H-Ls 2.81 ± 0.60 2.95 ± 0.52 2.50 ± 0.51 2.95 ± 1.12

Num. Neurons
1 H-L 3.33 ± 1.40 3.13 ± 1.53 2.50 ± 1.41 2.53 ± 0.38
≥ 1 H-Ls 10.6 ± 6.49 9.73 ± 7.03 7.17 ± 4.98 9.27 ± 4.55
> 1 H-Ls 12.5 ± 6.64 12.8 ± 6.70 9.33 ± 5.24 10.9 ± 4.12

Num. Features
1 H-L 2.00 ± 0.00 14.5 ± 3.52 13.1 ± 6.87 19.8 ± 8.39
≥ 1 H-Ls 2.00 ± 0.00 16.3 ± 7.03 13.8 ± 6.66 21.8 ± 8.48
> 1 H-Ls 2.00 ± 0.00 18.2 ± 6.91 15.8 ± 5.48 24.0 ± 7.54
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The experimental results show that by using DSGE it is possible to evolve effective multi-
layered ANNs. By comparing the first two rows (1 H-L and ≥ 1 H-Ls) it is also clear that the
results are equivalent, which is confirmed by statistical analysis (Mann-Whitney, α = 0.05) that
shows no statistical differences. Focusing on the comparison between one-hidden-layered ANNs
and those that have more than one hidden-layer (> 1 H-Ls) a small, but noticeable difference
exists. That difference is statistically significant in some of the training metrics, but in none of
the test metrics. When there is a statistical difference the effect size is always large. Moreover,
the difference is larger in the datasets that have more input features and a greater margin for
improvement. On the contrary, almost no improvement is observable in the flame dataset, which
is expected as the problem only has two features, and thus an ANN with one hidden-layer already
performs close to optimal. In a nutshell, although there are no statistical differences between
the performance of 1 H-L and ≥ 1 H-Ls runs, when the evolutionary process results in multi-
layered ANNs the differences begin to emerge. This result shows that DSGE is able to cope
with the higher dimensionality of the search space associated with the evolution of multi-layered
topologies and indicates that in complex datasets, where there is a clear advantage in using
deeper topologies, DSGE is likely to outperform other grammar-based approaches.

The complexity of the generated ANNs (in terms of the number of used neurons and hidden-
layers) is greater when allowing the generation of multi-layered ANNs. The difference is even
larger when we consider only those networks that have more than one hidden-layer. More neurons
mean more weights and bias values that have to be optimised, making the evolutionary task more
difficult. ANNs with fewer layers tend to have less neurons, and consequently are benefited from
an evolutionary point of view, as less real values need to be tuned. Thus, a good proxy can
be the use the evolutionary approach to evolve the initial set of weights and then apply a fine-
tuning stage (e.g, backpropagation or resilient backpropagation) during a maximum number of
epochs proportional to the number of neurons and/or hidden-layers. As we allow hidden-nodes
to connect to nodes in previous layers (including input features) the number of used features is
also higher.

3.2.5 Overview
To evolve multi-layered networks, we introduce dynamic production rules, i.e., production rules
that in the use-case of multi-layered networks are split according to the number of hidden-layers
of the individual. The splits generate indexable production rules that keep track of the network’s
structure, i.e., number of hidden-layers and neurons in each layer. To allow the use of dynamic
production rules, the evolutionary engine needs to be capable of dealing with production rules
that can be created and/or removed as evolution proceeds. To tackle this issue, we propose
DSGE: a new genotypic representation for SGE. The gain is two-fold: (i) while in previous
grammar-based representations the genotype encodes the largest allowed sequence, in DSGE the
genotype grows as needed; and (ii) the maximum depth is defined for each sub-tree, and as
such, there is no need to pre-process the grammar to compute the largest size of the recursive
production rules. Therefore, DSGE enables the use of dynamic production rules.

The conducted experiments first compare the performance of GE, SGE, and DSGE on the
evolution of one-hidden-layered ANNs. After assessing the performance of DSGE, we combine
it with dynamic production rules on the optimisation of (potentially) multi-layered ANNs. The
results show that DSGE can evolve one-hidden-layered ANNs (topology and weights) that per-
form statistically superior to those evolved by the other considered grammar-based approaches.
Moreover, the results are also better than those obtained by hand-crafted ANNs fine-tuned using
BP, and than the ones generated using other GE-based approaches [4, 228, 251]. Concerning the
evolution of multi-layered ANNs, although the differences are not statistically significant, the
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results show that DSGE combined with dynamic production rules is suitable for the evolution
of multi-layered ANNs.

3.3 AutoEncoders for Compressed Representations
The work discussed in the previous sections focused on the optimisation of feed-forward fully-
connected networks. Furthermore, the data to be classified consisted of features designed by
experts. When addressing real-world applications the dimensionality (number of instances, and
number of features) of the input signals tends to be high (e.g., images or sound), and it is not
always straightforward for a non-expert user to identify the parts of the instances that are relevant
or the features that help to solve the task. For these reasons, we investigate an automatic way
to compress large data instances, which takes into account the compromise between compression
and data loss.

To reduce the impact of the high number of available instances, we can resort to instance
selection methods [89, 111]. Although this methodology results in faster learning times, it disre-
gards many instances that could lead to superior results. In algorithms where learning is iterative
(such as batch-learning in ANNs) a solution that selects few instances of the dataset to learn
from in every iteration is preferable [122, 233]. One advantage of this strategy is that it allows
for informed decisions regarding which instances of the dataset are more representative of the
domain, as learning progresses. For example, instead of selecting instances that the algorithm
quickly learns from, we can use those that are hard to classify, thus driving learning towards
regions of the space where performance is poor.

Since this section aims to develop a method that uses as much of the available data as
possible, our focus is on approaches that reduce the dimensionality of the datasets [35]. These
methods search for the minimum amount of data characteristics that are necessary for learning.
Examples of traditional methods include linear transformation techniques, such as PCA [265].
However, linear approaches cannot cope with the non-linearity present in the majority of real-
world problems, and thus non-linear methods are preferred. For example, Koutník et al. [135]
reduce the dimensionality of the input signal using Max-Pooling Convolutional Neural Networks.
In the current section, we focus on AEs: an example of a topology of ANNs that can be used to
reduce the data dimensionality, which according to Blum et al. [35] have a good performance on
real-world datasets. An example of the application of AEs for dimensionality reduction is shown
in [106]. The authors describe a method for initialising the weights of AEs so that they can
effectively learn compressed representations of the raw data. Lander and Shang [142] propose
EvoAE, a method that aims at tuning the neurons in a single hidden-layer and their input and
output-weights. David and Greental [51] describe a similar approach, but that is capable of
dealing with the optimisation of AEs that have more than one hidden-layer.

To acknowledge whether or not it is possible to automatically compress dataset instances
without compromising the classification performance, we evolve AEs. Differently than in previous
approaches, the evolved AEs will be tested in an image classification task, where the evolutionary
process is guided by the quality of each AE in the task that is to be solved. Therefore, the
performance of the AE is measured as the classification accuracy that is obtained when the
classification is performed based on the compressed instances of the dataset. That is distinct
from the usual metrics used to assess the quality of AEs, which often measure the ability to
reconstruct the input signal.

The remainder of the section is organised as follows. Section 3.3.1 describes the method
developed for evolving AEs for compressed representations. Section 3.3.2 analyses and discusses
the experimental results. Section 3.3.3 summarises the contributions of the current section.
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(a) Usual topology of an AE.
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proach.

Figure 3.6: Different topologies of AutoEncoders (AEs). The encoder is the part of the AE that
compresses the original signal; the decoder maps the compressed signal onto the original signal.

3.3.1 Approach
We propose a NE approach to search for effective AE topologies. The goal of the generated AEs is
to find the most compact representation of the original data, i.e., the one that reduces the dataset
dimensionality the most. Moreover, we also aim at evolving AEs that reduce the dimensionality
without compromising the performance of the classifier that learns from the compressed data.

The structure of the AEs is not constrained, i.e., we do not restrict the search space to AEs
that have the usual funnel structure: a decreasing number of neurons in the encoding part; a
chokepoint (the layer with the least number of nodes); and an increasing number of neurons in
the decoding part. Moreover, the number of neurons in the layers in the encoder tends to be
the same as in the decoder, but inverted (see Figure 3.6a). Our evolutionary method allows for
asymmetric structures (see Figure 3.6b). A network is said to be asymmetric when: (i) the layers
do not need to have a decreasing/increasing number of neurons in the encoder/decoder; and (ii)
the number of layers in the encoder and decoder can be different.

3.3.1.1 Representation

The candidate solutions are encoded as variable-length ordered lists of integers, where each
integer represents the number of neurons of a specific layer. This evolutionary engine works as
a proof of concept for the evolution of AEs to compress signals that are used in classification
tasks. Therefore, we disregard the optimisation of other parameters such as the activation
functions (fixed to ReLU); the extension of the representation to deal with other parameters is
straightforward.

3.3.1.2 Genetic Operators

Mutation operators are designed to act upon the layers and neurons of the evolved AEs. In
particular, we develop 5 mutation operators: (i) add layer – verifies that the individual has not
already reached the maximum number of layers, and when that is not the case, a new layer
with a random number of neurons (within the defined limits) is created and placed in a random
position; (ii) remove layer – randomly deletes a layer after checking whether or not removing
the layer violates the restrictions on the minimum number of layers of the evolved AEs; (iii)
reset layer – chooses a layer and replaces its number of neurons by a new valid possibility (as in
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Evolved AutoEncoder

Multi-Layer Perceptron

Figure 3.7: Fitness evaluation scheme: interaction between the AE and the MLP. The number
of neurons of the input layer of the MLP is of the size of the chokepoint, and the output has a
number of neurons equal to the number of problem classes.

the initialisation); (iv) number of neurons – selects a layer and applies a Gaussian perturbation
(mean of 0 and standard deviation of 5) to the number of neurons, verifying if the number of
neurons after the mutation is within the valid range; and (v) swap – picks two layers (at random),
and swaps their positions. The mutation operators (iii) and (iv) are used to smooth evolution;
we are aware that it is possible to attain the same effect by applying sequentially some of the
remaining mutation operators.

Crossover is based on a bit-mask and takes two parents to generate the offspring. The par-
ents are selected using tournament selection. Because the candidate solutions can have a differ-
ent number of layers (due to the variable-length encoding), care must be taken when applying
crossover. The bit-mask is of the size of the parent that has the highest number of layers. Only
valid swap operations are performed, i.e., when a layer from an individual whose index is greater
than the maximum number of layers of that individual is to be swapped, the crossover of that
layer is not performed.

When swapping the layers based on the bit-mask, when an invalid swap of layers is to be
done (i.e., copy a layer from an individual whose index is greater than the maximum number of
layers of that individual), the copy is not performed.

3.3.1.3 Evaluation

The evaluation of each candidate solution is accomplished by measuring the usefulness of the low
dimensionality data representation on the chokepoint. To that end, we divide the training of each
individual into two steps: (i) unsupervised training of the AE; and (ii) supervised training of a
classifier on the data from the chokepoint, i.e., the data is passed through the encoder of the AE
and feed to the classifier. In the current section, the classifier is a MLP, with one hidden-layer
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with 100 nodes, and ReLU as the activation function. The classifier is not evolved but rather set
empirically. Figure 3.7 shows how evaluation proceeds.

The usual aim of the AEs is to reconstruct the input signal, with the minimum error. Instead,
we reconstruct the mean signal of each class. Our goal is to learn the class representation, i.e.,
a compressed version of the features that represent the class; the objective is not to reconstruct
the input of the network. As such, to train the AEs, we use the error between the reconstructed
signal and the mean signal of the class of the instance that is being reconstructed.

To train the AEs, we use Keras [42], running on top of Tensorflow [1]. The training of the
MLPs is performed with Scikit-Learn [194]. Usually, in ML, we only need two dataset partitions
to assess the performance of a model. However, when combining EC and ML three disjoints
sets are needed: one to train the evolved AE and the MLP (training set), another to assess the
quality of the individual (validation set), and another that is kept out of the evolutionary cycle
and used to perform an unbiased analysis of the results (test set). We do not use cross-validation
due to the time it would require, making the evolutionary process unfeasible.

In addition to the maximisation of the classification performance (acc), the fitness function
also considers the size of the chokepoint (h), and the percentage of layers in the decoder (r). The
rationale behind the minimisation of the size of the chokepoint is to obtain compact represen-
tations of the input. The last part of the fitness function, i.e., the minimisation of the number
of layers in the decoder, comes from the fact that we want to find representations that are easy
to decode, thus focusing the evolutionary effort on the discovery of good encoders. The fitness
function is formalised as:

fitness = α(1− acc) + βh+ γr,

where α, β, and γ are the weights of the fitness components. The goal of evolution is to minimise
the fitness function.

3.3.2 Experimentation
To assess the performance of the proposed approach, we divide the experiments into two distinct
parts. First, we evolve AEs for compressing the MNIST dataset [145]. During evolution, the
performance of the compression is tested with a fixed-topology MLP with 100 neurons. Then,
after evolution, we conduct experiments with different classifiers on the classification of the low
dimensionality data representations provided by the evolved AEs. We compare the performances
obtained using the raw data, and the compressed data representations. The experimental setup
is detailed in Section 3.3.2.1; the dataset is described in Section 3.3.2.2; and the experimental
results are analysed in Section 3.3.2.3.

3.3.2.1 Experimental Setup

The parameters used to perform the evolutionary runs on the automatic evolution of AEs are
detailed in Table 3.10. Although the maximum number of generations is fixed to 100, we also
use convergence as the stop criterion, i.e., when the fitness value of the best candidate solution
does not improve for 7 generations, the evolutionary run is halted. Otherwise, when the stop
criterion is never met, the evolutionary run stops when the maximum number of generations is
reached. The values of the fitness function weights are very different due to the difference in the
scale of the multiple coefficients; the weight values were set empirically.

No pre-processing or data augmentation techniques are applied to the dataset; we use the
raw data as we obtain it. This is done because the goal of evolving AEs is to discover a function
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Table 3.10: Experimental parameters for
the evolutionary experiments on the auto-
matic search of AEs for feature discovery.

EA Parameter Value
Number of runs 30

Max. number of generations 100
Population size 100

Min. number of hidden-layers 2
Max. number of hidden-layers 6

Min. number of neurons 1
Max. number of neurons 784

Crossover rate 80%
Mutation rate 60%

Add layer mutation rate 15%
Remove layer mutation rate 15%
Reset layer mutation rate 5%
Gaussian mutation rate 60%
Gaussian mutation mean 0
Gaussian mutation stdev 5

Swap mutation rate 5%

Fitness Parameter Value
α 20000
β 2
γ 10

Tournament size 3
Elite size 2%

Dataset Parameter Value
Training set 60000
Validation set 5000

Test set 5000

Table 3.11: Experimental parameters of
the different classifiers using the com-
pressed representations as input.

MLP Parameter Value
Number of hidden-layers 1 (100 neurons)

Activation function ReLU
Solver Adam

Learning rate 0.001
Beta 1 0.9
Beta 2 0.999
Epsilon 1 exp−8

Number of epochs 200

DT Parameter Value
Max. Depth 5

RF Parameter Value
Number of estimators 10

Max. features 1
Max. depth 5

SVM Parameter Value
Kernel Linear

C 1

KNN Parameter Value
Number of neighbours 3

Distance Minkowski

capable of processing the dataset so that we can potentially get better performances in less time.
In other words, we want to find the pre-processing function.

During evolution, the AEs are trained using the Adam [125] optimiser with learning rate,
beta 1, and beta 2 of 0.001, 0.9, and 0.999, respectively. The training sessions are conducted for
7 epochs, with a batch size of 250. Longer training sessions could have been performed, but the
longer the train, the more time is required for evaluation. We set this number of epochs after
conducting preliminary experiments where we analysed the quality of the reconstructed images.

At the end of the evolutionary search of AEs, we focus on the analysis of the best 30 AEs
(one from each of the runs). We conduct experiments to analyse the quality of the generated
compressed representation, i.e., we pass the dataset instances through the AEs and classify them
with different models. More precisely, we test MLPs, DTs, Random Forests (RFs), Naive Bayes,
SVMs, and the k-NN classifiers. The parameters used for each of the classifiers are reported in
Table 3.11. During evolution, and to assess the fitness of the AEs, we only use the MLP classifier,
with the same parameters as the ones presented in Table 3.11.
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Figure 3.8: Mean image of each class of the MNIST dataset.

3.3.2.2 Dataset

The experiments are conducted on the MNIST dataset [145]. The dataset consists of hand-written
digits, centred in 28×28 grayscale images. Therefore, we are solving an image classification task,
where the goal is to identify the correct digit that is contained in each of the images: from 0 to
9 (10 independent classes).

The AEs are trained to reconstruct the mean image of the class rather than the input image.
Figure 3.8 depicts the mean image of each class, which is compute by pixel-wise averaging.

3.3.2.3 Experimental Results

The evolution of the fitness of the best individuals across generations is shown in Figure 3.9a.
The analysis of the results indicates that fitness is evolving, and stagnates around the 26th
generation. The evolution stop criterion is convergence, and only ultimately a fixed number of
generations; therefore, in each generation, the fitness value can be the average of a different
number of runs. The evolution of the number of runs across generations is shown in Figure 3.9e.
The first and last runs converge at the 17th, and 43rd generations, respectively.

The fitness function is composed of multiple components that take into account the differ-
ent aspects of the AEs. The charts of Figures 3.9b, 3.9c, and 3.9d show the evolution across
generations of the accuracy of the MLP, chokepoint size, and decoder ratio, respectively. Recall
that the goal is to maximise the accuracy, and minimise the chokepoint size and the number
of decoder layers. From the charts, it is possible to acknowledge that all the components con-
tribute to the evolution of the fitness value, i.e., across the generations the accuracy of the MLP
increases, and the number of neurons in the chokepoint and the ratio of the decoder decrease.
The proportion of hidden-layers that are in the decoder tends to decrease.

To better understand the relationship between the various fitness components, we compute the
Pearson correlation between them. The only pair of components that reveal a strong (negative)
correlation is the accuracy with the chokepoint size (−0.8343). This is an interesting result as
it proves evolution is promoting the emergence of the desired AEs: we are able to find effective
compressions (with a lower dimensionality) that report better performances (higher accuracies).

The structure of the best performing AE is depicted in Figure 3.10. The network is composed
of 5 hidden-layers: 3 in the encoder, and 1 in the decoder. The chokepoint has 32 neurons, i.e.,
the compression is of approximately 99.96%. This AE allows a classification accuracy of 98.65%.

To further investigate the effectiveness of the generated AEs, we test the classification perfor-
mance of multiple models using the found topologies. More precisely, besides the MLP classifier,
we also use the following ones: DTs, RFs, Naive Bayes, SVMs, and k-NN. Those classifiers were
selected to cover a large spectrum of the most used classifiers in ML tasks. The reported results
are the average of the 30 best AEs, one from each evolutionary run. The weights of the AEs
are the ones resulting from the training during evolution. In addition, when the classifiers have
stochastic components, we perform 30 independent training sessions. The results are detailed in
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(c) Size of the chokepoint.
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(d) Decoder size / number of hidden-layers.
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(e) Number of runs.

Figure 3.9: Evolutionary results of the evolution of AEs for compressed representations. The
analysis focuses on the combined fitness, on the multiple fitness components, and on the number
of runs. Results are the average of the best individuals across generations.

Table 3.12, and focus on the comparison of the performance of the classification of the raw data
against the low dimensionality data representation.

An analysis of the results shows that using the compressed representation instead of the raw
data leads to superior results using all classifiers, except for the decision trees. On average,
the classification accuracy of the models using the raw data is 78.86%, with the compressed
representation it is of 92.08%. These experiments are conducted using the test set, i.e., those
data instances that are kept out of the evolutionary process. Therefore, it is possible to conclude
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Figure 3.10: Topology of the best performing AE found by evolution. The numbers in each layer
indicate the number of neurons.

that the evolved compression functions generalise, because they perform well when used by
different classifiers, and consistently provide better results than when using the raw data.

We conduct a statistical study to check whether or not the different representations (original
vs. compressed) have statistically significant differences. To check if the samples follow a Normal
Distribution, we use the Kolmogorov-Smirnov and Shapiro-Wilk tests with a significance level
α = 0.05. The tests reveal that the data does not follow a normal distribution and, as such, a
non-parametric test (Mann-Whitney U, α = 0.05) is used to perform the pairwise comparison
of the approaches (with Bonferroni correction). The p-value and the effect size are presented in
Table 3.12. The effect size is represented using a graphical overview where +, ++ and + + +
correspond, respectively, to low (0.1 ≤ r < 0.3), medium (0.3 ≤ r < 0.5), and large (r ≥ 0.5)
effect sizes. The statistical tests show that the results reported when using the compressed data
representation are consistently statistically superior to those reported by the use of the raw data.
Except for the decision tree classifier, the statistical difference is in favour of the compressed data
representation for all classifiers. Moreover, the effect size is strong in all pairwise comparisons.

In addition to analysing the accuracy of the MLPs in the classification of the low dimen-
sionality compressed data from the best-found AEs, we examine the training times too. The
main conclusion is that the time required to train a classification model using the compressed
data is far lower than when using the raw data. For example, when training a MLP on the raw
data, we need, on average, 25.7s; with the compressed data only 12.2s are necessary to train the
classifier (2.1× faster). The results are even more striking when training with the k-NN: there
is a speedup of 400 (from 561s to just 1.4s, on average). Nonetheless, this is an expected result
as the average size of the chokepoint is roughly 17, i.e., we map the original raw data with a
dimensionality of 784 to just 17 (dimensionality reduction of approximately 99.98%).

The above results show that it is possible to evolve asymmetric AEs capable of reducing the
data dimensionality, with high compression rates. Further, the compression of the original data
does not generate a decrease in the quality of the classification results. Instead, it is demonstrated
that, when using the low dimensionality data, the results are statistically superior in the vast
majority of the tested classifiers. The reduction of the input dimensionality also leads to a
significant decrease in the training time of the tested classification models.
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Table 3.12: Performance of multiple classifiers using the raw and compressed data representa-
tions. The statistical analysis reports the p-value and the effect size, where +, ++ and + + +
correspond to low, medium, and large effect sizes, respectively.

MLP Decision Tree Random Forest Naive Bayes SVM KNN

Accuracy (%) Raw Data 95.81 67.14 63.11 55.58 94.45 97.05
Compressed Data 98.30 61.77 97.70 98.07 98.33 98.28

p-value 0.00 0.00 0.00 0.00 0.00 0.00
Effect Size +++ +++ +++ +++ +++ +++

3.3.3 Overview
The increasing dimensionality of the datasets makes the application of approaches to reduce
their dimensionality necessary, so that it is possible to process the data and extract knowledge
from it in an acceptable amount of time. To achieve this, we seek to automate the process
of discovering effective functions for compressing the raw data. More precisely, we apply an
evolutionary approach to the optimisation of the structure of deep AEs. The AEs are trained
in an unsupervised fashion, where the goal is to reconstruct the mean image of each of the
problem classes. This way, instead of learning to reconstruct the original image, the goal is to
learn a compressed representation of the features that encode each of the classes. To evaluate
the performance of the AEs, we consider multiple aspects: (i) the accuracy of a classifier on the
compressed data representation; (ii) the size of the compressed representation; and (iii) the ratio
between the number of layers in the decoder and the total number of layers.

The results demonstrate that the approach can discover AEs that successfully reduce the
original dimensionality of the problem, leading in the MNIST dataset to representations that
have, on average, a size of 17, which is much lower than the original 784. Additionally, the
evolved low dimensionality representations generalise: they do not only perform well when the
classification is done by the MLP structure that assesses the quality of the compression during
evolution, but good results are also reported using other classifiers.

The most important conclusion is that the classification performance considering the com-
pressed representation is almost always statistically superior to when using the original data. The
time needed for training the classifiers on the compressed representations is also considerably
lower than when using the raw data.

3.4 Evolution of Weight Policies
The previous section tackled a very limited optimisation of a potentially deep network, where
only the number of neurons in each layer was tuned. Because we were dealing with a simple
problem, the training of the networks was considerably fast. However, the total number of
neurons and connections makes the direct evolution of the weights unfeasible, and thus the AEs
were trained using the Adam optimiser. In the current section, we do the opposite: the topology
of the network is given, and we optimise the learning policy. There are many approaches to that
end: evolve the learning algorithm parameters, the actual learning rules, or directly tune the
weights and bias values of the networks. The approach adopted in this section is based on the
premise that the network’s weights follow some pattern that can be learned. Assuming that this
pattern exists, it may be easier to evolve a function that outputs the weights of the connections
between nodes than evolving the weights directly.

HyperNEAT [231] is based on the use of NEAT [232] to evolve CPPNs, which are structurally
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Figure 3.11: Overview of the evolution of weight policies with focus on the interaction between
the CPPFs and the substrate.

similar to ANNs, and are used as a means to encode the weights of a network. In this context,
CPPNs are a function that, given the position of two neurons, outputs the synaptic weight of the
connection between the two given neurons. As such, and since a CPPN can be seen as a function
mapping the coordinates of a pair of nodes into a weight, instead of evolving CPPNs one can use
conventional EC techniques, such as GP, to evolve functions to the same task. Such functions are
known as CPPFs [38]. Since, in essence, CPPNs are CPPFs that use the representation adopted
by NEAT, from here on we will refer to both as CPPFs except when it is necessary to make a
distinction. Thus, a CPPF evolved by NEAT is a CPPN.

In the current section, we apply different methods to the optimisation of CPPFs. More
precisely, we optimise CPPFs using NEAT, GP, GE, and DSGE. We test these approaches in
a visual discrimination and a line following task. Section 3.4.1 describes CPPFs and the used
optimisation methods; Section 3.4.2 analyses the comparative performance of the considered
methods; and Section 3.4.3 summarises the conclusions.

3.4.1 Generation of CPPFs
The main goal of the current section is to compare the performance of different approaches in
the evolution of CPPFs for the training of ANNs. Figure 3.11 depicts the interaction between
evolution, the generated CPPFs, and the substrate, which is the network that is being trained
to solve a specific problem. Four different approaches are going to be tested in the evolution of
CPPFs: NEAT, GP, GE, and DSGE, which are briefly described in Sections 2.4, 2.3, 2.3.2, and
2.3.3, respectively. CPPFs are functions of 4 inputs: x1, y1, x2, y2, which similarly to CPPNs
are the positions of the neurons in the substrate, and one output, z, which is interpreted as the
weight of the connection between neuron (x1, y1) and neuron (x2, y2). More specifically, the
substrate is the ANN that is used to solve the problem that is being tested. It works as a grid
of neurons, with a number of inputs and outputs that vary according to the problem that it
must solve. To know the connections between the neurons in the substrate, we query the evolved
CPPF; an output value above a defined threshold means that there is a connection between those
neurons and that the synaptic weight is the value returned by the CPPF.
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3.4.2 Experiments
We conduct experiments with the four evolutionary methodologies described above: NEAT,
GP, GE, and DSGE. The objective of the experiments is the evolution of CPPFs for the train-
ing of neural controllers for solving specific tasks, which are described next, in Section 3.4.2.1.
Section 3.4.2.2 details the experimental setup. Section 3.4.2.3 analyses and discusses the exper-
imental results.

3.4.2.1 Description of the Problems

The experiments described in this section are conducted in two different environments: (i) a
visual discrimination; and (ii) a line following tasks. Each environment is tested with two different
setups that vary in complexity. In the upcoming sub-sections, we briefly describe the problems
and the structure of the substrates that are used to solve them.

Visual Discrimination

The objective of this visual computation task is to distinguish two different objects: (i) a target;
from (ii) a distractor, independently of their position in the field. We test the evolution of CPPFs
for two different setups. The two setups have the same input dimensions: an 11× 11 image, but
where the targets and distractors differ. In the big-little setup, the target is a 3× 3 square, and
the distractor is a 1× 1 square:

targetsquare =

1 1 1
1 1 1
1 1 1

, distractorsquare =
[
1
]
.

To complexify the task we then conduct experiments with a triangular target and distractor,
which have the same dimensions, but are mirrored (triup-down setup):

targettriangle =

1 0 0
1 1 0
1 1 1

, distractortriangle =

1 1 1
0 1 1
0 0 1

.
The identification of the target shape is performed by a neural controller, which is trained using
a CPPF. To identify the shape, the trained network generates the highest activation at the center
of the target shape. Therefore, the goal of evolution is to minimise the distance between the
response provided by the network and the target’s center (underlined 1 in the target’s matrices).
To further complexify the problem, as in [38], the positions of the distractor are set at random.
This makes the fitness function non-deterministic, as two consecutive evaluations can lead to
different fitness values.

For this task, the CPPFs receive 6 inputs: additionally to the usual coordinates of the nodes
x1, y1, x2, y2, there are also two delta values x1 − x2, and y1 − y2. The substrate consists of a
sandwich network [231], i.e., the input layer is directly connected to the output layer, and both
have the same size (in this case 121 neurons, one for each pixel of the image).

Line Following

In the line following task, the goal is to evolve the controllers of an agent so that it can efficiently
navigate a road, i.e., follow a line with the maximum speed. The map is made of regions
with different friction rates, and thus the agent should strive to steer in those with the lowest
resistance. Two setups are tested: in the first one, all regions except the road have the same
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Figure 3.12: Line following task. On the left, the road that the agent must follow. On the right,
the same road path with different friction areas.

friction rate (Figure 3.12, left). On the other setup, there are regions of different friction (marked
as the darker stripes on the right side of Figure 3.12). The regions outside the road have friction
that is 5 times higher than on the road.

The agent is a robot with two wheels and 5 sensors, each with a “vision” range of 3. The
sensors are placed to the front of the agent and provide a read of the characteristics of the field
within range. As such, the substrate is a feedforward network with 15 inputs (which are feed
with the sensors data), a hidden-layer, and 2 outputs (that control each of the wheels).

The evolved CPPFs receive the standard 4 inputs but have 3 outputs, each responsible for
encoding a function that represents the weights of a specific part of the substrate: input to out-
put, hidden-connections, and output layer bias. When evolving the CPPNs, there is no problem
in having three different functions, each represented by a different output neuron. However, to
accomplish the same with CPPFs, authors typically evolve three different functions simultane-
ously (as in [38]). Instead, we decided to change the constants to vectors of size 3, where each
of the values in the vector is to be used by each of the outputs. Consequently, the input instead
of x1, y1, x2, y2 is also a vector, where x1 is [x1, x1, x1], and the same for the remaining inputs.

3.4.2.2 Experimental Setup

To conduct experiments with the above benchmarks we adapt the vanilla implementations of
each of the evolutionary engines. These are easily found in public repositories2. Table 3.13
details the parameterisation of the different algorithms. For the two benchmarks and respective
setups the parameters are the same, except for the number of generations of each run, which is
250 for the visual discrimination task setups, and 100 in the line following. The codon_size in
the GE parameters is the total number of integers used in each genotype, i.e., on average there
is a mutation per individual.

For the grammar-based approaches (GE and DSGE), we use Grammar 3.3. This grammar is
capable of generating CPPFs that encode the weights for the substrate based on multiple inputs.
For the visual discrimination task x1, y1, x2, y2, d1, and d2: the first 4 inputs are the positions
of the neurons in the substrate and the last are the deltas, x1 − x2 and y1 − y2, respectively. In
the line following task the deltas are not considered.

When evolving CPPFs with tree or grammar-based GP, we consider a simple function set:
sin, addition, subtraction, multiplication, and division. The terminals are the ones used in

2NEAT – https://github.com/noio/peas [28]; GP – https://github.com/DEAP/deap [70]; GE – https://
github.com/jmmcd/ponyge; and DSGE – https://github.com/nunolourenco/dsge

https://github.com/noio/peas
https://github.com/DEAP/deap
https://github.com/jmmcd/ponyge
https://github.com/jmmcd/ponyge
https://github.com/nunolourenco/dsge
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Table 3.13: Experimental parameters for the experiments on the evolution of CPPFs.

Parameter Value
Number of runs 30

Number of generations 250 / 100
Population size 100

Elite size 1%
Tournament size 3

NEAT Parameter Value
Weight range (-3, 3)

Minimum weight 0.3
Add node probability 0.03

Add connection probability 0.1
Mutate weight probability 0.8
Reset weight probability 0.1

Reenable connection probability 0.01
Disable connection probability 0.01

Mutate bias probability 0.2
Mutate node type probability 0.2

Std weight mutation 0.2
Std bias mutation 0.5

GP Parameter Value
Crossover probability 0.9
Mutation probability 0.1
Maximum tree-depth 17

GE Parameter Value
Codon size 127
Wrapping 2

Crossover probability 0.9
Mutation probability 0.05

DSGE Parameter Value
Crossover probability 0.9
Mutation probability 1/codon_size
Maximum recursion 17

Grammar 3.3, i.e., the inputs of the CPPF, and a float value that may range between -3 to 3. In
NEAT, the nodes of the network can use the following activation functions: sin, bound, linear,
Gaussian, sigmoid, and absolute value.

3.4.2.3 Experimental Analysis

For each experiment, we conduct 30 independent evolutionary runs so that we can understand
the behaviour of the methods in each of the tested problems and setups. We analyse fitness
evolution, convergence speed, and complexity of the evolved functions. In addition, statistical
tests are performed to assess if any of the approaches is statistically superior to the others.

Visual Discrimination

In the visual discrimination task, the goal is to reduce the distance to the center of the target
shape, and consequently, fitness is to be minimised. Although there is elitism, recall that the
fitness function is not deterministic, and thus the quality of the same individual evaluated mul-
tiple times can vary. Figure 3.13 depicts, for both setups, the evolution of the fitness across
generations. The results are averages of the 30 evolutionary runs. These charts show that with
any of the evolutionary engines evolution is promoted, and there is convergence. The difference
in the complexity of the setups is noticeable by the analysis of the differences in the fitness
scales: in both setups, the average fitness of the best solutions starts approximately from the
same point, but in the big-little setup it is capable of reaching much lower values than in the
triup-down setup. Having the target and distractor shapes with the same size, but mirrored,
makes the problem too challenging for an appropriate network to be found in the given number
of generations.

Nonetheless, for both setups, in terms of fitness, the results reported by NEAT and GP are
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<expr> ::=<expr><op><expr> (1)
|<var> (2)
|<preop> (<expr>) (3)

<var> ::=x1 | y1 |x2 | y2 (4)
| d1 | d2 (5)
|<float> (6)

<preop> ::= + | − | ∗ | / (7)
<preop> ::= sin | − (8)
<float> ::= −<first>.<number><number> (9)

|<first>.<number><number> (10)
<first> ::= 0 | 1 | 2 (11)

<number> ::= 0 | 1 | 2 | 3 | 4 (12)
| 5 | 6 | 7 | 8 | 9 (13)

Grammar 3.3: Grammar used for evolving CPPFs with GE and DSGE. For the line following
task in the <var> rule the terminal symbols d1 and d2 are removed from the grammar, and the
last expansion possibility of <var> is replaced by [<float>,<float>,<float>].

superior to those of the grammar-based methods. To better analyse the quality of the generated
solutions, we use box plots focusing on the distribution of the quality of the best individuals
from each evolutionary run on the last generation (see Figure 3.14). The box plots show that
for the current problem GE underperforms when compared to the remaining approaches. In
the big-little setup, the NEAT and GP have a close median, with GP having a slightly superior
dispersion; vice-versa for the triup-down setup, i.e., NEAT and GP have approximately the same
median, but the dispersion is lower in GP. GP has more outliers, but these are a good indicator
as they stand for better-performing solutions. DSGE in the big-little setup is worse than NEAT
or GP, and in the triup-down setup has similar performance, but larger dispersion.

Focusing on the generated solutions, for the big-little setup, NEAT, GP, GE, and DSGE
generate perfect solutions in 5, 8, 3, and 0 out of the 30 runs, respectively. So, despite GP
having a slightly higher median and dispersion of the fitness values, it is the approach that most
often finds solutions that are always able to identify the target shape. In the triup-down setup,
no approach is capable of finding a perfect solution.

For all the above, we focus the analysis of the complexity of the approaches that are most
competitive in both setups: NEAT and GP. On average, in the big-little setup, in the last
population the candidate solutions of NEAT use 19.54 functions, while in GP 122.44 are used.
On the triup-down setup, NEAT evolves structures that use 21.86 functions, and GP structures
that use 132.74 functions. Although the differences seem big, we need to consider that in NEAT
we are evolving CPPNs, and in GP we are evolving CPPFs. Thus, in NEAT, it is much easier
to re-use the same function multiple times than in GP.

To better understand if any of the approaches is superior to the others, we conduct a statistical
study. To check if the samples follow a Normal Distribution, we use the Kolmogorov-Smirnov and
Shapiro-Wilk tests, with a significance level of α = 0.05. The tests revealed that the data does
not follow any distribution and, as such, a non-parametric test (Mann-Whitney U, α = 0.05) will
be used to perform the pairwise comparison of the approaches. Because we are comparing four
methods we have to use Bonferroni correction, and thus α ≈ 0.008. Table 3.14 uses a graphical
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Figure 3.13: Evolution of the best individuals across generations in the visual discrimination task
for the big-little (left) and triup-down (right) setups. Results are averages of 30 independent runs.
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Figure 3.14: Analysis of the fitness of the best solutions of the visual discrimination task using
box plots. On the left the big-little setup, and on the right the triup-down.

overview to present the results of the statistical analysis: ∼ indicates no statistical difference,
and + signals that the approach in the row is statistically better than the one in the column.
The effect size is denoted by the number of + signals, where +, ++ and + + + correspond
respectively to low (0.1 ≤ r < 0.3), medium (0.3 ≤ r < 0.5) and large (r ≥ 0.5) effect sizes.
The statistical results show that it is not possible to point out a single approach as the best
one. There is no difference between NEAT and GP. GE is outperformed by NEAT and GP, and
DSGE is outperformed in the big-little setup by NEAT and GP.

Figure 3.15 presents examples of one of the best solutions (for each setup) regarding the
activations that are generated for the identification of the target shapes: darker colours mean
higher activation values. As perceptible, in the big-little setup, the target shape is correctly
identified; in the triup-down, the trained network fails to identify the target shape and is activated
by parts of the target and distractor shapes.



3.4. EVOLUTION OF WEIGHT POLICIES 77

Table 3.14: Graphical overview of the statistical results of the visual discrimination experiments
with effect sizes for the big-little (left) and triup-down (right) setups.

NEAT GP GE DSGE
NEAT ∼ +++ +++
GP ∼ +++ ++
GE ∼ ∼ ∼

DSGE ∼ ∼ ∼

NEAT GP GE DSGE
NEAT ∼ +++ ∼
GP ∼ +++ ∼
GE ∼ ∼ ∼

DSGE ∼ ∼ ++

Big-Little Triup-Down

Figure 3.15: The left and right figures represent the activations generated by one of the best
solutions (discovered using GP), for each of the setups: big-little and triup-down, respectively.

Line Following

The goal in the line following is to maximise the average speed of a robot in a road navigation
task, i.e., maximise the distance travelled in a fixed amount of time. As previously, we start by
analysing the evolution of the fitness across generations (see Figure 3.16). GE is the approach
that takes the largest number of generations to converge, reaching the lowest results. On the
other hand, NEAT, GP, and DSGE continue being the methods that generate the best solutions,
with GP performing slightly better than the other two in the easy and hard setups. The box
plots allow stronger conclusions than before (see Figure 3.17). While in the visual discrimination
task NEAT or GP were not superior in the two setups, in the line following task it is perceptible
that GP performs better than the remaining approaches in the easy and hard setups, i.e., despite
having a few outliers GP has a median that is higher than those of the remaining approaches,
and the interquartile range is smaller, meaning that the results are more consistent.

Like in the previous task, we analyse the complexity of the two most competitive approaches.
On the easy setup, the average number of nodes of the CPPFs evolved by NEAT is 18.71, and
by GP is 90.39. In the hard setup, the average number of nodes of the CPPFs evolved by NEAT
is 18.36, and by GP is 99.69. There are two possibilities for this increase in complexity. On the
one hand, more complex functions are required to effectively solve the hard setup. On the other
hand, the high number of nodes in GP can be a consequence of bloat.

To better assess whether or not any of the methods is superior to the others, we perform
statistical analysis, with the same conditions as before. The results are reported in Table 3.15,
using the same graphical representation of the statistical analysis of the visual discrimination
task. A perusal of the results shows that GP outperforms the other approaches in the easy
and hard setups; NEAT outperforms the grammar-based approaches in the hard setup; DSGE
outperforms GE; and GE is outperformed by all other approaches.

An example of the best models navigating in each of the setups is depicted in Figure 3.18.
The purple line marks the path followed by the robot. In the easy setup, it is clear that the
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Figure 3.16: Evolution of the best individuals across generations in the line following task for
the easy (left) and hard (right) setups. Results are averages of 30 independent runs.
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Figure 3.17: Analysis of the fitness of the best solutions of the line following task using box plots.
On the left the easy setup, and on the right the hard.

robot is capable of travelling through the road without difficulty, never leaving the road. The
same cannot be stated for the hard setup, where the regions of different friction make learning
more challenging to the point that none of the evolved models can complete an entire lap in the
given execution time. The vast majority of the best individuals depict the behaviour presented
in the example, i.e., they leave the marked path and are unable to get back on track

Discussion

Summing up, we conclude that in the visual discrimination task no approach is superior to all
the remaining ones. The analysis of the results, in both the evolution and box plots, shows
that GP and NEAT have a similar performance. The statistical tests also confirm that there
are no meaningful differences between these two approaches. Nevertheless, GP discovers perfect
solutions most often. In the line following task, GP outperforms the remaining approaches.

The performance of the grammar-based approaches is fairly worse than the performance of
the other methods. The reason for that can be explained by the way used to create the float
constants, which makes the search space larger. While in NEAT and GP the floats are just one
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Table 3.15: Graphical overview of the statistical results of the line following experiments with
effect sizes for the easy (left) and hard (right) setups.

NEAT GP GE DSGE
NEAT ∼ +++ ∼
GP +++ +++ ++
GE ∼ ∼ ∼

DSGE +++ ∼ +++

NEAT GP GE DSGE
NEAT ∼ +++ +++
GP +++ +++ +++
GE ∼ ∼ ∼

DSGE ∼ ∼ +++

Easy Hard

Figure 3.18: The left and right figures represent an example of one of the best solutions (found
using GP) for the easy and hard setups, respectively.

terminal, in the grammar-based methods there is the need to associate an expansion possibility
to each of the integers of the floats (which have a fixed precision). Nonetheless, it is still possible
to state that DSGE performs better than GE.

Regarding the number of functions used by the methods that perform best, NEAT evolves
structures that use fewer functions than the ones generated by GP. We are well aware that
comparing their complexity in terms of the number of used functions might not be entirely fair.
In NEAT, the functions correspond to activation functions of a neuron in the evolved ANN,
and the same neuron can be used multiple times. On the other hand, in GP, the tree-structure
makes the re-use of the non-terminals hard, leading to a consequent increase in the number
of used functions. As such, even though the number of used functions is different, it is our
perception that the generated solutions are of similar complexity.

Based on the experiments conducted, it is possible to state that GP has an overall better per-
formance than NEAT, and it does so using a simpler function set. Another point that makes GP
preferable for evolving CPPFs is that it requires far less parameterisation, without compromising
the end results.

3.4.3 Overview
Whereas in the previous sections we addressed the evolution of the topology and weights of
small-scale networks, and the evolution of the topology of AEs, in the current section we address
the optimisation of weight policies. In particular, we compare different evolutionary methods
for the generation of CPPFs. Our research hypothesis is that it is possible to replace NEAT in
HyperNEAT by a simpler method, that requires far less parameters, without compromising the
overall quality of the obtained results. To validate our hypothesis, we apply NEAT, GP, GE, and
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DSGE to the evolution of CPPFs in two benchmarks commonly used in HyperNEAT experiments:
visual discrimination and line following, each having two setups, that vary in complexity.

The experimental results, supported by statistical analysis, confirm our research hypothesis,
i.e., they show that using tree-based GP it is possible to evolve effective CPPFs that, for the
considered tasks, outperform the CPPFs discovered by the other methods, including NEAT.
This result is somewhat surprising, especially taking into consideration that we used a vanilla
implementation of GP and resorted to a basic and generic function set. As such, we consider
that the results pave the way for applying GP approaches to the evolution of CPPFs, creating
opportunities for the application of more sophisticated GP approaches to this type of tasks.

3.5 Summary
The current chapter addressed a set of preliminary experiments that have been conducted to
understand the performance of grammar-based NE approaches. This type of approach has the
main advantage that is easy to set because the only parameter that needs to be adapted to deal
with different domains and/or network topologies is the input CFG. In addition, the grammar
is defined in a text human-readable format, and thus easy to define by non-expert users. The
first experiment (Section 3.1) compared the performance of SGE and GE on the optimisation
of one-hidden-layered feed-forward ANNs for the classification of the flame, WDBC, ionosphere
and sonar datasets. The results demonstrate the superior performance of SGE compared to
previous grammar-based approaches. Further, the ANNs generated by SGE are compared to
hand-designed networks, and the results show that the models generated by evolution when fine-
tuned with BP (considering the evolved weights) are better than the hand-designed ANNs and
better than when considering only the evolved topologies (with the weights set at random), i.e.,
there is an advantage in simultaneously evolving the network’s topology and weights.

The main drawback of the application of grammar-based approaches to the evolution of
dynamic structures (such as ANNs) is that it is hard to keep track of the topology that the
successive expansions are creating. To mitigate the previous limitation we introduce DSGE and
dynamic production rules (Section 3.2). DSGE proposes a novel genotypic scheme that avoids
the SGE step of pre-processing the grammar to define the maximum recursion levels. Instead,
in DSGE the genotype grows as needed and only encoding genes are stored. A first set of
experiments in the evolution of one-hidden-layered ANNs shows that DSGE outperforms SGE
and GE in the classification of the flame, WDBC, ionosphere, and sonar datasets. However,
DSGE alone does not enable the automatic optimisation of multi-layered ANNs. The genotype
can grow continuously, but that is not enough to encode the structure of the network so that the
neurons of a hidden-layer can be re-used by the neurons in later layers. Dynamic production rules
are sets of indexable production rules, which are created in run-time, and together with DSGE,
allow the search for multi-layered networks. The results of the experiments show that DSGE,
combined with dynamic production rules, can generate multi-layered ANNs. The networks that
have more than one hidden-layer tend to provide better results than those that only have one
hidden-layer.

The multi-layered networks evolved resorting to DSGE and dynamic production rules, despite
a step towards the automatic evolution of DANNs are still relatively shallow. The search space
allows up to 8 layers, with a maximum of 32 neurons per layer. However, the number of neurons
of the best-found solutions have approximately 6 neurons. To seek the potential of NE to evolve
deep networks, and simultaneously investigate the evolution of a different type of network, we
address the evolution of AEs for data compression (Section 3.3). The performance of the AEs
is not measured as their ability to reconstruct the input signal, but rather as their capability to
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generate a compressed representation space that enables the input data to be correctly classified,
i.e., the goal is to discover an accurate compression of the input, with features that can be used
to classify the dataset. We test the approach with the MNIST dataset, and the results show
that with a compression degree of 99.98% we can classify the MNIST dataset with an average
accuracy of 92.08%. The average accuracy when using the raw data is of 78.86%.

The evolution of AEs is a step towards the evolution of deep networks, where we base the
evolution on layers instead of neurons (i.e., the base unit of evolution is the layer). The problem
is that the approach is over-simplistic and only considers a sequence of layers where the target
of evolution is the number of neurons in each of the layers. It is easy to include, for example, the
activation functions, but to include different layer types we require changes to the approach. On
the other hand, it only targets the evolution of the topology and disregards the learning policy,
which is kept fixed throughout evolution. In a different direction, we investigate the evolution of
the learning strategy (with the topology of the network kept fixed). In Section 3.4, we compare
for the visual discrimination and line following problems the performance of NEAT, GP, GE,
and DSGE in the evolution of CPPFs: functions that, given two neuron positions (indexed in a
grid), return their synaptic weight. The results show that the performance of NEAT and GP is
above that of the grammar-based approaches. The grammar-based approaches are not adequate
for the evolution of real values due to the need for multiple expansion rules.

The results of the experiments conducted in this chapter pave the way for the remainder of
the Thesis. We have concluded that grammar-based approaches are well-suited for evolving the
topology of ANNs. However, they are not the most adequate approach to the tuning of real
values (despite working on considerably shallow networks). Their main advantage lies in the
ease with which a non-expert user can change the grammar and adapt the method to deal with
another problem. On a different line of research, we have confirmed that AEs are an effective
tool to compress data, and as such, they can be of extreme importance when trying to develop
large systems of ANNs to deal with multiple tasks simultaneously. These experiments are of
importance to the proposal of a grammar-based representation that is capable of automatically
generating deep networks. This representation scheme, called DENSER, is introduced and thor-
oughly discussed in the upcoming chapters, and incorporates the conclusions of the experiments
conducted in the current chapter.
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Chapter 4

Deep Evolutionary Network
Structured Representation

DENSER is a novel NE general-purpose representation for the evolution of ANNs: it facilitates
the automatic generation of ANNs of different types and/or to different problems. The approach
draws inspiration in the experiments performed in Chapter 3, and seeks to extend them to
the evolution of DANNs. The representation is based on DSGE, but the real-values are encoded
directly rather than based on the expansion of multiple derivation rules. To enable the generation
of deep models the evolutionary unit is the layer. All network parameters (e.g., layer types, layer
parameters, learning strategy) can be optimised, and to this end we only have to adapt the
grammar that defines the search space.

Section 4.1 describes the representation scheme of DENSER. Section 4.2 reports the results
of the evolution of CNNs for CIFAR-10, and the analysis of the generalisation, robustness, and
scalability of the best-evolved networks. The results show the ability of DENSER to search for
effective DANNs that achieve an accuracy of 95.22% on CIFAR-10, and that without further
evolution get an accuracy of 78.75% on the classification of CIFAR-100. To the best of our
knowledge, this is the first grammar-based NE method to enable the generation of DANNs.
Section 4.3 points out the limitations of DENSER. Section 4.4 summarises the conclusions.

4.1 Representation
From a technical point-of-view, DENSER combines components of GA and DSGE to enable the
evolution of DANNs. This is similar to the rationale of GEGA but, while in GEGA [4], GE is
used to optimise the neurons and the GA to optimise the weights, the motivation in DENSER
is different. In DENSER both the GA and DSGE components encode the evolutionary units.
However, whereas the GA component stores an ordered sequence of the evolutionary units that
compose the search space of the networks, the DSGE portion facilitates the optimisation of
the parameters of each of the evolutionary units. Therefore, in the context of DENSER the
evolutionary units stand for all the components that require optimisation (and that we want to
optimise), e.g., layers, learning policies or data augmentation strategies.

Furthermore, the results obtained in Section 3.4 raise the question that DSGE (as other GGP
methods) underperform on the optimisation of real-values. For this reason, we adapt DSGE to
facilitate the encoding of real values: instead of encoding the real values as the outcome of
the application of several production rules adapted to generate integers/floats, we encode them

83
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<features> ::=<convolution> (1)
|<pooling> (2)

<convolution> ::= layer:conv [num-filters,int,1,32,256] [filter-shape,int,1,1,5] (3)
[stride,int,1,1,3]<pad><activation><bias> (4)
<batch-norm><merge-input> (5)

<batch-norm> ::=batch-normalisation:True (6)
| batch-normalisation:False (7)

<merge-input> ::=merge-input:True (8)
|merge-input:False (9)

<pooling> ::=<pool-type> [kernel-size,int,1,2,5][stride,int,1,1,3]<pad> (10)
<pool-type> ::= layer:pool-avg (11)

| layer:pool-max (12)
<pad> ::=padding:same (13)

| padding:valid (14)
<classification> ::=<fully-connected> (15)

<fully-connected> ::= layer:fc<activation> [num-units,int,1,128,2048]<bias> (16)
<activation> ::= act:linear (17)

| act:relu (18)
| act:sigmoid (19)

<bias> ::=bias:True (20)
| bias:False (21)

<softmax> ::= layer:fc act:softmax num-units:10 bias:True (22)
<learning> ::= learning:gradient-descent lr:0.01 momentum:0.9 batch-size:125 (23)

Grammar 4.1: Example grammar for the encoding of CNNs.

directly, and apply standard genetic operators. In addition, the real-values are stored similarly to
the expansion rules, and in the decoding procedure, they are used sequentially, without repetition.

The GA and DSGE parts of the representation are mapped into the outer and inner levels
of the genotype, which are detailed in Section 4.1.1. The developed genetic operators, and
evaluation procedure are described in Sections 4.1.2 and 4.1.3, respectively.

4.1.1 Encoding Scheme
Each individual encodes a single DANN through an ordered sequence of evolutionary units and
the associated parameters. The representation facilitates the encoding of: (i) any type of layers
and their respective parameters; (ii) the learning algorithm and parameters; (iii) data augmen-
tation strategy and parameters; and/or (iv) any other network blocks that require tuning (e.g.,
data pre-processing). The representation of the individuals has two independent levels:

Outer Level – encodes the macrostructure of the ANNs, and represents the sequence of evolu-
tionary units that form the network. Each unit in the sequence later serves as the starting
non-terminal symbol for the expansion of the inner level genotype. This representation
level requires the definition of the valid structure of the genotype, i.e., the goal of evolu-
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tion: layers (which types of layers can be used, and in what order), learning, and data
augmentation or any other required parameterisation of the network. This structure is
important when we want to include prior knowledge into the search space (e.g., sequences
of layers that are known to work well).

Inner Level – encodes the parameters, i.e., while the outer level encodes the macrostructure
of the genotype, the inner level encodes the hyper-parameters required by the evolutionary
units on the outer level. The parameters are codified in a CFG, and are represented as
ranges, or closed sets of values. The symbols in the outer level must match one and only
one of the production-rules of the inner levels’ grammar. To encode real parameters, we
use a 5-tuple with the following format: variable name, variable type (i.e., float or int),
number of values to generate, minimum and maximum range.

An example of an outer and inner level is now provided. For example, CNNs are usually com-
posed of convolution and/or pooling layers (responsible for feature learning), and fully-connected
layers (that perform classification based on the learned representation). A possible outer level
structure for the evolution of CNNs is: [(features, 1, 10), (classification, 1, 2), (softmax, 1, 1),
(learning, 1, 1)]. The first parameter of each tuple stands for the evolutionary unit type (must
match a grammatical non-terminal symbol), and the numbers represent the minimum and the
maximum number of evolutionary units of that type, respectively. The previous structure is
based in Grammar 4.1 and is able to encode CNNs with a minimum of 3 and a maximum of 14
layers: from 1 to 10 convolution and pooling (features) layers, followed by 1 or 2 fully-connected
(classification) layers, and one softmax layer. The learning rule is for encoding the learning
algorithm and its parameters. Looking at the grammar, we get the inner level structure. It is
now clear that the features of the outer level rule are either a convolution or a pooling layer
(first two lines of Grammar 4.1). The pooling layer has 4 parameters: pool type, kernel size,
stride, and padding (line 10). The pool type and padding have closed values (e.g., the pool type
is average or maximum) (lines 11 and 12), and the remaining parameters are real-valued. The
same rationale can be applied to the remaining of the outer level structure. From the example
outer level structure, it may seem that the definition of this input biases the generated networks
towards structures we a-priori know to work well. However, we can enable a completely unre-
stricted search using the following outer-level structure: [(layer, 1, 100)], that defines that the
network has between 1 and 100 layers; then, at the grammar, the layer non-terminal symbol can
map to all existing layer types.

Figure 4.1 depicts an example of the genotype of an individual, based in Grammar 4.1 and in
the outer level structure provided above. The figure depicts the complete genotype of the follow-
ing phenotype: layer:conv num-filters:64 filter-shape:3 stride:2 padding:valid act:relu bias:True
batch-normalisation:False merge-input:True layer:pool-max kernel-size:4 stride:2 padding:same
layer:fc act:sigmoid num-units 256 bias:True layer:fc act:softmax num-units:10 bias:True learn-
ing: gradient-descent lr:0.01 momentum:0.9 batch-size:125. To decode the genotype, the outer
level of each individual is traversed linearly. For each position of the outer level, we decode the
corresponding inner level (see Section 3.2.1.2), with the difference that the real-values are en-
coded directly, and thus read sequentially without reusing. A step-by-step of the decoding of the
first position of the outer level is provided next. The starting symbol is the non-terminal symbol
<features> and, for its expansion, we select the first possibility because the inner level for the
<features> non-terminal encodes for the DSGE genotype the integer 0, and thus <features> is
mapped into layer:conv [num-filters,int,1,32,256] [filter-shape,int,1,1,5] [stride,int,1,1,3] <pad>
<activation> <bias> <batch-norm> <merge-input>. The next non-terminal symbol left for
expansion is the block [num-filters,int,1,32,256], which is decoded based on the <features> inner
level, where we read that the num-filters integer is to be mapped to 64, and thus our phenotype
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<features> <features> <classification> <softmax> <learning>

[{DSGE: 0, 
 {num-filters: 64,
  stride: 2,
  filter-shape:3}]
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  {}]
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[{DSGE: 0, 
  {}]
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Figure 4.1: Example of the genotype of a CNN encoded by DENSER. Only the genes required
in the genotype to phenotype mapping are encoded.

becomes layer:conv num-filters:64 [filter-shape,int,1,1,5] [stride,int,1,1,3] <pad> <activation>
<bias> <batch-norm> <merge-input>. This process is repeated until we are left with no ter-
minal blocks or non-terminals left for expansion. At this point, we move to the following position
of the outer level genotype, until all the outer level positions have been traversed.

The initial population is generated at random, i.e., we generate a number of evolutionary
units within the allowed range (respecting the defined outer level structure). Then, for each
evolutionary unit, we set their parameters stochastically.

The novelty of DENSER relies in the combination of the two genotypic levels. Without
the outer level, it would be impossible to encapsulate the genetic material, which facilitates
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the application of the genetic operators and thus eases evolution. Without the inner level,
it would be unfeasible to make DENSER a general-purpose representation: we only need to
adapt the grammar to apply DENSER to the evolution of different network types, pertaining
different layers, or to solve different tasks. Further, The grammar-based representation eases the
incorporation of domain-specific knowledge. The grammar is defined in a human-readable text
format, and therefore changing it does not require domain expertise.

4.1.2 Genetic Operators
To promote the evolution of the candidate solutions, we rely on crossover and mutation operators
specifically designed to manipulate ANNs represented with DENSER. These operators act on
the two levels of the genotype.

4.1.2.1 Crossover

One of the advantages of having two genotypic levels is that the outer level encodes each evolu-
tionary unit (layer, learning, data augmentation, or other) separately. Since the genetic material
is encapsulated, devising efficient crossover operators is facilitated. We develop two operators,
which are probabilistically applied. In the context of DENSER, the term module refers to a set
of layers that belong to the same index of the outer level genotype structure. For instance, in the
above example, the symbol features has between 1 and 10 layers; therefore the feature’s module
is composed of between 1 and 10 layers (all those that have their derivation starting with the
same symbol features). In particular, in Figure 4.1, the feature’s module is composed by the first
three evolutionary units.

One of the crossover operators, denoted as Single Module 1-Point Crossover, exchanges layers
within the same module. To do so, we first select a given module from the two parents, and then
we apply a one-point crossover to the module, without modifying the remaining modules. Note
that the parents can have a distinct number of layers; therefore, the cutting point is randomly
generated considering the individual that has the least number of layers in the module.

The other crossover operator is loosely based on the uniform operator for binary representa-
tions, and thus we call it Uniform Module Crossover. It acts upon the modules, swapping them
between individuals. Whilst the Single Module 1-Point Crossover acts inside a given module,
the Uniform Module Crossover exchanges entire modules between individuals.

An example of the application of the two crossover operators is shown in Figure 4.2.

4.1.2.2 Mutation

We design specific operators for each of the genotypic levels. The mutations that act upon the
outer level aim at manipulating the structure (in terms of evolutionary units):

Add unit – a new evolutionary unit is generated at random, and the initial symbol for the
grammatical derivation is set to the non-terminal symbol of the module where the layer
will be placed. This operator can only be applied in modules where the maximum number
of layers has not been yet reached;

Replicate unit – similar to the previous mutation operator but, instead of generating a new
random unit, uses one that is already in the genotype and copies it into another random
valid position of the module. The copy is done by reference, meaning that if at any given
time the layer or some of its parameters are changed, the modifications are propagated to
the copies. The same occurs if any of the copies is changed.
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<F1,A>

Features Classification Softmax Learning

Features Classification Softmax Learning

Features Classification Softmax Learning

Features Classification Softmax Learning

cut-point

Features Classification Softmax Learning

Features Classification Softmax Learning

Parent A:

Parent B:

Module Crossover:

<F2,A> <C1,A> <C2,A> <S1,A> <L1,A>

<F1,B> <C1,B> <C2,B> <C3,B> <S1,B> <L1,B>

<F1,A> <F2,A> <C1,A> <C2,B> <C3,B> <S1,A> <L1,A>

<F1,B> <C1,B> <C2,A> <S1,B> <L1,B>

<F1,A> <F2,A> <C1,B> <C2,B> <C3,B> <S1,B> <L1,A>

<F1,B> <C2,A> <S1,A> <L1,B><C1,A>

cut-point

Uniform

1-Point Crossover:
Single Module

Figure 4.2: Example of the crossover operators of DENSER. The example focuses on the outer
level of the genotype. For the bit-mask crossover the mask is 1001, which is associated to the
features, classification, softmax and learning modules, respectively.

Remove unit – deletes a random unit from a given module. It is only possible to remove an
evolutionary unit when, after removal, the number of units of the module it belongs to is
still above the minimum threshold.

The previous operators act only at a macro level and thus do not change the parameters of
the layers. This is accomplished by the inner level mutations:

Grammatical mutation – as in standard DSGE, an expansion possibility is replaced by an-
other valid one;

Integer mutation – an integer block is replaced by a new one, where the integers are generated
at random, within the allowed range;

Float mutation – similar to the integer mutation, but where instead of randomly generating
new values, a Gaussian perturbation is applied.
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Table 4.1: Numerical overview of the datasets used in the experiments conducted with DENSER.

Dataset #Train #Test Input Size #Classes
MNIST [145] 60000 10000 784 10

MNIST variants 50000 12000 784 10
Fashion-MNIST [268] 60000 10000 784 10

SVHN [185] 73257 26032 3072 10
Rectangles 12000 50000 784 2

CIFAR-10 [137] 50000 10000 3072 10
CIFAR-100 [137] 50000 10000 3072 100

4.1.3 Evaluation
To evaluate each individual, i.e., each ANN, we have to perform 4 sequential steps: (i) map the
genotype to the phenotype; (ii) map the phenotype into a trainable model; (iii) train the ANN;
and finally (iv) assess the performance of the model, which will determine the fitness of the
candidate solution. To facilitate the evaluation, we use Keras [42]: an API with GPU support
that aids in the training of ANNs; Keras runs on top of TensorFlow [1]. The GPU support is
vital given the need to train every individual, and the time and computational cost associated
with it.

Independently of the dataset, to use DENSER, and in order to report unbiased results, we
need three disjoint data partitions:

Train – to train the network using the defined or evolved learning parameters;

Validation – to evaluate the performance (fitness) of the network during evolution;

Test – kept aside from the evolutionary search, and used to assess the performance of the best
models on unseen data, so we can measure the generalisation ability of the evolved networks.

4.2 Evolution of Convolutional Neural Networks
To evaluate DENSER, we conduct experiments on the automatic search of CNNs for the clas-
sification of the CIFAR-10 dataset. To assess the generalisation, robustness, and scalabil-
ity of the ANNs discovered by DENSER, we investigate the performance of the CNNs that
perform best on CIFAR-10 on a wide set of computer vision benchmarks: MNIST, Fashion-
MNIST, SVHN, Rectangles, and CIFAR-100. The benchmarks are further detailed in Sec-
tion 4.2.1. The experimental setup is described in Section 4.2.2, and the analysis of the re-
sults is carried out in Sections 4.2.3 and 4.2.4. The best-trained models have been released at
http://github.com/fillassuncao/denser-models.

4.2.1 Description of the Datasets
The CIFAR-10 [137] dataset is commonly used by state-of-the-art approaches, allowing a com-
parison between the ANNs found using DENSER and those generated by other evolutionary and
non-evolutionary approaches. Furthermore, it is a moderately complex benchmark composed of
32× 32 RGB real-world images. The dataset is large enough to allow an accurate understanding
of the time it takes to find high performing DANNs. For the above reasons, we decided to use
CIFAR-10 to evaluate the effectiveness of DENSER on automatically discovering DANNs.

http://github.com/fillassuncao/denser-models
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Figure 4.3: From top to bottom, each row depicts randomly selected instances of the MNIST,
MNIST Rotated, MNIST Background, MNIST Rotated Background, Fashion-MNIST, SVHN,
Rectangles, Rectangles Background, and CIFAR, respectively. Each instance represents one of
the classes of the dataset. The Rectangles dataset only has 2 classes, the first five belong to one
of the classes, and the last five to the other.

To test the generalisation and robustness of the best models generated by DENSER, we use
MNIST [145], which was previously used and detailed in Section 3.3. To investigate the robust-
ness of the evolved ANNs, in addition to the standard MNIST, we also test several variants1:

MNIST Rotated – the digits are rotated between 0 and 360º;

MNIST Background – instead of a clean white background, a real-world image is used as
background of the digit;

MNIST Rotated + Background – combines the previous two modifications, i.e., the digits
are rotated, and an image is used in the background.

The standard MNIST is widely used as a dataset to establish comparisons among approaches.
Nonetheless, it is known to be an easy task, where simple CNNs can achieve accuracies close to
99% [223]. For that reason, we have decided to also test on Fashion-MNIST [268] and SVHN [185].
Fashion-MNIST has the same format as MNIST (i.e., 28 × 28 grayscale images), but digits are
replaced by clothing items. SVHN has an objective similar to MNIST (i.e., identify digits between
0 and 9), but the images are from Google Street View, and thus harder to distinguish.

1For more information about the MNIST variants check https://sites.google.com/a/lisa.iro.umontreal.
ca/public_static_twiki/variations-on-the-mnist-digits (last accessed March 20, 2020).

https://sites.google.com/a/lisa.iro.umontreal.ca/public_static_twiki/variations-on-the-mnist-digits
https://sites.google.com/a/lisa.iro.umontreal.ca/public_static_twiki/variations-on-the-mnist-digits
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Table 4.2: Parameters of the experiments conducted with DENSER.

Evolutionary Engine Parameter Value
Number of runs 10

Number of generations 100
Population size 100
Crossover rate 70%
Mutation rate 30%

Tournament size 3
Elite size 1%

Dataset Parameter Value
Train set 42500 instances

Validation set 7500 instances
Test set 10000 instances

Training Parameter Value
Number of epochs 10

Loss Categorical Cross-entropy
Batch size 125

Learning rate 0.01
Momentum 0.9

Data Augmentation Parameter Value
Padding 4

Random crop 4
Horizontal flipping 50%

The scalability of the models evolved by DENSER is tested in the Rectangles [143], and
CIFAR-100 [137] datasets. In the Rectangles, the goal is to distinguish between tall and wide
rectangles placed in 28×28 images. Two setups are tested: (i) without any background image; and
(ii) with a background image (similar to MNIST Background Image). CIFAR-100 is composed
of the same images as CIFAR-10, but they are separated into 100 disjoint classes.

Table 4.1 details the numeric properties of the used datasets, namely, the number of training
and test instances, the input size, and the number of classes. As mentioned previously, the
evolutionary search for CNNs is carried out using CIFAR-10. For that reason, we partition
CIFAR-10 into 3 disjoint sets: train, validation, and test. In all the other cases, since we use
the ANNs found for CIFAR-10, only the training and test sets are needed. Figure 4.3 depicts
example instances of each of the datasets.

4.2.2 Experimental Setup
Table 4.2 details the experimental parameters used for conducting the evolutionary runs on the
automatic discovery of ANNs able to effectively classify CIFAR-10. The parameters are divided
into 4 categories: (i) evolutionary engine – associated with the Evolutionary Algorithm (EA);
(ii) dataset – partitioning of CIFAR-10 (recall that the test set is kept out of evolution); (iii)
training – backpropagation algorithm parameters; and (iv) data augmentation – used to generate
more data and prevent overfitting. The data is augmented using padding, horizontal flips, and
random crops.
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To encode CNNs we use Grammar 4.1 (except for the learning production rule that is not
considered), and the following outer level structure: [(features, 1, 30), (classification, 1, 10),
(softmax, 1, 1)]. Our search space encompasses CNNs with up to 41 hidden-layers: at most
30 convolution or pooling layers followed by up to 10 fully-connected and one softmax layers.
When merging the output of the convolution layers with the input (merge-input parameter),
the shape of the signals must be the same. When the number of channels is not equal, we pad
the smallest of the signals; if the dimensionality of the signals is different, we down-sample the
largest one using max-pooling. In this set of experiments, we decided not to optimise the learning
parameters. That is why there is no production rule associated with learning (the parameters of
Table 4.2, section training parameter are used). To evaluate the performance of the networks,
we use their accuracy. We decided for this metric to enable comparison with other works, and
because we will not be dealing with unbalanced datasets; in any case, it is straightforward to
change accuracy to any other metric (e.g., f-measure).

The longer the ANNs are trained for the better grasp we have regarding their long term
behaviour. However, the training of DANNs is a computationally expensive task, mostly due
to the burden of the evolutionary process, since each network needs to be evaluated for its
fitness. Likewise, similarly to the works of Miikkulainen et al. [171] and Suganuma et al. [236],
we perform a short training of each DANN. In particular, we use 10 epochs. The fitness is
the best performance on the validation set on the 10 epochs. Longer learning cycles, i.e., more
epochs, would enable higher validation performances, and a better grasp of the long term training
behaviour. On the other hand, longer training sessions would slow the evolutionary process, as
the evaluation stage would be more time-consuming. After the evolutionary runs, we take the
fittest network and perform a longer training, with 400 epochs, and the same learning policy.
In the final learning scenario, the training and validation sets are merged, and the performance
measured on the test set. For the same reason, only 10 evolutionary runs are conducted.

During evolution, invalid solutions can be generated. This occurs because some of the layers
change the input shape. More specifically, pooling layers down-sample the input space. The
same can happen with convolution layers when padding is not used. To avoid invalid solutions,
the layers that generate invalid shapes2 are not considered to build the model that is later trained
and evaluated, i.e., these layers are non-coding genotype. We do not repair the genotype because
to fix a layer we would have to change its parameters, and the layer can be a copy by reference,
and thus we would possibly be changing too much of the genotype.

4.2.3 Evolution of CNNs for CIFAR-10
We start by analysing the ability of DENSER to search for and generate DANNs able to solve a
classification task. We focus on object recognition, since it is an active research area in DL and
thus, we target the automatic evolution of CNNs for the CIFAR-10 dataset.

The evolution of the average fitness (i.e., classification accuracy) and the number of hidden-
layers of the fittest CNNs across generations is depicted in Figure 4.4. A brief perusal of the
fitness evolution indicates that DENSER is working properly, as solutions tend to be fitter as
time passes. The evolution converges around the 80th generation, with a classification accuracy
of approximately 85%. The behaviour of the number of hidden-layers is more erratic, and two
different and contradictory patterns are observable. From the start of evolution, and until the
60th generation, an increase in performance is accompanied by a decrease in the number of
hidden-layers. This changes from the 60th generation until the last generation where, an increase
in performance, is accompanied by an increase in the number of hidden-layers.

2An invalid shape is generated when the down-sampling creates a negative size for the shape of the output of
the layer.
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Figure 4.4: Experiments conducted with DENSER in the CIFAR-10 dataset. Evolution of the
fitness (left) and number of hidden-layers (right) of the best individuals across generations.
Results are averages of 10 independent runs.
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Figure 4.5: Experiments conducted with DENSER in the CIFAR-10 dataset. Evolution of the
fitness (left) and number of hidden-layers (right) of the overall population across generations.
Results are averages of 10 independent runs.

To support the previous result, we compute the correlation between the average fitness values
of the best individuals and the average number of hidden-layers, per generation. Before the 60th
generation, the Pearson correlation reports a coefficient of −0.7166 (moderate negative correla-
tion) for the correlation between the two metrics. After the 60th generation, the coefficient is
0.9204 (strong positive correlation). This result is explained after the fact that, in the first gen-
eration, the randomly generated solutions have a large number of hidden-layers (approximately
15.6), which correspond to very deep networks. However, since the numeric parameters of each
layer are set at random, they hardly provide any meaningful parameterisation. As evolution
proceeds, and optimises the numeric values, the best solutions can steadily increase the number
of hidden-layers, to improve performance.

The previous explanation suggests that it may be advantageous to start evolution from shal-
lower networks, i.e., constrain the initialisation procedure to a maximum number of hidden-layers.
Although this is common practice in many approaches, we strive to provide the least amount
of knowledge and bias to the system. Therefore, it is noticeable that starting from very deep
networks, DENSER finds out that trimming is necessary during the first generations.

In addition to analysing the best-evolved solutions, we also inspect the overall quality of the
population. Figure 4.5 depicts the evolution of the fitness, and the number of hidden-layers
across generations, at the population level. The conclusions are in line with those reported for
the analysis of the best solutions, but the change in behaviour occurs earlier (around the 25th
generation). Before the 25th generation, the Pearson correlation between the fitness and number
of hidden-layers reports a coefficient of −0.89 (strong negative correlation), and a coefficient of
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0.8801 after the 25th generation (strong positive correlation). The change in behaviour hap-
pens earlier than when considering only the best solutions because, in the first generations, the
population has many low performing solutions that are quickly discarded.

By the end of evolution, the best solutions and the overall population have very similar
fitness values of approximately 85% and 83%, respectively. The same happens with the number
of hidden-layers, which is close to 16 for the best solutions and overall population analyses. This
reinforces the idea that DENSER is working properly, and that the population is converging
towards fit solutions.

The fittest network found during evolution is represented in Figure 4.6. The network is
selected based on the accuracy in the validation set3. The analysis of the structure of the
evolved network shows that it is different from the majority of the manually optimised networks:
(i) convolutional and pooling layers do not form a block that is stacked multiple times; (ii) from
the first to the last convolutional layer the filter shape does not follow any particular rule, e.g., in
the ResNet [101] and VGG [224] all the filters have the same shape (3x3), and in the AlexNet [138]
the filter shapes decrease from 11x11, to 5x5, and finally to 3x3; the same analysis can be done
regarding the number of filters; and (iii) the evolved networks seem to be more prone to stack
multiple fully-connected layers before the classification head. In the example of Figure 4.6 there
is only one fully-connected layer before the classification head, but an analysis of the remaining
of the best-found topologies shows that there is a tendency for more layers. Thus, it is fair to
state that evolution promotes the emergence of network topologies that a human would unlikely
think of, which makes this outcome novel and unexpected.

4.2.3.1 Further Training

Once the evolutionary process is complete, the fittest network found in each run, i.e., the ones
that attain the highest accuracy value on the validation set, are re-trained 5 times. The networks
are trained multiple times because the BP algorithm is stochastic (due to the different random
weight initialisations), and thus different training sessions can provide significantly different
performances. The accuracy results are averaged over 5 training sessions.

First, we train the networks with the same learning rate policy that is used in evolution
(see Table 4.2), but during 400 epochs instead of 10. From this point onward, the classification
accuracy results concern the performance obtained on the test set. With this setup, we obtain,
on average, a classification accuracy of 88.41%. We also experiment with different test policies,
namely the one described by Snoek et al. in [226]: for each instance of the test set, we generate
100 augmented images. The label assigned by the model to the instance is the class that gives
the maximum average confidence value, on the 100 augmented images. With this methodology,
the average classification accuracy of the fittest networks increases to 89.93%.

Notwithstanding the increase in performance by using the methodology followed by Snoek
et al., the results still seem far from the state of the art. This happens because the results of
the state of the art only focus on the performance reported by a single CNN. The classification
accuracy of the best performing CNN found by DENSER (using the methodology by Snoek et
al.) is of 92.70%. This result, despite competitive with the state of the art, does not surpass it.
To avoid a biased choice of the best network, we base the selection on the network that attains
the highest training accuracy. This also happens to be the network that provides the highest
test accuracy, which proves that the networks generalise well.

To investigate if it is possible to increase the performance of the fittest networks, we re-train
them with a different learning rate policy. In particular, we follow the methodology of CGP-

3It is later shown that this network reports as one of the best performing in terms of test accuracy, and thus
it generalises well.
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Figure 4.6: Topology of the fittest network found by DENSER during evolution. The network
has 5 layer types: convolution (Conv), max-pooling (MaxPool), fully-connected (FC), merge, and
activation. The layer blocks are formatted as: Conv:num-filters:filter-shape:stride:padding:batch-
normalisation:bias; MaxPool:kernel-size:stride:padding; FC:num-units:bias; Activation:type. For
more information about the padding type refer to the Keras documentation. When batch-
normalization or bias are not used, we set the parameter to none.
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Table 4.3: Overview of the results reported by DENSER on CIFAR-10.

Networks Test Data Augmentation Epochs LR Policy-1 LR Policy-2
AVG best (evolution) No 10 85.51% –

AVG best No 400 88.41% 92.51%
AVG best Yes 400 89.93% 93.29%

Best No 400 91.75% 93.38%
Best Yes 400 92.70% 94.13%

CNN [236]: a varying learning rate that starts with 0.01; on the 5th epoch is increased to 0.1;
by the 250th epoch is decreased to 0.01; and finally at the 375th epoch reduced to 0.001. With
this learning policy, the mean accuracy of the best networks increases from 88.41% to 92.51%,
without using data augmentation on the test set; and to 93.29% when data augmentation is
applied to the test set. When we consider only the network that reports the highest accuracy on
the training set, the best test classification accuracy is 93.38% without data augmentation; and
94.13% with data augmentation. This last result is highly competitive and is aligned with the
state-of-the-art approaches for the automatic search of DANN to classify CIFAR-10.

The experimental results indicate that it is possible to obtain competitive results using evolu-
tionary approaches and that it is possible to do so with limited computational resources, using a
low number of training epochs (10) during evolution. Table 4.3 summarises the results obtained
so far with CIFAR-10. The learning rate (LR) Policy-1 refers to the learning policy used during
evolution (with 400 epochs); the LR Policy-2 refers to the variable learning rate methodology
followed by CGP-CNN.

4.2.3.2 Ensembling

The previous results indicate that the best performing DANNs are obtained when using the
varying learning rate policy from Suganuma et al. [236], and applying data augmentation to
the test set. For each network, we performed 5 independent training sessions, where the initial
conditions are different (due to the initial weights). Another source of stochastic behaviour is
data augmentation. Therefore, despite having the same topology, the networks may have slightly
different behaviours. For that reason, we investigate whether or not an ensemble composed of
the 5 different training sessions performs better than the individually trained networks. The
ensemble decision is taken as when applying data augmentation to the test set, i.e., we average
the confidence values reported by all voters, and the decision is the class that reports a maximum
average confidence value. The ensemble formed by the 5 training sessions of the best performing
network achieves an accuracy of 95.14% (superior to the previous 94.13%).

In addition to testing the ensembles formed from different training sessions of the same
network, we also investigate the performance of the ensembles formed by different networks. The
decision of the ensemble is taken as before. In particular, we ensemble the two fittest networks
found by DENSER, and for each of them, we consider the 5 independent training sessions, i.e.,
the ensemble is formed by 10 voters. This setup obtains an accuracy of 95.22%, which is superior
to the one obtained when considering only the fittest network.

4.2.4 Generalisation, Robustness and Scalability
To better understand the quality of the CNNs generated by DENSER we investigate their:
(i) generalisation – the ability to solve multiple tasks; (ii) robustness – the resilience to small
modifications of the original input; and (iii) scalability – the capacity to solve problems with less
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and more classes. To that end, we take the fittest CNNs and apply them to the classification
of other benchmarks, which were not used for finding the topology. In particular, we test with
MNIST and its variants (Section 4.2.4.1), with Fashion-MNIST and SVHN (Section 4.2.4.2), and
with Rectangles and CIFAR-100 (Section 4.2.4.3).

4.2.4.1 MNIST and Variants

To investigate the robustness of the best performing CNN discovered by DENSER, we re-train
the network in the MNIST dataset and apply it to the classification of the MNIST variants:
MNIST Rotated, MNIST Background, and MNIST Rotated + Background. In this second step,
the networks are not re-trained, i.e., the weights tuned for the standard MNIST are directly used
for prediction. We train the network with LR Policy-2, the learning rate policy that obtained
the best results. Trained on the standard MNIST, the network reports an average classification
accuracy of 99.65%, without data augmentation on the test set, and an average classification
accuracy of 99.70%, using data augmentation.

For the MNIST Rotated, MNIST Background, and MNIST Rotated + Background, using the
previously trained CNN the classification accuracies are 46.63%, 42.48%, and 22.27%, respec-
tively. These results were obtained without applying data augmentation to the test set instances
because the images that are fed to the network are already “augmented” versions of MNIST.
Compared to the 99.65% performance in MNIST, the results may be considered underperform-
ing. Looking at the first 4 rows of Figure 4.3, it is clear that the dataset instances of the MNIST
dataset (first row), and its variants (second to fourth rows) are very different. In addition, our
data augmentation method does not consider image rotation.

However, when we re-train the network for the MNIST variants, we obtain average accuracies
of 97.71%, 98.62%, and 92.66%, for the MNIST Rotated, MNIST Background, and MNIST
Rotated + Background, respectively. These accuracies show that the evolved topology is perfectly
able to cope with the variants of MNIST. Thus, the poor performance reported earlier is explained
by the lack of adequate examples in the standard MNIST dataset, even when augmented, to allow
the network to generalise to these new circumstances.

Finally, we re-train the network using instances from all MNIST variants, i.e., instead of
training the network 4 times, one with each of the variants plus the standard dataset, we conduct
a single training session, with 15000 instances from the standard dataset and from each one of
the variants. The training instances are randomly selected, in a stratified way, meaning that the
dataset is balanced. This setup yields an average classification accuracy of 95.67%.

4.2.4.2 Fashion-MNIST and SVHN

MNIST, despite important as a baseline, is nowadays considered a problem that is easy to solve,
where a simple MLP can achieve performances close to 90%. That is the reason why we look into
the performance in other more challenging datasets to better assess the generalisation ability of
the CNNs generated by DENSER.

We take the best performing network and re-train it in the Fashion-MNIST, and SVHN
datasets, with LR Policy-2. In the Fashion-MNIST, we get average classification accuracies of
94.23% (without data augmentation on the test set), and of 94.70% (with data augmentation). In
the SVHN dataset, we get average classification accuracies of 95.44% (without data augmentation
on the test set), and of 96.23% (with data augmentation).

As in previous experiments, we test ensembling the different training sessions of a single
model, or of the two fittest models. In the Fashion-MNIST, the ensembles report classification
accuracies of 95.11%, and 95.26%, considering only the fittest, or the two fittest models, respec-
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tively. The same analysis in the SVHN reports classification accuracies of 96.88%, and 97.02%,
considering only the fittest, or the two fittest models, respectively.

The results in MNIST, Fashion-MNIST, and SVHN allow us to state that the models evolved
by DENSER generalise, i.e., despite not directly evolved for solving these tasks, the CNNs
perform well beyond evolution. The comparison with the state of the art is carried out in
Section 4.2.5.

4.2.4.3 Rectangles and CIFAR-100

In all of the above experiments, we have always sought to solve problems with 10 classes. To
analyse the scalability of the models generated by DENSER, we test with Rectangles (an artificial
problem with 2 classes), and CIFAR-100 (with 100 classes). We test in the two Rectangles
variants: with and without background images. The same flow-chart is followed: we take the
fittest CNNs and re-train them on the Rectangles variants and CIFAR-100 datasets.

The fittest CNNs excel in the classification of Rectangles: without background, we get an
average test accuracy of 100%; with background, we reach a classification accuracy of 99.64%.
Data augmentation of the test set does not improve the results. We do not experiment ensembling
with the models trained in the Rectangles without background because no improvements are
possible. Ensembling the classifiers trained with background slightly increases the classification
accuracy to 99.73%.

In CIFAR-100, we report classification accuracies of 73.33%, and 74.94%, not performing and
performing data augmentation over the test set, respectively. The ensemble formed only by the
training sessions of the fittest model gives an average accuracy of 77.51%; with the two fittest
models, the performance increases to 78.75%.

4.2.5 Discussion
To investigate the ability of DENSER to effectively evolve DANNs, we perform two independent
sets of experiments: (i) evolutionary search of CNNs for the classification of CIFAR-10; and (ii)
analysis of the generalisation, robustness, and scalability of the networks generated by DENSER
for the classification of CIFAR-10. To measure these properties, we use the MNIST, Fashion-
MNIST, SVHN, Rectangles, and CIFAR-100 datasets.

Evolution works as expected: DENSER promotes the evolution of high performing networks,
and at the end of evolution, the average fitness of the population is very close to the average
fitness of the best candidate solutions. Besides, the evolutionary method replicates behaviours
that are common in hand-designed networks. In particular, when, at the beginning of evolution,
the ANNs are trimmed to facilitate the optimisation of the parameters. On the other hand,
DENSER generates networks that are novel, and that human-designers would unlikely think of.

The networks that report the best classification accuracy are applied to a wide range of
datasets and, for all of them, they report high accuracy values. As such, DENSER is able to
evolve ANNs that generalise well. In particular, we analyse the robustness by predicting the class
labels of MNIST perturbed instances (rotated and/or added background) using CNNs that are
trained in the standard MNIST. At first, it may seem that the networks underperform but, we
attribute that to the used data augmentation method, that does not promote the rotation of the
instances (the MNIST variant where the performance is lowest). When the CNNs are re-trained
with images from all variants, the CNNs attain performances that are close to the ones obtained
in standard MNIST. Finally, the scalability of the evolved CNNs is tested in the Rectangles and
CIFAR-100 datasets. The networks excel, with the performance in CIFAR-100 surpassing the
state-of-the-art results (discussed next).
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Table 4.4: Performance of different CNNs on the classification of the datasets used in the experi-
ments conducted with DENSER. The VGG, ResNet results for the MNIST and Fashion-MNIST
are from github.com/zalandoresearch/fashion-mnist. Automatic approaches are marked
with an *.

Approach Dataset Accuracy
ResNet [101]

MNIST

97.90%
EvoCNN [238]* 98.82%
MetaQNN [22]* 99.56%

(Simard et al., 2003) [223] 99.60%
(Graham, 2014) [87] 99.68%

VGG [224] 99.68%
DENSER (best network)* 99.70%

VGG [224]

Fashion-MNIST

93.50%
EvoCNN [238]* 94.53%

DENSER (best network)* 94.70%
ResNet [101] 94.90%

DENSER (ensemble)* 95.26%
(Sermanet et al., 2012) [219]

SVHN

95.10%
DENSER (best network)* 96.23%

DENSER (ensemble)* 97.02%
MetaQNN [22]* 97.72%

(Goodfellow et al., 2013) [83] 97.84%
(Loshchilov and Hutter, 2016) [155]*

CIFAR-10

90.70%
VGG [224] 92.26%

CoDeepNEAT [171]* 92.70%
MetaQNN [22]* 93.08%
ResNet [101] 93.39%

(Snoek et al., 2015) [226]* 93.63%
CGP-CNN [236]* 94.02%

DENSER (best network)* 94.13%
DENSER (ensemble)* 95.22%

AE-CNN [239]* 95.3%
(Real et al., 2017) [203]* 95.60%
(Graham, 2014) [87] 96.53%
NASNet-A [280]* 96.59%

AmoebaNet-A [202]* 96.66%
ResNet [101]

CIFAR-100

71.14%
VGG [224] 71.95%

(Snoek et al., 2015) [226]* 72.60%
MetaQNN [22]* 72.86%

(Graham, 2014) [87] 73.61%
DENSER (best network)* 74.94%
(Real et al., 2017) [203]* 77.00%

AE-CNN [239]* 77.60%
DENSER (ensemble)* 78.75%

github.com/zalandoresearch/fashion-mnist
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Table 4.4 enumerates state-of-the-art results in the classification of the datasets considered
above. We focus on the comparison of our results with those reported by other CNNs. Some
of the state-of-the-art results were obtained by hand-designed networks, instead of using an au-
tomatic approach (evolutionary or any other form of automation). As such, the ones that are
obtained by automatic CNN designing methods are marked with an asterisk (*). We only con-
sider for comparison with the state of the art the datasets that are most often used. For the
MNIST, Fashion-MNIST, SVHN, CIFAR-10, and CIFAR-100, we achieve average test classifi-
cation accuracies of 99.70%, 94.70%, 96.23%, 94.13%, and 74.94%, respectively. The previous
results do not consider the ensembles, which slightly increase the performance. Comparing with
the results enumerated on the table, we can observe that the results reported by DENSER are
superior to the state of the art in the MNIST, and Fashion-MNIST, and are competitive in the
remaining benchmarks.

Focusing the analysis on CIFAR-10 and CIFAR-100, DENSER obtains results that are 2.53%,
and 2.66% below AmoebaNet-A, and AE-CNN, respectively, which are the best performing
automatic approaches for these benchmarks. We note that in what regards the search space,
these approaches are slightly different from DENSER. As discussed in Section 2.4.2, AmoebaNet-
A is based on the evolution of blocks that are placed in a fixed architecture (the same happens
with NASNet-A), and AE-CNN is based on ResNet and DenseNet blocks, i.e., evolution is biased
towards high-performing structures. That is, both works impose constraints to evolution that
make the search space smaller, and facilitate the emergence of fit solutions, i.e., the search does
not start from scratch. We note that Real et al. use ensembling, and thus their results are to
be compared with our ensembling ones. DENSER reports average ensembling test accuracies
of 95.22%, and 78.75%, respectively for CIFAR-10, and CIFAR-100. A deeper analysis of their
work shows that the search space is considerably smaller than ours, with several constraints on
the convolution parameters, and no pooling or fully-connected layers. DENSER searches a larger
space, obtaining a similar performance in CIFAR-10. For CIFAR-100, Real et al. re-conduct
evolution from scratch; we just take the fittest network found for CIFAR-10, and apply it to
CIFAR-100, outperforming Real et al.’s results.

To compare the generated networks with hand-designed ones, we can also look at Table 4.4:
all the results not obtained by automatic approaches are the outcome of iterative trial-and-error
human design (i.e., all those not marked with *). Concerning only the best-generated model,
DENSER outperforms the human-designed CNNs in the MNIST, and CIFAR-100 datasets, and
obtains competitive results in the Fashion-MNIST. The results obtained in SVHN and CIFAR-10
are below the ones reported by human-designed models. More precisely, to address CIFAR-10,
Graham [87] proposes fractional max-pooling, obtaining an accuracy that is 2.4% above the
fittest DENSER model. To the moment, fractional max-pooling is not considered in the search
space of DENSER but can be easily added.

Regarding the architectures of the hand-designed models, they tend to be different than what
the evolutionary process generates. When the networks are designed by a human, we often find
blocks of layers that are replicated several times, e.g. convolution layer followed by pooling [83],
or a set of convolution layers with different resolution levels [224]. As it is observable from
the model of Figure 4.6 this will very hardly happen when evolving the topology from scratch,
without defining what blocks are, i.e., with no prior knowledge about the search space. The
same happens when we compare the models designed by other evolutionary systems with those
designed by a human practitioner. Unless we specifically define a macrostructure that establishes
the notion of block [202, 236, 280], the generated networks will have a novel architecture, different
from the vast majority of existing models. From our point-of-view, this is a key advantage of
applying EC to search for effective architectures: it enables us to obtain out-of-the-box models
that a human designer would probably never imagine. The networks generated by DENSER and
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other evolutionary systems are similar. This does not mean that the same sequence of layers is
used, but rather that the built models have a very flexible, and unconstrained structure.

4.3 Limitations
The main issue with the automatic search of ANNs resorting to NE is the time required for
evaluating the population. The evaluation of each individual implies training, which is time-
consuming. DENSER suffers from the same problem. On average, each evolutionary run on
the search for CNNs for the CIFAR-10 dataset took 1083 hours to perform 100 generations,
i.e., an average of 10.83 hours/generation, or an average of 6.5 minutes/individual (10 epochs).
The timings are measured considering a dedicated machine with 4 1080 Ti GPUs, and 64 GB of
memory. Each evolutionary run is conducted on a single GPU, i.e., we perform 4 runs in parallel.
Another option would be to evolve the weights directly, instead of performing the training of the
deep networks. The problem is that evolving thousands or even millions of weights is likely even
more time-consuming.

The above experiments focus only on the optimisation of the topology of the network, and
by the end of evolution, we take the best-found models and experiment with different learning
strategies. The best performances were obtained when, after evolution, the CNNs were trained,
for 400 epochs, with a varying learning rate policy. However, considering that, on average,
training an individual for 10 epochs takes 6.5 minutes, performing 400 epochs is unfeasible.
On the other hand, there is no guarantee that the used learning strategy is adequate for all
problems/networks. The problem is that the simultaneous search for the topology and learning
strategy increases the search space, and thus it is expected that more generations would be
required, increasing the search time.

In addition to the aforementioned limitations, two others can be pointed out. Firstly, the
ANNs that are generated throughout evolution are not fully-trained, i.e., they cannot be deployed
right-off evolution, and require further training (as performed in the experiments described in the
current chapter). Secondly, during evolution, the search is conducted towards just one particular
task. Although the networks are robust, generalisable, and scalable, when one requires networks
to a very different problem the search has to be re-started from scratch. There is no way to
expand the system so that it cumulatively learns new tasks. The upcoming chapters expand
DENSER to overcome these limitations.

4.4 Summary
The current chapter describes DENSER: a general-purpose layer and grammar-based NE repre-
sentation. To represent the individuals, DENSER introduces a novel two-level scheme: the outer
level encodes an ordered linear sequence of evolutionary units, and the inner level encodes the
parameters of each evolutionary unit. We also design specific genetic operators that focus on the
evolution of DANNs based on the two-level representation of the genotype. How the solutions
are encoded allows a two-fold gain: (i) the genetic material is encapsulated, which facilitates the
application of the genetic operators; and (ii) the grammatical nature of the method makes it
easy to evolve solutions to different problems, or different network structures.

The results show the effectiveness of DENSER. We conduct experiments in the evolution of
CNNs for CIFAR-10, and the results show that DENSER is currently the evolutionary approach,
with no prior knowledge, that generates the best performing networks. In addition, the evolved
networks generalise, are robust, and scale. The most remarkable result of this is the performance
in CIFAR-100: without further evolution, when the fittest networks in CIFAR-10 are re-trained



102 CHAPTER 4. DENSER

in CIFAR-100, they obtain performances that surpass the current state-of-the-art results, with
an average classification accuracy of 78.75%.

Despite the ability of DENSER to generate high performing networks, the designed experi-
ments do not address the optimisation of the learning strategy and/or learning parameters. The
evaluation of the networks is conducted for 10 epochs, and thus it is hard to evolve effective learn-
ing rate schedules. In the next chapters, we investigate and introduce extensions to DENSER
that speedup search enabling the learning to be considered during evolution.



Chapter 5

Fast Deep Evolutionary Network
Structured Representation

Driven by the ability of DENSER to generate high performing DANNs, we investigate solutions
to mitigate some of the aforementioned framework limitations. In particular, Fast-DENSER,
as the name suggests, tackles the issue of the time it takes DENSER to search for effective
solutions. In addition to speeding up evolution, Fast-DENSER also extends the representation
of DENSER to a more flexible scheme that enables the layers of the evolved networks to connect
to any of the previous layers. Therefore, the framework allows the emergence of skip connections
or even residual networks, and avoids the merge-input parameter. To overcome the need for
further training after evolution, Fast-DENSER introduces a new mutation operator that allows
the continuous increase of the training time of each individual.

The differences between Fast-DENSER and DENSER are detailed in Section 5.1. The code for
Fast-DENSER is available under the Apache 2.0 license at https://github.com/fillassuncao/
fast-denser3. To facilitate the configuration of the framework, we release docker images (with
and without GPU support), which are available at https://hub.docker.com/r/fillassuncao/
f-denser. The details of the framework implementation and an example of its application to
the Fashion-MNIST dataset can be found in Appendix B.

We compare the performance of Fast-DENSER and DENSER on the evolution of CNNs for
CIFAR-10 (Section 5.2), and later we apply Fast-DENSER to a problem in the domain of physics,
which concerns the the automatic search of CNNs to the gamma/hadron discrimination problem,
based on the ground impact patterns (Section 5.3). The results are summarised in Section 5.4.

5.1 Extensions to DENSER
The main goal of Fast-DENSER is to speedup DENSER, i.e., to find solutions in less time but
without compromising the performance. To that end, we change how evolution is conducted.
In DENSER the evolutionary search is guided by a GA, and in Fast-DENSER we replace the
evolutionary engine by a (1+λ)-ES (Section 5.1.1). In addition, we observe that in the canonical
implementation of DENSER, in the initial generations, the DANNs are trimmed, and thus, we
adapt the initialisation procedure to deepen the networks as necessary (Sections 5.1.3).

Fast-DENSER also adds a new genotypic level to DENSER. The goal of the new genotypic
level is to make the representation more flexible, by enabling the layers of the evolved networks
to be connected to any of the previous layers. This way, it is easy to promote the emergence of
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skip connections or even residual networks (Section 5.1.2). The new genotypic level requires new
genetic operators (Section 5.1.4), that also deal with the continuous adaptation of the training
time of the networks.

5.1.1 Evolutionary Engine and Evaluation Strategy
In DENSER the evolutionary procedure relies on a standard GA method where a relatively large
population is evolved throughout generations. In the experiments described in Chapter 4, for
each run, we conducted 100 generations with a population size of 100, i.e., there are a total of
10 000 individuals evaluated per run. Taking into account that all individuals are trained for 10
epochs, this translates into a total of 100 000 epochs.

To speed up evolution, Fast-DENSER replaces the GA by a (1+λ)-ES. The rationale behind
choosing an ES is related to reducing the number of individuals that need to be evaluated in
each generation. With a λ = 4, in Fast-DENSER, we only assess the quality of 5 individuals in
each generation, which translates into performing 1/20th of the evaluations. The question lies in
understanding the impact that having fewer individuals (e.g., diversity loss) has on the quality
of the best-found DANNs.

The training of ANNs is stochastic, due to the initial random setting of the weights, and thus
different training sessions can obtain different performances. With this in mind, and while in
DENSER the elite was not re-evaluate, in Fast-DENSER the best individual that passes from
one generation to the next is re-evaluated. With this change, we seek to mitigate the effect of
the randomness of the initial weights on the training of the network, and thus generate DANNs
that are robust to initial conditions.

So far, in all the designed experiments, to evaluate the performance of the evolved DANNs
we train the networks for a limited number of epochs and measure the performance as the
classification accuracy on a given task (or any other performance metric). This evaluation policy
is designed to avoid very long learning schedules that, as a consequence, are time-consuming. The
problem with such a small number of epochs is that it makes it difficult to optimise the learning
parameters, and also make unfeasible the generation of networks that require no further training
after evolution. On the other hand, it can be a somewhat unfair training stopping method: the
training time for two different network topologies and/or learning strategies that are trained
for the same number of epochs can be very different. Therefore, we investigate the training of
the individuals for a maximum GPU training time and compare this stopping criterion with the
previous, i.e., a maximum number of epochs. We also use early stopping, and thus learning can
be halted before the maximum GPU training time is elapsed.

5.1.2 Representation
The individuals in DENSER are encoded as ordered linear sequences of feed-forward layers.
Notwithstanding, in the original experiments of Section 4.2.3, the grammar defines a merge-
input parameter for the convolution layers. The objective of this parameter is to merge the
output of the convolution layer with its input. The merge-input parameter takes part in many
of the convolution layers of the best performing networks. The problem is that this operator is
layer-specific, and not generalisable to connect to any (or multiple) of the previous layers.

The core of the representation of Fast-DENSER is similar to DENSER: there is an ordered
sequence of evolutionary units, and each evolutionary unit in the outer level has a corresponding
inner level. The difference lies in the encoding of the connections between layers. Instead of
assuming that the connection between two consecutive evolutionary units encoding layers is
restricted to a connection from the previous to the next layer, there is a list of connections for
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<features> <features> <features> <classification> <softmax> <learning>

<features> <pooling> <pooling-type> <padding>

[{DSGE: 0, 
 {kernel-size: 4,
  stride: 2}]

[{DSGE: 1, 
  {}]

[{DSGE: 1, 
  {}]

[{DSGE: 0, 
  {}]

Outer Level:

Inner Level:

[-1] [0] [1, -1] [2] [3]Connections: [ ]

(a) Genotype. The connections define the list of inputs of each layer; -1 is the input of the network,
and the remaining are the indexes of the outer level (starting in 0). The connections are restricted to
the evolutionary units that encode layers. We only represent the inner level of one of the layers to ease
readability. For a complete inner level genotype check Figure 4.1.

conv conv pool fc softmaxinput output

(b) Phenotype. We assume that the layers that do not have their inner level specified correspond to
convolution, convolution, and fully-connected, respectively.

Figure 5.1: Example of the representation of an individual in Fast-DENSER. The example
encodes a CNN, and considers Grammar 4.1.

each layer evolutionary unit, that specifies its inputs. This way, the encoding is close to a directed
acyclic graph that is mapped into an ANN. Resembling what is done in graph-based approaches,
like CGP [254], we introduce a new parameter: the maximum number of levels back, which sets
a bound for the number of previous layers that can be used as input. To avoid disjoint graphs
that generate invalid solutions, the layers have to be always connected to the previous layer.

Figure 5.1 depicts an example of the encoding of an individual, using the outer level structure
[(features, 1, 10), (classification, 1, 4), (softmax, 1, 1), (learning, 1, 1)], and Grammar 4.1. The
decoding procedure is the same as DENSER, but where the connections of the evolutionary units
that encode layers are gathered from the connections genotypic level.

5.1.3 Initialisation
The experiments with DENSER on the evolution of CNNs for CIFAR-10 (Section 4.2.3) have
demonstrated that when the initial population is generated entirely at random the number of
layers is trimmed during the initial generations. This is expected, as generating a high number
of hyper-parameters for very deep networks is unlikely to provide high performing networks.
Therefore, in Fast-DENSER the initial population is still generated at random, but we impose
a low upper bound on the maximum number of layers of the outer level structure. The initial
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Algorithm 3 Fast-DENSER parent selection mechanism.
1: parent ← select_fittest(population)
2: if parent.train_time > DEFAULT_TIME then
3: tmp_parent ← select_fittest(population-parent)
4: retrain(tmp_parent, parent.train_time)
5:
6: if tmp_parent.fitness > parent.fitness then
7: return tmp_parent
8: else
9: return parent

10: else
11: return parent

individuals have a small number of layers, and evolution proceeds in a constructive way, by
deepening the ANNs. It is expected that by constraining the size of the initial individuals,
we obtain a speedup because the initial generations do not trim the networks, and shallower
networks tend to be faster to train.

5.1.4 Mutations
To promote evolution, we only apply mutations to the individuals. The genotype is similar to
DENSER, and thus the mutation operators are the same as the ones described in Section 4.1.2:
add, replicate and remove an evolutionary unit; and grammatical, integer and float mutations.
In addition, we define three new operators. The first two introduce variations in the connections
genotypic representation, and the last in the training of the individuals:

Add connection – picks at random a layer and adds another layer to its inputs. The inputs
are restricted by the number of levels back;

Remove connection – removes a connection from a randomly chosen layer. The connection
to the previous layer cannot be removed;

Training time – does not alter any of the evolutionary units, nor their parameters. Instead, it
increases the training time of the individual (does not affect the remainder of the popula-
tion). The training time is increased by multiples of the default training time. Indirectly,
we are evolving solutions that have to train fast (or better, in the defined default time-
window), but that given more time are likely to improve performance.

The new operators enable the evolution of unrestricted networks, and make the maximum
GPU training time specific to each individual: in the initial population all individuals are trained
for the same amount of time, and as the networks are simple they require less time. As the gener-
ations proceed, more complex solutions tend to emerge, that may benefit from longer evaluation
cycles. That is, the training time grows as required by the networks. When a mutation that
affects the network structure is applied, the training time is reset to the default.

The training time mutation operator makes it possible for individuals within the same pop-
ulation to have different evaluation times. This indirectly implies that the parent selection
mechanism has to be changed so that the comparison between individuals in the population is
fair. If the fittest individual has been trained for the default training time, the selection is the
same as before, i.e., the fittest individual seeds the next generation. Otherwise, when the fittest
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Table 5.1: Fast-DENSER experimental parameters.

Category Parameter Fast-DENSER DENSER

Evolutionary
Engine

Number of runs 10
Number of generations 150 100

Population size 5 100
Crossover rate – 70%
Mutation rate – 30%
Add layer rate 25% –

Remove layer rate 25% –
Add connection rate 15% –

Remove connection rate 15% –
DSGE-level rate 15% –
Tournament size – 3

Elite size – 1

Dataset
Training set 42500 instances
Validation set 7500 instances

Test set 10000 instances

Training

Number of epochs 10
Training time 10 min. –

Loss Categorical Cross-entropy
Batch size 125

Learning rate 0.01
Momentum 0.9

Data
Augmentation

Padding 4
Random crop 4

Horizontal flipping 50%

individual is trained for longer than the default training time, the fittest individual of those that
were trained for the default training time is re-trained, and the fittest among the two seeds the
next generation. That is, the variations of the parent are initially evaluated for the default time,
and if in the population there is an individual evaluated for longer, the fittest individual is also
granted the same time. The parent selection mechanism is clarified in Algorithm 3.

5.2 Evolution of Convolutional Neural Networks for Object
Recognition

To compare Fast-DENSER to DENSER, we conduct a wide set of experiments on the evolution
of CNNs for CIFAR-10. We divide the experiments in four different sets: (i) we compare Fast-
DENSER to DENSER on the optimisation of the topology of CNNs, evaluated for 10 epochs
(Section 5.2.2); (ii) we investigate the evaluation of the networks for a maximum granted GPU
training time on the optimisation of the topology, and on the simultaneous optimisation of the
topology and learning strategy (Section 5.2.3); (iii) we check the ability of Fast-DENSER to
create networks that connect to multiple of the previous layers (Section 5.2.4); and finally (iv)
we let the training time to grow continuously, i.e., we only use the training time mutation operator
in this last experiment (Section 5.2.5). The experimental setup is detailed in Section 5.2.1.
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<features> ::=<convolution> |<convolution> |<pooling> (1)
|<pooling> |<batch-norm> (2)

<convolution> ::= layer:conv [num-filters,int,1,32,256] [filter-shape,int,1,2,5] (3)
[stride,int,1,1,3]<padding><activation><bias> (4)

<batch-norm> ::= layer:batch-norm (5)
<pooling> ::=<pool-type> [kernel-size,int,1,2,5] [stride,int,1,1,3]<padding> (6)

<pool-type> ::= layer:pool-avg | layer:pool-max (7)
<padding> ::=padding:same |padding:valid (8)

<classification> ::=<fully-connected> (9)
<fully-connected> ::= layer:fc<activation> [num-units,int,1,128,2048]<bias> (10)

<activation> ::= act:linear | act:relu | act:sigmoid (11)
<bias> ::=bias:True |bias:False (12)

<softmax> ::= layer:fc act:softmax num-units:10 bias:True (13)

Grammar 5.1: Grammar used by Fast-DENSER for the evolution of the topology.

5.2.1 Experimental Setup
The parameters used for performing the experiments described above are summarised in Ta-
ble 5.1. The table is organised into sections: (i) evolutionary engine – parameters required by
the evolutionary algorithm; (ii) dataset – partitioning of the dataset; (iii) training – training
stop conditions, and learning algorithm parameters used for the experiments conducted with a
fixed learning policy; and (iv) data augmentation – strategy for augmenting the dataset during
training (never evolved in the reported experiments).

Despite a higher number of generations in Fast-DENSER than in DENSER, the number of
evaluated individuals is a small fraction. Fast-DENSER performs, in each run, 750 evaluations,
and DENSER performs, in each run, a total of 10000 evaluations. To speed up search, Fast-
DENSER applies a higher mutation rate, and multiple mutations can be applied to the same
individual in one generation. The mutation rates concerning the number of layers are per in-
dividual, and the remaining ones are by layer. The DSGE-level mutation rate is the per-gene
probability of changing any of the expansion possibilities or terminals.

The dataset is partitioned (in a stratified way) into three disjoint sets. The training set
is used to tune the weights of the individuals, and the validation set is used to assign fitness,
and to perform early stopping based on the validation loss (in the experiments that use time as
stopping criterion). The test set is kept out of evolution. In the experiments where the learning
parameters are evolved, the batch size, learning rate, and momentum are not fixed. For the
experiments where the training stopping criterion is the maximum GPU time, it is important
to mention that we are using 8 GeForce GTX 1080 Ti GPUs. A run only uses one GPU. The
experiments are conducted on CIFAR-10 [137].

For the different setups, we use different grammars. To evolve the topology with Fast-
DENSER, we use Grammar 5.1. To evolve the topology with DENSER, we use Grammar 4.1.
To simultaneously optimise the topology and learning strategy we use Grammar 5.2. The main
differences between the grammars used by Fast-DENSER for the optimisation of the topology,
or the simultaneous optimisation of the topology and learning strategy lies in the dropout layers,
and in the learning production rules. The evaluation for a maximum GPU time enables the use
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<features> ::=<convolution> |<convolution> |<pooling> (1)
|<pooling> |<batch-norm> |<dropout> (2)

<convolution> ::= layer:conv [num-filters,int,1,32,256] [filter-shape,int,1,2,5] (3)
[stride,int,1,1,3]<padding><activation><bias> (4)

<batch-norm> ::= layer:batch-norm (5)
<pooling> ::=<pool-type> [kernel-size,int,1,2,5] [stride,int,1,1,3]<padding> (6)

<pool-type> ::= layer:pool-avg | layer:pool-max (7)
<padding> ::=padding:same | padding:valid (8)

<classification> ::=<fully-connected> |<dropout> (9)
<fully-connected> ::= layer:fc<activation> [num-units,int,1,128,2048]<bias> (10)

<dropout> ::=layer:dropput [rate,float,1,0,0.7] (11)
<activation> ::= act:linear | act:relu | act:sigmoid (12)

<bias> ::=bias:True | bias:False (13)
<softmax> ::= layer:fc act:softmax num-units:10 bias:True (14)
<learning> ::=<bp><early-stop> [batch_size,int,1,50,500] epochs:400 (15)

|<rmsprop><early-stop> [batch_size,int,1,50,500] epochs:400 (16)
|<adam><early-stop> [batch_size,int,1,50,500] epochs:400 (17)

<bp> ::= learning:gradient-descent [lr,float,1,0.0001,0.1]<nesterov> (18)
[momentum,float,1,0.68,0.99] [decay,float,1,0.000001,0.001] (19)

<nesterov> ::=nesterov:True |nesterov:False (20)
<adam> ::= learning:adam [lr,float,1,0.0001,0.1] [beta1,float,1,0.5,1] (21)

[beta2,float,1,0.5,1] [decay,float,1,0.000001,0.001] (22)
<rmsprop> ::= learning:rmsprop [lr,float,1,0.0001,0.1] (23)

[rho,float,1,0.5,1] [decay,float,1,0.000001,0.001] (24)
<early-stop> ::= [early_stop,int,1,5,20] (25)

Grammar 5.2: Grammar used by Fast-DENSER for the evolution of the topology and learning.

of dropout and facilitates the tuning of the learning strategy, and that is the reason why they
are only included in Grammar 5.2. The Fast-DENSER and DENSER grammars are different in
what concerns the features and convolution production rules. The convolution layer in DENSER
has more properties, namely, batch-normalisation and merge-input. DENSER had to tailor the
convolution layer to encompass these extra parameters. We decided to follow a more flexible
approach, and thus disregard these parameters. It is possible to mimic the merge-input with the
novel feature of Fast-DENSER that enables layers to have more than one input connection.

5.2.2 Fast-DENSER vs. DENSER
To compare the performance of Fast-DENSER and DENSER, we conduct the same experiments
of Section 4.2.3, i.e., we promote the search for the topology of CNNs for CIFAR-10, trained
with BP with a fixed learning policy for 10 epochs (Table 5.1). The results are summarised
in Table 5.2: evolution refers to the average of the best result of each run found throughout
evolution; re-trained is the average performance of each of the best CNNs re-trained 5 times;
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Table 5.2: Results of the evolution of CNNs with Fast-DENSER and DENSER. The accuracy
results evolution and evolution (re-trained) are based on the validation set. The last row reports
results on the test set. The value within brackets is the accuracy on the test set using augmented
versions of the instances, i.e., each image is augmented 100 times, and the assigned label is the
average of the maximum of the average of the confidence values.

Fast-DENSER DENSER p-value
Evolution 84.54% 85.51% 0.308

Evolution (re-trained) 83.21% 83.62% 0.624
Test (no limit) 87.79% (89.28%) 88.19% (89.65%) 0.624 (0.497)

and no limit is the average classification accuracy of the best networks trained without limit
on the number of epochs, instead an early stop (without improvement for 12 epochs) based on
the validation loss is used. This table structure is kept for the remainder of the experiments
in this section. The analysis of the results indicates that the performance of the evolutionary
results of DENSER is slightly superior to Fast-DENSER. Notwithstanding, this changes when
the networks are re-trained 5 times, demonstrating that the re-evaluation of the elite during
evolution generates networks that are more robust. The training for an unlimited number of
epochs leads to better performances in both methods.

The performance of the two methods is very similar (there is no statistical difference). On the
other hand, the time complexity needed for obtaining the best solutions is very different. The
average run-time of each run of Fast-DENSER is 55 hours, while DENSER requires an average
of 1083 hours to complete 100 generations, i.e., there is a speedup of approximately 20× when
we use Fast-DENSER. Thus, Fast-DENSER can find solutions that are highly competitive with
the ones discovered by DENSER, but 20 times faster. Focusing on the structure of the evolved
networks, it is noticeable that Fast-DENSER generates CNNs that have fewer layers (12.5) than
the ones generated by DENSER (16.8), which may be motivated by starting evolution with
networks that have fewer layers. This difference is statistically significant (p-value=0.0375).

To better investigate the comparative performance of Fast-DENSER and DENSER, we per-
form new experiments with DENSER on two different sets: (i) with the same population size
of the original experiments (i.e., 100 individuals), but during less generations (6 generations);
and (ii) with the same number of generations of Fast-DENSER (i.e., 150 generations), but with
a smaller population (4 individuals). The experiments conducted using Fast-DENSER evalu-
ate in each generation 4 new individuals (λ=4), and thus during 150 generations a total of 600
evaluations are performed. For the new experiments with DENSER, the population size and
number of generations were chosen to keep the same number of evaluations of the experiments
performed with Fast-DENSER, i.e., 600 evaluations. With the first setup, i.e., 100 individuals
for 6 generations, DENSER reports an average classification accuracy of 75.51% on CIFAR-10.
In the second setup, 4 individuals evaluated for 150 generations, DENSER reports an average
classification accuracy of 72.47%. These results are below the performance of Fast-DENSER,
and the differences are statistically significant (p-values of 0.00018, and 0.00058 for the first and
second setups, respectively); the effect size is large.

The experiments conducted in the current sub-section have demonstrated that Fast-DENSER
can generate ANNs that report a performance very similar to those of the ANNs discovered by
DENSER using a substantially superior number of evaluations (no statistical difference). Further,
Fast-DENSER generates networks that are similar in performance but in a small fraction of the
time, with a speedup of roughly 20× when compared to the time taken by DENSER. However,
when given the same number of evaluations, Fast-DENSER reports results that are statistically
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Table 5.3: Results of the evolution of the topology (T) and learning strategy (L) parameters
of CNNs with Fast-DENSER. The first p-value concerns the statistical result of the comparison
between Epochs (T) and Time (T), and the second p-value the results of the comparison between
Time (T) and Time (T+L).

Epochs (T) Time (T) p-value Time (T+L) p-value
Evolution 84.54% 88.52% 0.000 88.29% 0.187

Evolution (re-trained) 83.21% 87.47% 0.000 87.56% 0.347

Test (no limit) 87.79% 87.65% 0.472 87.76% 0.308
(89.28%) (88.89%) (0.103) (88.90%) (0.472)

superior to those obtained by DENSER. For these reasons, in the remainder of the current
section, the experiments are conducted with Fast-DENSER.

5.2.3 Evaluation Stop Criteria
In the previous section, we have acknowledged that Fast-DENSER can generate results that
match the performance of those obtained by DENSER but in a fraction of the time. More
precisely, the speedup is roughly 20×. In the current section, we investigate the impact that the
evaluation stop condition has on the performance of the generated models. Two different stop
conditions are tested in the evolution of the topology of CNNs for CIFAR-10: (i) the training
of the individuals for 10 epochs; and (ii) the training for a maximum GPU time of 10 minutes.
Last, we apply the stopping criterion that reports the best results to the simultaneous evolution
of the topology and learning strategy.

The first two columns of Table 5.3 compare the two stopping criteria on the optimisation
of the topology (T): the evaluation based on the number of epochs vs. the evaluation for a
maximum GPU training time. A perusal analysis of the results indicates that evaluating the
CNNs up to a maximum of 10 minutes generates the best results, and therefore, without further
training, the results that come out of evolution are better when evaluating the networks up to a
maximum GPU time. The difference is statistically significant. Notwithstanding, we note that
the evaluation during 10 epochs corresponds to varying training times, i.e., the networks can take
much less or much more than 10 minutes to complete the 10 epochs. Thus, we re-evaluate the
best networks generated with 10 epochs for 10 minutes. Each network is evaluated 5 times, and
the validation accuracy increases from 83.21% to 85.33% (the test accuracy is not recomputed
because it already has no time limit). The opposite, i.e., the re-evaluation of the networks
generated with 10 minutes, for 10 epochs, decreases the average validation accuracy from 87.47%
to 76.60%. This shows that when evaluating the CNNs considering the number of epochs the
outcome of evolution are networks that train in few epochs, compared to networks that are
capable to learn during more epochs. The results reported by both methods are competitive
and consequently, we conduct the remaining experiments with the time as the stopping criterion
because it enables longer learning sessions (in terms of the number of epochs), which make the
evolution of learning policies more efficient. When we use time as the stopping criterion an
average of 61.2 epochs are performed.

The results of the simultaneous evolution of the topology and learning strategy (T+L) are
summarised in the last columns of Table 5.3. In terms of performance, there are no statistical
differences between evolving the topology, or simultaneously the topology and learning strategy.
The results of the evolution of the topology are as good as the simultaneous evolution of topology
and learning because there is a first stage of defining a learning rate that is known to work well.
This indicates that it is advantageous to evolve both. Despite the larger search space, given the
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Table 5.4: Results of the evolution of topology and learning strategy (T+L) and topology,
learning strategy and backward connections (T+L+B) of CNNs with Fast-DENSER.

Time (T+L) Time (T+L+B) p-value
Evolution 88.29% 87.73% 0.271

Evolution (re-trained) 87.56% 86.88% 0.187
Test (no limit) 87.76% (88.90%) 87.17% (88.32%) 0.472 (0.430)

same time, the results are of the same magnitude. Therefore, there is no need to a-priori define
learning parameters we are not sure to be the most appropriate ones.

5.2.4 Connection to Previous Layers
To investigate the effect of allowing the layers to have more than one input, we experiment with
the number of levels back set to 5, i.e., we focus the simultaneous evolution of the topology,
learning, and layer’s connectivity (T+L+B). The features layers can connect to the 5 previous
layers. We evaluate each individual for a maximum GPU time of 10 minutes. The results are
summarised in Table 5.4, and compare the evolution of the topology, and learning strategy, to
the optimisation of the topology, learning strategy, and connections.

The results show that the performance when considering the optimisation of the connections
is slightly bellow to when the networks only connect to the previous layer. Despite the differences,
they are not statistically significant. On the other hand, there is a statistical difference in the
number of layers (p-value=0.0375): whilst the average number of layers of the CNNs where a
given layer only connects to the previous layer is 14.9, when allowing multiple connections to
be established to previous layers the average is 12.2. Therefore, despite the lack of performance
gains, the evolved ANNs are shallower. A one-by-one analysis of the fittest networks shows that
4 out of the 10 best networks have at least a layer that receives more than one input connection.

The optimisation of the connections of each layer significantly increases the search space, and
therefore we perform 50 more generations with this setup (totalling 200 generations per run).
The additional experiments slightly increase the average evolutionary performance to 88.31%,
and the test classification accuracy to 87.86% (and 88.92% when data augmentation is applied).
The number of the best networks that have at least one of the layers connecting to multiple
inputs also increases to 7. If we only consider the average performance of the networks that
connect to multiple inputs, the evolutionary performance is 88.68%, and the test accuracy is
88.10% (and 89.25% when using data augmentation).

5.2.5 Generation of Fully-Trained Networks
The above experiments highlight that Fast-DENSER: generates CNNs that report the same
performance as the ones obtained by DENSER; that the evaluation of the individuals for a max-
imum GPU training time enables the effective optimisation of the learning strategy; and, that
the simultaneous optimisation of the topology, learning, strategy and connectivity of each layer,
at least for CIFAR-10, is not advantageous. However, in all the experiments, the generated
networks benefit from further training after evolution. To test the ability of Fast-DENSER to
search for ready-to-deploy ANNs, we simultaneously optimise the topology and learning strategy
of CNNs. For that purpose, evolution is allowed to continuously grant more training time to
networks that may improve with further training. The results are reported in Table 5.5, and
compare the performance when allowing the training time to grow, to when the training time is
the same throughout evolution. The table presents different data than the above tables because
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Table 5.5: Comparison of the results obtained by Fast-DENSER on the evolution of the topology
and learning strategy with increasing training time (T+L+I) and with all the networks evaluated
for the same maximum GPU training time (T+L). The results report the evolutionary results
(evolution), and the test accuracy, and are measured with the generated networks right off
evolution (test evolution), and when trained for longer (test no limit). The longer training is not
applicable to when the training time is allowed to increase.

Fast-DENSER (T+L+I) Fast-DENSER (T+L) p-value
Evolution (re-trained) 89.44% 87.56% 0.038

Test (evolution) 88.73% (89.56%) 86.91% (88.11%) 0.032 (0.064)
Test (no limit) n/a 87.76% (88.90% 0.308 (0.430)

when enabling the training time to increase as needed, retraining the networks is not necessary.
Therefore, we compare the results of Fast-DENSER with increasing training time to the previ-
ously reported by Fast-DENSER, with the networks re-trained 5 times. For the same reason, we
focus on the analysis of the performance of the networks directly on the test set (test evolution).

The analysis of the results makes it clear that allowing the training time to grow contin-
uously generates higher-performing CNNs than when all the individuals are granted the same
GPU training time. The results are statistically significant, with large effect sizes. When the
networks are trained for the same training time, after evolution, we require longer training ses-
sions. This does not happen when the training time increases during evolution. The last row of
Table 5.5 shows the results when the networks are re-trained until convergence (determined by
early stopping). Even when re-trained, the results of evolution with the increasing training time
are superior to the previous results. However, the difference is not statistically significant.

5.2.6 Discussion
Figure 5.2 depicts a box-plot of the test accuracies of all the experiments conducted with Fast-
DENSER. The analysis of the results that are generated by evolution (without further training)
proves that the performance on the evolution of the topology when the individuals are evaluated
for 10 minutes – T (Time) – is superior to when the individuals are evaluated for 10 epochs –
T (Epochs) – (see Figure 5.2a). This difference is mitigated when the individuals are further
trained until convergence (see Figure 5.2b). In this last scenario, the difference between the
two stopping criteria is not statistically significant. Nonetheless, because the evaluation for
10 minutes facilitates the evolution of learning policies, we carried out the remainder of the
experiments considering the evaluation for a maximum of 10 minutes. This approach also has
the advantage of enabling a fair comparison between individuals by restricting the access to
computational resources equally.

The theory of Turner and Miller [254] is supported by the comparison between the evolution
of topology, and topology and learning strategy: it is advantageous to evolve both the topology
and learning simultaneously. In fact, the best performing CNN in terms of validation accuracy
(among all experiments) was generated when evolving both topology and learning – this DANN
has an average test accuracy of 91.26% (i.e., an error of 8.74%). The experiment where a layer
can establish connections to multiple previous layers reported a performance that is lower than
the remainder experiments. However, the comparison is not fair: we are searching in larger
search spaces, but evolution is conducted during the same search time (i.e., 150 generations).
To test this hypothesis, we perform 50 more generations for the evolution of the topology and
learning, and topology, learning, and layer’s connectivity. The new results report an average test
classification performance of 88.22% (89.33%), and 87.86% (88.92%), respectively. These results
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(a) Box-plot of the test accuracies when the networks are trained with the same learning strategy used
during evolution, i.e., 10 epochs or 10 minutes, depending on the training stop criterion.
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(b) Box-plot of the test accuracies when the networks are trained until convergence, with early stopping.
The T+L+I results come directly from evolution, as the training time increases as required.

Figure 5.2: Box-plots of the test accuracies of the experiments conducted with Fast-DENSER
for the evolution of the topology (T), topology and learning strategy (T+L), topology, learning
strategy, and backward connections (T+L+B), and topology, learning strategy, and training time
(T+L+I). The stop condition is within brackets.
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are slightly superior to those reported in Table 5.4, and show that longer evolutionary cycles are
likely to provide better results.

The comparison between the simultaneous optimisation of the topology and learning, and
topology, learning and training time shows that evolving the training time is advantageous.
It is demonstrated that Fast-DENSER can effectively generate networks that are ready to be
deployed right-off evolution, i.e., there is no need for further training. This helps in the testing of
the evolved training policy, as it is used until convergence. When we do not optimise the training
time, the learning policies that are generated by Fast-DENSER, despite providing good results,
may not be the most adequate ones when applied for longer training cycles. Most importantly,
the above results are achieved without a major increase in the time required to search for the
networks: from an average of 0.73 hours/generation to an average of 1.13 hours/generation,
which is still fairly bellow the average of 10.83 hours/generation of DENSER.

With DENSER, we have reported for CIFAR-10 that the best-found CNN has an average
error of 7.30% (with the same learning policy used during evolution), Stanley et. al. al. [171]
also report an error of 7.30%, and Suganuma et al. [236] an error of 5.98% (with a learning
rate policy different than the used during evolution). The error reported by the fittest CNN
discovered by Fast-DENSER is comparable to those of DENSER and Stanley et. al. (8.6% vs.
7.30%). Most importantly, Fast-DENSER generates a competitive result within a fraction of the
time (and computational resources) of the other methods. The result of Suganuma et al. is on a
different learning rate policy, that still had to be tested and fine-tuned after the end of evolution.
Therefore, the conducted experiments show that the results of Fast-DENSER are comparable to
those obtained by DENSER, with a significant time gain. It is also proven that Fast-DENSER
can effectively evolve the topology and learning strategy of CNNs. To sum up, it is demonstrated
that Fast-DENSER can generate ready-to-deploy networks that require no further training nor
tuning after the end of the evolutionary search procedure. In fact, the best performing network
is generated when simultaneously evolving the topology, and learning strategy, with the training
time increasing as required.

5.3 Evolution of Convolutional Neural Networks for the
Detection of Gamma-Rays

To better understand the behaviour of Fast-DENSER, we apply it to search for CNNs in a
problem of the physics domain. High-energy gamma-rays constitute one of the best probes to
investigate extreme phenomena in the Universe, such as gamma-rays arising from fast-rotating
neutron stars or supermassive black holes. The detection of this kind of astrophysical radiation,
whose energies span from 10 GeV up to 100 TeV, can be done at lower energies by satellite bourne
detectors. However, above a few hundred GeV, the flux becomes too small, and only ground-
based experiments can measure, indirectly, gamma-rays. These experiments take advantage of
the electromagnetic cascade that is produced by the interaction of gamma-rays with Earth’s
atmosphere to infer the direction and energy of the primary gamma-ray. When the energy
of the gamma-ray is sufficiently high, and the detection of the secondary shower particles is
done at high altitude, it is possible to survey large portions of the sky and be sensitive to
transient phenomena. The observation of high-energy gamma-rays with ground-arrays, although
effective, comes with a cost: one has to deal with the huge background of cosmic rays that
bombard the Earth continuously. To select gamma-rays out of the hadronic background, one can
explore the characteristics of the shower development. In comparison to pure electromagnetic
showers, hadron induced showers produce high transverse momentum particles, which lead to
the transverse broadening of the shower and the creation of clusters. Experimentally, the above
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Figure 5.3: Example of the ground impact patterns of gamma (left) and proton (right) radiations.

features can be explored by measuring the steepness and bumpiness of the lateral distribution
of particles at the ground with respect to the shower core position or by measuring the relative
amount of signal (number of particles) at large distances from the shower core. However, the
patterns of the secondary particles at the ground remain to be explored, although some studies
have shown that this might have some gamma/hadron discrimination power.

In this section, we apply Fast-DENSER to the real-world problem of exploring the difference
in the patterns at the ground, between gamma and proton-induced showers, resorting to the
evolution of CNNs, which are appropriate to distinguish spatially-correlated data. The remainder
of this section is organised as follows. Section 5.3.1 details the dataset; Section 5.3.2 defines
the metric that is used to assess the fitness of the individuals; Section 5.3.3 enumerates the
experimental parameters; and Section 5.3.4 and 5.3.5 analyse and discuss the results, respectively.

5.3.1 Dataset
The dataset is composed of gamma and proton (hadron) simulations, generated with COR-
SIKA [102], as described in [7]. The detectors have been simulated with the Geant4 toolkit [2],
and the recorded signals have been used to reconstruct the main shower characteristics (en-
ergy, direction, primary) so that the sensitivity of this experiment to gamma-ray sources could
be evaluated realistically. The detector unit is composed of small Water-Cherenkov Detectors
(WCDs) (which maximise the trigger efficiency), and segmented resistive plate chambers (which
have a good time resolution providing in this way a good shower geometry reconstruction). This
detector concept was chosen to lower the energy threshold of previous experiments and bridge
the energy gap between satellite-bourne and present ground-based experiments.

The main aim of the current experiments is to prove that the analysis of the pattern at the
ground can be used to improve current gamma/hadron discrimination techniques. As such, we
have opted to use only the information of the WCDs. Moreover, only showers reconstructed
with energies between 1 and 1.7 TeV were used. Secondary shower particles that hit the WCD
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will produce light that can be recorded by photomultipliers mounted sideways. As such, for
each shower event, a WCD station provides the following information: its position (x and y
coordinates of the centre of the WCD), and the recorded signal (approximately proportional to
the number of particles in it). It is only this information that shall be used to distinguish gamma
from hadron induced showers.

The gamma-ray detector is composed of 3m × 1.5m individual stations that occupy a full
circle array with a radius of approximately 80m. Therefore, each event is a matrix with the
recorded signal by each of the cells. The dataset is composed of 79856 instances (shower events)
of two disjoint classes: gamma or proton. Each instance is a 45 × 100 matrix. The positions of
the matrix where there are no cells (because the grid is circular and the matrix is rectangular)
are set to 0. An example of the impact patterns of gamma and proton radiations is depicted
in Figure 5.3. The main difference in the ground impact patterns between gamma and proton
radiations is that the dispersion of the signal of the gamma radiations tends to be more compact
than the dispersion of the signal of the protons.

5.3.2 Fitness Function
To assess the fitness of each individual, we compute the True Positive Rate (TPR) and False
Positive Rate (FPR) to build the Receiver Operating Characteristic (ROC) curve. We consider
the positive class as the instances classified as protons. The fitness of each individual of the
population (ind) is computed as:

fitness(ind) = max

(
TPR(x)√
FPR(x)

)
,

where TPR(x) and FPR(x) are the TPR and FPR of the model at the point x of the FPR
threshold, respectively. Since we are maximising, the models assigned with higher fitness values
are those with a higher response of TPR for each FPR point, with emphasis to points with low
FPR threshold.

The choice of the fitness function is related to the fact that the observation of astrophysical
gamma-ray sources relies on the identification of gamma-rays, which are immersed in a huge
cosmic ray (hadronic) background. As the background is continuous and isotropic, while gamma-
rays are localised in space, an excess of events coming from the gamma-rays sky region should be
visible if one acquires during enough time. To state that there is an excess of events, the number
of gamma-ray events has to be higher than the fluctuations of the background. As events are
considered independent, the fluctuations follow the Poisson distribution, i.e., the square root of
the number of events measured. By taking the number of background events much higher than
the number of signal events, one can neglect the signal contribution in the square root, which
finally leads to the chosen fitness equation.

5.3.3 Experimental Setup
The evolutionary engine parameters are the same as the detailed for the object detection exper-
iments (check Table 5.1, in the previous section). We perform 30 evolutionary runs. No data
augmentation is applied, and the dataset is pre-processed by feature-wise centring and standard
deviation normalisation.

To search for CNNs, we use the outer level structure [(features, 1, 10), (classification, 1, 10),
(softmax, 1, 1), (learning, 1, 1)], and Grammar 5.2. The only change to the grammar is that the
batch size can vary between 50 and 300, instead of between 50 and 500.
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Figure 5.4: ROC curves of the worse, median, and best fittest individuals discovered by Fast-
DENSER for the gamma/proton discrimination problem. A log scale is used.

5.3.4 Experimental Results
The analysis of the experimental results focuses on the performance of the evolved networks,
measured in the test set. The fitness function described in Section 5.3.2 is strictly related to the
ROC curve, and thus in Figure 5.4 we depict the ROC curves of the fittest networks that achieve
the worse, median, and best fitness values. The fittest networks are selected according to their
fitness value on the validation set.

The curve of the individual with the median fitness value is close to the best individual,
suggesting that the results are consistent, i.e., a high performing network is not discovered by
chance but is instead an outcome of the evolutionary search of Fast-DENSER. The minimum,
average, median, and maximum fitness values are 4.07, 5.78, 5.89, and 8.72, respectively.

Despite the importance of the analysis of the overall results, the ultimate goal is to select a
model that is capable of addressing the problem we have at hand, in this case, a CNN which
is capable of classifying between gamma and proton radiations. We select the best performing
network according to the fitness on the validation set. This way, the choice is not biased. Later,
we compare the results based on a different, disjoint, set of instances.

The topology of the best performing network is shown in Figure 5.5. The CNN is composed
of 8 hidden-layers: 3 convolutional, 2 average pooling, 2 fully-connected, and 1 dropout. As
typical, when the networks are designed by human practitioners, the convolutional layers tend
to be followed by pooling layers. On the other hand, the network also shows the previously
enumerated aspects that make it novel (check Section 4.2.3), and thus evolution helps to generate
novel and out-of-the-box topologies that human-designers would hardly think of. The fittest CNN
is trained using the Adam [125] learning algorithm with a learning rate of 0.0001, a beta 1 of
0.86486, a beta 2 of 0.68028; the learning rate decay is 0.00068, and the batch size is 117. We
compare the fittest CNN with the performance of other approaches in the next section.
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Figure 5.5: Topology of the fittest CNN discovered by Fast-DENSER for the gamma/proton
discrimination problem.
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Figure 5.6: Comparison between the CNNs discovered by Fast-DENSER for the gamma/proton
discrimination problem (best and ensemble) and other ML methods: Compactness, S40, and
Fisher. A log scale is used.

5.3.5 Discussion
Assis et al. [7] demonstrated that this detector concept can perform the usual gamma/hadron
discrimination. Two discrimination variables, based only on the WCD information, were built:
Compactness and S40. The former explores the information in the shower Lateral Distribution
Function (LDF), in particular, the steepness and bumpiness. This is done comparing the shower
event LDF to a reference gamma LDF, built from the average of many gamma showers. The
variable S40 is used to identify particle clusters away from the shower core. This is achieved
by computing, for stations above 40 meters away from the reconstructed shower core, the ratio
between the signal of the hottest station and the total signal. Although there is some level of
correlation between the two variables, they carry independent information. To further explore
the combined discrimination power of Compactness and S40, linear discriminant analysis is used,
henceforth referred to as Fisher. It is worth to mention that although the above quantities explore
the shower ground pattern, these classical statistics cannot fully extract all the information due
to the stochastic nature of the shower, forcing the use of non-parametric cuts.

Figure 5.6 compares the ROC curves of the fittest CNN discovered by Fast-DENSER, with
the ROC curves of the classic statistics (Compactness, S40, and Fisher). To better analyse the
evolutionary results, we perform statistical tests to confirm whether or not the data follows a
random distribution, i.e., to investigate the consistency of the results. In particular, we use the
chi-square test. With a significant level of α = 0.05, the test reveals that the data does not follow
a random distribution, and thus it highlights that the high performances tend to be consistent.

In addition to the fittest network, we also investigate the performance of the ensemble formed
by the best networks (one from each run). The generated networks are diverse in topology,
and consequently, they may more adequate to some patterns of inputs over others, i.e., while
some of the networks can fail to predict a specific instance others can predict it correctly. The
ensemble is formed by 16 voters, which are the CNNs that report a performance above the average
performance of the 30 evolutionary runs (this choice is based on the validation performance,
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and thus not biased). The predicted class is computed based on the maximum of the average
confidences. For all methods, we measure the performance on the same partition of the data,
and thus the results are comparable. The data is the same as in [7], which is distinct from the
one used in the evolutionary experiments, but it is generated from the same source. It consists
of 1158 instances: 328 gamma, and 830 protons. The dataset is unbalanced and follows the
distribution expected in nature.

The analysis of the plot shows that the CNNs generated by Fast-DENSER surpass the re-
sults obtained by the classic statistics. Further, the average fitness of the evolved CNNs, the
fitness of the fittest CNN, and the fitness of the ensemble, Compactness, S40, and Fisher are
of approximately 7.34, 10.01, 10.45, 3.13, 3.35, and 4.22, respectively. Comparing to the best
result of the classic statistics, the average of all the generated CNNs, the fittest CNN, and the
ensemble, improve the previous result by a factor of 1.71, 2.37, and 2.48, respectively. Recall
that the results of evolution do not follow a random distribution (confirmed by statistics), and
thus the comparison to the previous (deterministic) state-of-the-art results can be established
based on the average performance of the evolutionary results.

5.4 Summary
This section introduces Fast-DENSER: an extension to DENSER that seeks to speedup DENSER
by replacing the evolutionary engine by an ES, initialising search from shallow topologies, and
changing the evaluation stopping criteria, i.e., the individuals are evaluated up to a maximum
GPU training time. In addition to introducing changes that speedup search, the representation
is expanded to allow an unconstrained search of the topologies and layer connections. The new
method is also able to generate ready-to-deploy ANNs, i.e., the networks generated by Fast-
DENSER require no further training after the end of the evolutionary search. To sum up,
Fast-DENSER is a complete general-purpose NE method that, for a specific task, can search
for topologies, learning strategies (and any other parameterisations) for networks of unrestricted
structure. The generated models can be directly used.

A wide and comprehensive set of experiments are conducted to investigate the comparative
performance of Fast-DENSER and DENSER. The results show that Fast-DENSER can generate
ANNs that have the same overall performance of those generated by DENSER but in a fraction of
the time, with a speedup of approximately 20x. DENSER takes, on average, 1083 hours per run,
and Fast-DENSER only 55 hours per run. The results also demonstrate that Fast-DENSER can
simultaneously optimise the topology and learning of ANNs, and even the topology, learning, and
connectivity of each layer. This way, we do not need to conduct the search in various separate
steps (manually find an adequate learning strategy and only then apply NE to the topology),
but instead, we can let evolution search for all the required parameters of the network.

To answer the question of whether or not Fast-DENSER is able to generate fully-trained
networks, we compare the performance of the ANNs that are obtained with and without applying
the mutation operator that incrementally increases the training time. The analysis of the results
makes it clear that when we allow the training time to grow continuously, the performance even
surpasses the one obtained when the networks are further trained after evolution.

Finally, we apply Fast-DENSER to a real-world problem of the physics domain: the gam-
ma/hadron discrimination problem. The objective is to distinguish between gamma and proton
radiations based on their ground impact patterns, and only considering the impact energies at
the WCDs. The models created by Fast-DENSER surpass the performance of the previous ap-
proaches. The performance increases by a factor of up to 2.48. This improvement in performance
translates into investment savings, as a considerably smaller grid of sensors can be used.
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The results, show the effectiveness of Fast-DENSER, but also expose one of its weaknesses:
the search is always conducted from scratch, and when one requires the search for ANNs for
other similar tasks there is no way to incorporate previously acquired knowledge. In the next
chapter, we address this problem and incorporate incremental development in Fast-DENSER.



Chapter 6

Incremental Development

One of the main limitations of NE lies in the fact that the majority of the methods only address
a specific problem, i.e., the ANNs are evolved for one task, and when there is the need to solve a
new problem the entire search procedure is re-started from scratch. Therefore, the methods do
not take advantage of any of the information available from addressing previous similar tasks.
In addition, NE approaches tend to evolve large populations of individuals that are continuously
optimised throughout an usually large number of generations. The evaluation of a single ANN is
time-consuming because it often requires the training of the network with a defined (or evolved)
learning strategy. Consequently, the search for ANNs resorting to NE tends to be slow. This
problem is even more striking when optimising DANNs.

This chapter extends Fast-DENSER to incremental development, i.e., we transfer and re-use
knowledge acquired when optimising DANNs to previous problems, and cumulative apply it to
learn new classification tasks. To clarify, the proposed incremental development strategy re-
uses sets of evolutionary units that were discovered for addressing previous tasks, and thus the
approach is incremental in the sense that the optimisation for the secondary tasks does not start
from the scratch, but can instead build on top of the previously best-found network topologies.
This concept contrasts with the incremental / transfer learning definition in ML, and thus the
concepts should not be associated. The results show that the proposed methodology is able to
incrementally evolve the network topology for solving different tasks, and given the same search
time, the results are statistically superior to those reported by the canonical version of Fast-
DENSER. In addition, we show that incremental development aids in the generation of DANNs
that generalise to yet unseen problems.

The remainder of the chapter is organised as follows. Section 6.1 introduces the extension
of Fast-DENSER to incremental development; Section 6.2 presents the experimental setup and
results; and Section 6.3 draws conclusions.

6.1 Incremental Development of Deep Neural Networks
The experiments presented in previous chapters have shown that Fast-DENSER, given the same
computational time budget, can obtain results that are superior to those reported by DENSER.
The results were achieved without taking advantage of any of the knowledge acquired when
solving other problems. In this chapter, we investigate the impact of building the networks
incrementally, i.e., we take into account the DANNs that are generated for solving previous
related problems, speeding up evolution, and possibly finding better solutions.

123
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Figure 6.1: Flow-chart of incremental development applied to Fast-DENSER.

Figure 6.1 depicts the flow-chart that illustrates the extension of Fast-DENSER to incremental
development. It shows how the method proceeds, to address two different generic tasks A and B.
For the first task, task A, the method works similarly to Fast-DENSER: an initial population is
randomly created and evolves until the stop criterion is met. The difference occurs when we solve
a new task, given that we have information on a prior one. For task B, the creation of the initial
population takes into account the best model found for a previous task (in this case task A).
During evolution, past knowledge can also be incorporated. This rationale is generalised for more
than two tasks, i.e., if we later address a task C, we use the knowledge obtained when addressing
tasks A and B; the initial population for task C is formed considering the best solution for task
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B (which derives from task A), and at any given point during evolution past knowledge from
addressing tasks A and B can be incorporated. Next, we will discuss how the prior knowledge is
introduced in the initial population, and during evolution.

The initial population is formed by individuals that are entirely generated at random or that
use sets of evolutionary units from past models. The evolutionary units are transferred, taking
into account the macrostructure. For example, considering the macrostructure introduced above
for CNNs, [(features, 1, 10), (classification, 1, 2), (softmax, 1, 1), (learning, 1, 1)], the initial
population can contain individuals that (i) have all the layers comprising the feature extraction,
and generate the classification layers at random; (ii) generate at random the feature extraction
layers, and copy the layers that perform classification from previous models; (iii) copy only
the learning evolutionary unit, and generate all the remaining ones at random; (iv) generate
all evolutionary units at random, not using any previous knowledge; or (v) any other possible
combination. It is important to mention that this incremental development approach only focuses
on the evolutionary units, and consequently the weights are not transferred from previous models.
At most, we allow the learning strategy evolutionary unit to be ported.

The models generated for solving each of the previously addressed problems are important
during evolution too. The mutations in Fast-DENSER are tailored to manipulate DANNs: they
enable the addition, removal, and/or duplication of any evolutionary unit, the perturbation of
the integer and/or float values, and the manipulation of the training time. The duplication
mutation replicates a given evolutionary unit by reference, and thus, any mutation that later
affects this evolutionary unit changes all of its copies. In the incremental development version of
Fast-DENSER, the duplication can copy evolutionary units either from the individual or from
any of the best models that were generated for solving previous tasks.

The individuals are evaluated only on the new problem. Therefore, up to the moment, this
method is incremental in the sense that the DANNs for solving new and unseen problems do
not start evolution from scratch, but can instead build on top of the best-generated network
topologies for previous problems. Incremental development does not mean that, by the end of
evolution, the generated models can solve multiple tasks. However, it is expected that the models
that are built considering previous knowledge generalise better than those that are always evolved
from a random population. That is, we expect the models created by incremental development
to perform well in other tasks when re-trained.

6.2 Experimentation
To compare the incremental and non-incremental implementations of Fast-DENSER, we consider
four computer vision datasets: MNIST, SVHN, Fashion-MNIST, and CIFAR-10. In particular,
we conduct experiments for the following setups: (i) MNIST; (ii) SVHN; (iii) Fashion-MNIST;
(iv) CIFAR-10; (v) MNIST → SVHN; (vi) MNIST → SVHN → Fashion-MNIST; (vii) MNIST
→ SVHN → CIFAR-10. The symbol → denotes the incremental build of the model from one
task to the next. The setups are chosen according to the relatedness and expected difficulty of
the tasks: the MNIST and SVHN datasets are composed of digits, and then transferred to two
different domains, Fashion-MNIST, and CIFAR-10. The parameters required for the conducted
experiments are detailed in Section 6.2.1. The experimental results are divided into three sec-
tions. First, in Section 6.2.2, we analyse the evolutionary performance when evolving DANNs
for MNIST, SVHN, Fashion-MNIST, and CIFAR-10 with and without incremental development.
Second, in Section 6.2.3, we investigate the incremental development of the topologies. Third,
in Section 6.2.4, we analyse the generalisation ability of the different models. The experimental
results are discussed in Section 6.2.5.
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Table 6.1: Average performance of the DANNs optimised by Fast-DENSER with and without
incremental development. The results are averages of 10 independent runs. Bold marks the
highest average performance value.

Dataset Evolutionary Accuracy Test Accuracy
MNIST 98.86 ± 0.465 98.80 ± 0.298
SVHN 93.28 ± 0.863 93.31 ± 0.955

MNIST ) SVHN 94.01 ± 0.891 94.04 ± 0.887
Fashion 92.42 ± 1.224 91.41 ± 1.049

MNIST ) SVHN ) Fashion 93.92 ± 0.930 92.96 ± 0.742
CIFAR-10 87.18 ± 1.242 86.19 ± 1.672

MNIST ) SVHN ) CIFAR-10 89.06 ± 1.488 88.19 ± 1.669

6.2.1 Experimental Setup
The parameterisation of the Fast-DENSER evolutionary engine is the same as in previous exper-
iments (Table 5.1). The number of generations is different for each of the datasets. In particular,
we perform 20, 30, 50, and 100 generations for the MNIST, Fashion-MNIST, SVHN, and CIFAR-
10 datasets, respectively. The number of generations for each dataset was set empirically based
on previous experiments, and according to how challenging each problem is expected to be.

The datasets have different shapes: MNIST and Fashion-MNIST are 28×28×1, and SVHN
and CIFAR-10 are 32×32×3. To facilitate the application of the optimised DANNs to all datasets,
we reshape the MNIST and Fashion-MNIST to 32×32×3. The image width and height are re-
sized using the nearest neighbour method, and to pass from one to three channels we replicate
the single-channel three times. The same data augmentation strategy is applied to all datasets:
padding, random cropping, horizontal flipping, and re-scaling to [0, 1]. We do not subtract the
mean image nor normalise.

The networks are trained for an initial maximum GPU time of 10 minutes, and thus it is
important to mention that we perform each evolutionary run in a GeForce GTX 1080 Ti GPU.
For the experiments conducted in this chapter we use Grammar 5.2, and the macrostructure:
[(features, 1, 30), (classification, 1, 10), (softmax, 1, 1), (learning, 1, 1)].

6.2.2 Experimental Results: Incremental Development
To start, we compare the performance of the DANNs generated by Fast-DENSER with and
without incremental development. The results are summarised in Table 6.1. We report the
evolutionary accuracy (i.e., fitness), and the test accuracy (i.e., the accuracy of the models on
an unseen partition of the datasets). The results are averages of 10 independent runs. The
first conclusion is that, given the same computational time (number of generations), the results
reported by the incremental development are always superior to when evolution starts from
scratch. The performance of MNIST ) SVHN is superior to the performance of SVHN, the
performance of MNIST ) SVHN ) Fashion is superior to the performance of Fashion, and the
performance of MNIST ) SVHN ) CIFAR-10 is superior to the performance of CIFAR-10.

To better assess the differences between the fittest DANNs generated with and without in-
cremental development, we use statistical tests. To check if the samples follow a Normal Dis-
tribution, we use the Kolmogorov-Smirnov and Shapiro-Wilk tests, with α = 0.05. The tests
reveal that the data does not follow a Normal distribution, and thus, the non-parametric Mann-
Whitney U test (α = 0.05) is used to perform the comparisons between the setups. The statistical
tests show that the results of MNIST ) SVHN ) Fashion, and MNIST ) SVHN ) CIFAR-10
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Table 6.2: Accuracy of the best performing DANN optimised by Fast-DENSER with and without
incremental development. Bold marks the highest performance value.

Dataset Evolutionary Accuracy Test Accuracy
MNIST 99.46 99.12
SVHN 94.20 93.88

MNIST ) SVHN 94.80 94.14
Fashion 93.91 92.92

MNIST ) SVHN ) Fashion 94.80 93.92
CIFAR-10 88.74 88.14

MNIST ) SVHN ) CIFAR-10 91.06 89.79

are statistically superior (in evolution and test) to Fashion (evolutionary p-value=0.00736, test
p-value=0.00278), and CIFAR-10 (evolutionary p-value=0.00804, test p-value=0.01552), respec-
tively. The effect size is large for all the statistically significant comparisons (r > 0.5). The
difference between MNIST ) SVHN and SVHN is not statistically significant (evolutionary p-
value=0.05876, test p-value=0.0536). With only 20 generations the MNIST setup is the one that
attains the highest average accuracy results. This indicates that MNIST is an easy-to-solve prob-
lem, and consequently, no much knowledge is acquired from addressing it. This is a well-known
fact: a simple fully-connected network can attain good performances in this dataset.

The above results show that incremental development, given the same number of generations,
designs DANNs that outperform those generated without incremental development. On the
other hand, what if we only conduct evolution for a smaller amount of generations so that
the cumulative number of generations is inferior to when evolution starts from scratch? The
cumulative number of generations is the sum of the number of generations of each incremental
step. For example, for the MNIST ) SVHN, the cumulative number of generations is 70 (20 when
evolving for MNIST + 50 when evolving for SHVN from MNIST). Therefore, in this scenario,
and to match the cumulative number of generations to the number of generations provided to
the target task when evolution starts from scratch, we consider 30 generations for the MNIST )

SVHN (i.e., 50-20) and also 30 generations to the MNIST ) SVHN ) CIFAR-10 (i.e., 100-50-20)
setups. For the MNIST ) SVHN ) Fashion setup, we evaluate the performance on the initial
population since the cumulative number of generations of the MNIST ) SVHN setup is already
superior to the number of generations provided when tackling the generation of CNNs for SVHN
from scratch. The average evolutionary performance of the fittest networks of each run slightly
decreases to 93.69 ± 0.912, 92.91 ± 1.150, and 87.13 ± 2.225, respectively for the MNIST )

SVHN, MNIST ) SVHN ) Fashion, and MNIST ) SVHN ) CIFAR-10 setups. With these
results, there is no statistical difference for any of the setups, i.e., with incremental development,
given a cumulative search time that equals the search time from scratch, we are able to generate
DANNs that report the same performance as those optimised without incremental development
for more generations. In other words, the use of previous knowledge speeds up evolution.

In addition to analysing the average performance, we also look at the performance of the
fittest DANN. This is important considering that in a real-world scenario, by the end of evolution,
what interests the user is the best performing model, which is the one to be potentially deployed.
To avoid an unbiased choice of the best model, the decision is taken only with regard to the
evolutionary performance. The results are reported in Table 6.2, and once again show that the
best performances are obtained by incremental development. The most striking result is the one
of CIFAR-10, where the difference introduced by incremental development is the highest.
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Figure 6.2: Overview of the evolution on the incremental development setup MNIST ) SVHN )

CIFAR-10. We provide a snapshot of the feature-layers of the best individual on the 1st, 25th,
50th, 75th, and 100th generations. To enhance readability, we focus on the feature extraction
layers: Convolution (C), Pooling (P), Batch-Normalisation (B), and Dropout (D).

6.2.3 Experimental Results: Topology Analysis
To analyse how evolution affects the architecture of the generated CNNs, we inspect the topology
of the best networks as evolution proceeds. Figure 6.2 shows the evolution of the structure of the
networks on the setup MNIST ) SVHN ) CIFAR-10. For the purpose of the example, we select
the setup where more generations were performed. To avoid a biased selection over the worst or
best result, we focus on the run that generates the DANN with the median fitness value. The
objective of the figure is to illustrate the exploration of knowledge incorporation, and thus the
parameters of the layers are omitted.

The figure makes it evident that the amount of layers that come from previously addressed
tasks diminishes as evolution proceeds. That is the expected behaviour: in the initial genera-
tion the fittest DANN re-uses all layers from the best network generated to address the SVHN.
Throughout generations, these layers are adapted to tackle CIFAR-10 (e.g., convolutional in gen-
eration 75). During evolution, new layers are also randomly created (e.g., batch-normalisation
in generation 50), and others removed (e.g., dropout in generation 100). Similarly to the non-
incremental approach, new random layers can be added. Additionally, in the incremental de-
velopment strategy, we can also add layers that come from the previously solved tasks (e.g.,
convolutional layer that is transferred from the MNIST in generation 50).

The snapshots show that incremental development can generate better results based on the
re-use of evolutionary units that aid in solving previous problems. The evolutionary units are
not only incorporated in the generation of the initial population, but also during evolution. We
inspect the evolutionary results of other setups, and the conclusions are in line with the reported.

6.2.4 Experimental Results: Generalisation of the Models
To study the generalisation ability of the generated models, we measure their performance on
all the considered datasets. For example, we take the best-performing CNNs for the MNIST
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Table 6.3: Performance of the DANNs evolved by Fast-DENSER (with and without incremental
development) when applied to other datasets. The results are averages of 10 independent runs,
where each DANN is trained 5 times. The setups are the rows of the table, and the datasets are
columns of the table.

MNIST SVHN Fashion CIFAR-10
MNIST 98.80±0.298 71.31±29.60 90.17±1.842 63.63±23.29
SVHN 96.87±5.426 93.31±0.955 91.60±1.289 78.49±7.899

MNIST )SVHN 98.93±0.266 94.04±0.887 91.83±1.312 82.58±2.414
Fashion 92.73±16.75 89.16±3.551 91.41±1.049 77.32±4.893

MNIST )SVHN )Fashion 98.89±0.273 92.48±2.167 92.96±0.742 83.47±2.294
CIFAR-10 99.06±0.039 90.18±9.282 92.91±0.479 86.19±1.672

MNIST )SVHN )CIFAR-10 99.11±0.071 90.08±5.924 93.16±0.333 88.19±1.669

dataset and apply them to the SVHN, Fashion, and CIFAR-10 datasets. No further evolutionary
optimisation is performed. The networks are re-trained on the target datasets with the same
topology and learning strategy that is optimised for the source task. Table 6.3 summarises the
test results for all the setups. The values in bold mark the best generalisation performance,
i.e., for each dataset (column) we mark the setup (row) that attains the best performance but
where the networks were not trained on that dataset, e.g., for the SVHN dataset (second column),
except for the setups that target this dataset (SVHN, and MNIST )SVHH), the setup that attains
the best performance in SVHN is MNIST )SVHH )Fashion.

The analysis of the results shows that incremental development always generates better re-
sults, even for tasks that have not been addressed previously. To better understand the dif-
ferences, we perform statistical analysis, and compare the performances reported by the non-
incremental and incremental approaches. Therefore, we compare the SVHN and MNIST )SVHN
setups on the MNIST, Fashion, and CIFAR-10 datasets, and we do similarly with the remaining
pairs: Fashion vs. MNIST )SVHN )Fashion, and CIFAR-10 vs. MNIST )SVHN )CIFAR-10. The
same conditions of the above statistical comparison are applied. The statistical tests reveal that
there are only significant differences between the Fashion and MNIST )SVHN )Fashion setups,
with p-values of 0.02574, and 0.01732, respectively for the SVHN and CIFAR-10 datasets (the
effect size is large). The direct comparison to the dataset used for evolution (in this case Fashion)
was performed above and revealed a statistical significance in favour of incremental development
for the setups that include two incremental development steps.

If we order the datasets by difficulty, given by the non-incremental test performance on each
dataset, we have MNIST, SVHN, Fashion, and CIFAR-10, where the leftmost is the easiest one,
and the rightmost is the most challenging one. From these results, we hypothesise that superior
generalisation performances are obtained by incremental development, when passing from more
simple to more challenging datasets. That is the reason why the difference in the CIFAR-10 vs.
MNIST )SVHN )CIFAR-10 setups is too small to be statistically significant: CIFAR-10 is more
challenging to solve than the remaining datasets, and therefore, as already noticed in Chapter 4,
the DANNs generated for addressing CIFAR-10 tend to be able to solve other easier problems
efficiently. The remarkable aspect of incremental development is when a DANN optimised for
Fashion is able to get better results on CIFAR-10, compared to when the DANNs for Fashion
are not evolved incrementally.
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6.2.5 Discussion
The results of this section compare in terms of performance, topology, and generalisation ability
the search conducted by non-incremental and incremental development. The evolutionary results
show that, given the same search time, the DANNs obtained by incremental development sta-
tistically outperform the non-incremental counterparts. Additionally, the incremental strategy
speeds up evolution and, given the same cumulative search time, reports results that match the
non-incremental performances.

The speedup in evolution is facilitated by the topological warm-start of incremental de-
velopment, and the possibility to incorporate knowledge from previous tasks by mutation as
generations proceed. We show an example of this by representing several snapshots of the best
individual of an evolutionary run across generations. In particular, in the first generation of
the selected run of the MNIST )SVHN )CIFAR-10 setup, the best individual replicates all the
layers from the MNIST )SVHN setup, which are continuously modified and adapted to CIFAR-
10. During evolution, the parameters of the layers that are copied from the previous setup are
changed, new layers (random, and from previous setups) are added, and others removed. This
is the behaviour we expect of incremental development.

Finally, we analyse the generalisation ability of the generated DANNs. We do not perform
further evolution, i.e., the same topology is re-trained on the remaining target datasets with
the learning strategy of the source task. The results show that, on average, the incremental
development results are superior to the non-incremental counterpart. Moreover, the differences
among results are statistically significant when the generated DANNs are applied to a more
difficult task. This indicates that incremental development helps in generating increasingly more
complex networks that can tackle increasingly more challenging tasks, and that there are no
major differences when performing the opposite, i.e., when transferring knowledge from difficult
to simpler tasks.

6.3 Summary
Motivated by the difficulty and time required to design DANNs, we investigate how to incorporate
past knowledge to aid evolution. In particular, we extend Fast-DENSER to take advantage of
the evolutionary units acquired when optimising DANNs for previous tasks. This novel topology
incremental developmental approach enables the incorporation of knowledge from any of the
previously addressed tasks in any stage of evolution: both during the generation of the initial
population, and by the application of mutations, as the generations proceed.

The results show that incremental development improves the search performed by Fast-
DENSER enabling it to obtain statistically superior results. Additionally, incremental devel-
opment speeds up evolution, and is able to obtain the same results as non-incremental evolution
given the same cumulative search time, i.e., fewer generations are required to conduct the search
in the target dataset. Furthermore, the DANNs obtained by the end of evolution generalise bet-
ter when we use incremental development in the search: the networks designed for easy problems
perform better in more challenging and yet unseen problems.



Chapter 7

Conclusions and Future Work

The research hypothesis of this Thesis is that GGP methods can be applied to develop a general-
purpose, flexible, and efficient framework for the automatic optimisation of ANNs that can be
built incrementally. To test the research hypothesis, we formulate four research questions:

RQ1: Which GGP method is effective in NE?

RQ2: Which representation scheme is adequate to a flexible encoding of ANNs?

RQ3: How can the ANNs be evaluated and evolved efficiently?

RQ4: Can the ANNs be developed incrementally?

The answer to these questions culminated in the main contribution of the Thesis: the Fast-
DENSER framework, which was proposed, developed and tested.

The Thesis starts with the introduction of ML concepts and approaches. We focus on ANNs
due to the difficulty to define the topology and the hyper-parameters. Several AutoML methods
try to overcome this challenge. However, our interest is on EC approaches since they are flexible
and scalable. The field that applies EC to the optimisation of ANNs is known as NE. The NE
approaches are often divided depending on the target of the optimisation. Instead, we group them
in small-scale, and large-scale methods. One of the main limitations of NE is that the approaches
search for solutions to a single task, and to address a new one the search is re-started from scratch.
To avoid this, we investigate transfer, multi-task, and incremental learning strategies. The survey
of these themes is carried out in Chapter 2 and enables the identification of the concepts that are
important to develop a general-purpose, flexible, and efficient NE framework to incrementally
build DANNs.

To answer RQ1, in Chapter 3, we compare different GGP methods. In particular, we compare
GE to SGE on the optimisation of the topology and connection weights of ANNs. The results
show that, given the same search time, the performance of SGE is statistically superior to the
performance of GE. There is however one main limitation: SGE cannot evolve multi-layered
ANNs. The grammars are fixed, and thus it is impossible to keep track of the placement of the
neurons in the network. To mitigate this issue, we propose DSGE – an extension to SGE that
only encodes the genes that are required in the genotype to phenotype mapping; the genotype is
expanded incrementally as more genes are needed. DSGE statistically outperforms SGE on the
evolution of single-layered ANNs. To optimise multi-layered ANNs, in addition to DSGE, we
introduce dynamic production rules. The dynamic production rules facilitate the modification
and creation of new grammatical expansion possibilities in run-time, and thus the grammar
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becomes a property of the individual. The results show that DSGE can generate multi-layered
ANNs and that the performance of the multi-layered is superior to the performance of the single-
layered ANNs.

The grammar-based methods are also applied to the optimisation of learning weight policies.
We compare GE, DSGE, tree-based GP, and NEAT on the evolution of CPPFs. The results show
that tree-based GP and NEAT statistically outperform GE and DSGE. There are no significant
differences between tree-based GP and NEAT, and DSGE tends to report results superior to GE.
These conclusions were expected because of the known limitation of GGP methods to directly
optimise real-values. Therefore, the answer to RQ1 is that, from the explored approaches, DSGE
is the most adequate GGP for NE. It is effective in optimising multi-layered ANNs and is superior
to the other considered GGP methods on the search for learning policies.

In an attempt to optimise the topology of DANNs, we evolve unconstraint AEs. The AEs are
not restricted to a funnel-structure. Instead, the AEs can rather have any layer sequencing and
are represented at the layer-level. The goal of evolution is to create compressed representations
of the raw input. Thus, the AEs are evaluated based on the classification performance at the
chokepoint. For the same reason, the AEs are trained (using BP) to reconstruct the mean signal
of each class. This methodology was able to highly compress the input data without sacrificing
the classification performance.

The experiments performed in Chapter 3 enable us to acknowledge that: (i) DSGE can
effectively optimise the learning and connection weights of small-scale networks; (ii) GGP meth-
ods are ineffective at optimising real-values; and (iii) a layer-based representation is adequate
to the optimisation of DANNs. These concepts were important to the definition of a flexible
representation for evolving DANNs. This representation is central to DENSER (Chapter 4).

DENSER is our first proposal of a NE representation to optimise DANNs. The representa-
tion is based on DSGE, and the genotype of the individuals is divided into two genotypic levels.
The outer level encodes the macrostructure of the network, i.e., the sequence of evolutionary
units (e.g., layers, learning strategy). The inner level encodes the hyper-parameters of each
evolutionary unit. There is a one-to-one mapping between the outer and the inner levels. The
real-values are encoded directly to overcome the difficulty of DSGE in tuning them. Accord-
ing to Baldominos, Saez, and Isasi [24], DENSER is categorised as a “settlement and mature”
NE representation. This representation scheme addresses RQ2. The training of the ANNs is
limited to 10 epochs to avoid very time-consuming network evaluations. We test DENSER in
the evolution of CNNs for the classification of the CIFAR-10 dataset. The generated CNNs are
highly effective and competitive with the state of the art. In particular, the best-found model
reports an accuracy of 94.13%. To investigate the generalisation, robustness, and scalability
of the best-evolved CNNs, we apply them to the MNIST, Fashion-MNIST, SVHN, Rectangles,
and CIFAR-100 datasets. The results show that the DENSER’s models perform well beyond
evolution. We highlight the performance on the CIFAR-100 dataset. Without further evolution,
we report an accuracy of 74.94%.

Despite the high quality results, we can still point out some limitations to DENSER. First,
even when restricting the evaluation of each ANN to 10 epochs, the search for high-performing
models is time-consuming. Second, DENSER generates networks that are not ready-to-deploy,
i.e., after the end of the evolutionary search, further and longer training is required to achieve
state of the art performance. Third, the search re-starts from scratch when a second task is
addressed. To solve the first two limitations, we introduce Fast-DENSER (Chapter 5). Fast-
DENSER is an extension to DENSER that adds a third genotypic level to facilitate the encoding
of the connectivity between layers; more specifically, this third level encodes, for each layer,
its inputs. Therefore, the third genotypic level makes the representation more flexible, e.g., it
enables the creation of skip connections. To speed up search, the evolutionary engine is replaced
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by a (1+λ)-ES. Furthermore, the stop criterion is modified to a maximum GPU training time.
The training time is set per individual and can grow during evolution. The objective is to grant
more time to more complex networks. By the end of evolution, the ANNs are fully-trained. We
compare Fast-DENSER to DENSER on the optimisation of CNNs to CIFAR-10. The results
show that Fast-DENSER can attain results that are competitive to those reported by DENSER,
but in a small fraction of the time. The speedup is roughly 20×, solving RQ3. We also conduct
experiments in a real-world problem: the evolution of CNNs for gamma-ray detection based on
the ground impact patterns. Once again, the results show that Fast-DENSER is effective, with
the created networks outperforming state-of-the-art results.

To address the third limitation of DENSER, and simultaneously answer RQ4, we propose
incremental development and adapt it to Fast-DENSER (Chapter 6). The main objective of
incremental development is to identify parts of the networks of the source tasks that can aid
and speed up evolution in a target task. The methodology works by warm-starting evolution.
Notwithstanding, blocks from past networks can be incorporated (by mutation) in any evolu-
tionary step. We compare the performance of the incremental and non-incremental versions
of Fast-DENSER applied to the evolution of CNNs for CIFAR-10. In terms of performance,
incremental development helps to attain high results in fewer generations. The analysis of the
evolution of the structure of the networks shows that incremental development works by trans-
ferring evolutionary units in multiple stages of the search.

The work conducted throughout this Thesis shows that Fast-DENSER is an efficient frame-
work that can generate high-performing models incrementally. The representation of the in-
dividuals is flexible and enables the optimisation of the structure (including the connectivity
of the layers), learning strategy, and theoretically, any other network hyper-parameters. The
method is tested in several image classification benchmarks (MNIST, Fashion-MNIST, SVHN
and CIFAR-10), and in a real-world problem from the physics domain. The results are compet-
itive with the state of the art. Most importantly, the search procedure shows a good trade-off
between performance and search-time. The solutions are generated in an acceptable amount of
time and are obtained resorting to limited computational resources.

A final word goes to the dissemination of the results obtained throughout this Thresis, which
resulted in two national [15, 16] and eight international [8, 9, 11, 12, 18, 14, 19, 13] peer-
reviewed conference papers. In addition to disseminating in conferences, we have also published
three journal articles [20, 10, 17], and one book chapter [158]. The results of this research work
were distinguished three times, as previously mentioned.

In addition to the work strictly related to the core of this Thesis, I have supervised a Master’s
Dissertation on the field of AutoML, which resulted in the publication of one of the above
mentioned international conference papers [19], and still related to AutoML I co-authored a paper
on the automatic optimisation of learning rate schedulers using DSGE. In addition, I participated
in a project focused on the analysis of the retail data of SONAE - the largest Portuguese retail
chain [197], and conducted side-research on the application of EC to the optimisation of edge
bundling parameters [196], and on the design of a framework powered by EC to aid the design
of fashion items [157].

We answered the four initially formulated research questions. Notwithstanding, during the
performed experiments new questions arise. These constitute future work. In Chapter 5 we
extend DENSER to the optimisation of the connectivity of the layers. The results seem to
indicate that the evolved networks may benefit from this characteristic. To confirm this trend,
experiments in more complex datasets are necessary. The experimentation with more complex
datasets is challenging, as it is likely to slow the evaluation. Therefore, it is of importance
to investigate surrogate models that can estimate the performance of a given network without
training it. Last, the incremental development method that we propose does not overcome
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catastrophic forgetting in a strict sense. That is, the models that are re-used from previous tasks
are not changed, and thus they can still be applied to address those tasks. However, we are not
creating a single model that can solve multiple tasks. To this end, we need a unified approach
that transfers the topology and the weights. The evolution of modular networks can be a solution
to this question. An advantage is that it is fairly easy to adapt Fast-DENSER to evolve modular
architectures. The only modification that has to be performed is to change the production rules
to recursive ones. For example to evolve modular networks, taking into account Grammar 5.2, we
just need to add the production rule <features-rec> ::= <features-rec> <features> | <features>.
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Appendix A

AutoML-DSGE: Evolution of
Scikit-Learn Pipelines

The goal of this appendix is to introduce a new framework, which we call AutoML-DSGE,
that adapts DSGE to the evolution of classification pipelines. Our motivation is to investigate
whether or not DSGE, in addition to optimising ANNs, can optimise ML in the broad sense. In
particular, we optimise Scikit-Learn [194] pipelines. Next, we define pipelines (Section A.1), the
used grammar (Section A.2), and detail the evolution of pipelines using DSGE (Section A.3).
The experimental results are analysed and discussed in Section A.4. The code for AutoML-
DSGE is released as open-source software and can be found in the GitHub repository https:
//github.com/fillassuncao/automl-dsge.

A.1 Pipelines
In the field of ML, a classification pipeline is defined as an ordered set of operations that are per-
formed to the data instances to accurately separate them in the multiple classes of the dataset.
The operations in the pipeline can be divided into 3 disjoint sets: (i) data pre-processing; (ii)
feature design and selection; and (iii) classification. Table A.1 enumerates the methods that
are considered to form the pipelines in the current work. Recall that we focus on classification
pipelines, and thus only classification algorithms are taken into account. Nonetheless, the exten-
sion of the approach to regression algorithms is straight-forward. We will optimise Scikit-Learn
pipelines, and thus the methods in the table are Scikit-Learn implementations. Further details
can be found in https://scikit-learn.org/stable/user_guide.html.

A.2 Grammar
The grammar used by AutoML-DSGE describes the search space of the Scikit-Learn classification
pipelines. The grammar is shown in Figure A.1. The production rules are only partially shown
because of space constraints: the grammar is comprised of 89 production rules that encode the
different pipeline methods and their parameterisation. The complete grammars can be found
in https://github.com/fillassuncao/automl-dsge/tree/master/sge/grammars. There is
a separate grammar for each dataset because of specific dataset parameters, e.g., number of
features. The used grammars are adapted from the grammars used by RECIPE, which is the
method we compare AutoML-DSGE to.
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Table A.1: Scikit-Learn classes that are allowed to be part of the AutoML-DSGE pipelines.

Pre-processing Feature manipulation Classification
Imputer VarianceThreshold ExtraTreeClassifier

Normalizer SelectPercentile DecisionTreeClassifier
MinMaxScaler SelectFpr GaussianNB
MaxAbsScaler SelectFwe BernouliNB
RobustScaler SelectFdr MultinominalNB
StandardScaler RFE SVC

REFCV NuSVC
SelectFromModel KNeighborsClassifier
IncrementalPCA RadiusNeighborsClassifier

PCA NearestCentroid.
FastICA LDA

GaussianRandomProjection QDA
SparseRandomProjection LogisticRegression

RBFSampler LogisticRegressionCV
Nystroem PassiveAggressiveClassifier

FeatureAgglomeration Perceptron
PolynomialFeatures Ridge

RidgeCV
AdaBoostClassifier

GradientBoostingClassifier
RandomForestClassifier
ExtraTreesClassifier

The axiom of the grammar is the pipeline non-terminal symbol, and consequently, the pipeline
can be formed by pre-processing and classification methods (line 1), or just by the classification
method (line 2). The current version of AutoML-DSGE does not consider ensembles. The ex-
tension of AutoML-DSGE to enable the optimisation of ensembles could be easily introduced
by adding a recursive production rule to build pipelines with more than one classifier algorithm,
each a voter of the ensemble. The pre-processing methods manipulate the dataset and fea-
tures (lines 3-6), and the classification methods cover a wide range of ML approaches, amongst
which, are clustering, SVMs, trees, or ANNs (lines 11-18). In more detail, the pipeline methods
are encoded as follows: the pre-processing and classification methods are preceded respectively
by the preprocessing and classifier tags, that are placed before the method name (e.g., classi-
fier:radius_neighbors, line 17). The method name must match the name of the function that
is used in the mapping from the phenotype to the Scikit-Learn interpretable code (see Sec-
tion 3.2.1). The same rationale is applied to the method parameters, where the parameter name
precedes the parameter value. The parameters can be of three types: (i) closed choice, e.g.,
the weights parameter, in line 20, that can assume the values uniform or distance; (ii) random
integer, e.g., the leaf size parameter (line 22); or (iii) random float, e.g., the radius parameter
(line 19).

The search space of AutoML-DSGE, i.e., the number of possible combinations of the grammar
is greater than 9.39 × 1017. The continuous parameters can generate an infinite number of
possibilities, and thus are not considered in the search space size. The parameters related to the
number of features are also not taken into account because they are problem-dependent.
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<pipeline> ::=<preprocessing><algorithm> (1)
|<algorithm> (2)

<preprocessing> ::=<imputation> |<bounding> |<dimensionality> | (3)
|<binarizer> |<imputation><bounding> (4)
|<imputation><binarizer> (5)
| . . . (6)

<imputation> ::=preprocessing:imputer<strategy_imp> (7)
<strategy_imp> ::= strategy:mean | strategy:median | strategy:most_frequent (8)

. . . (9)

. . . (10)
<algorithm> ::=<strong> |<weak> |<tree_ensemble> (11)

. . . (12)

. . . (13)
<weak> ::=<nearest> |<discriminant> | . . . (14)

. . . (15)

. . . (16)
<nearest> ::= classifier:radius_neighbors<radius><weights> (17)

<k_algorithm><leaf_size><p><d_metric> (18)
<radius> ::= radius:RANDFLOAT(1.0,30.0) (19)

<weights> ::=weights:uniform |weights:distance (20)
<k_algorithm> ::= algorithm:auto | algorithm:brute| . . . (21)

<leaf_size> ::= leaf_size:RANDINT(5,100) (22)
. . . (23)
. . . (24)

Grammar A.1: Grammar used by AutoML-DSGE for optimising Scikit-Learn pipelines.

A.3 Evolution of Pipelines
The pipelines are evolved using DSGE, and therefore, a population of individuals is evolved
continuously throughout a given number of generations, until a stop criterion is met. Each
individual encodes a different pipeline. The core of the representation of the individuals in
AutoML-DSGE is similar to the representation scheme used in DSGE, with one main difference
related to the need to directly keep real values in the genotype. Otherwise, they would have to
be encoded by production rules, such as:

<randfloat> ::=<signal><rec-number> .<rec-number>
<signal> ::= − |+

<rec-number> ::=<number> |<number><rec-number>
<number> ::= 0 | 1 | 2 | 3 | 4

5 | 6 | 7 | 8 | 9



160 APPENDIX A. AUTOML-DSGE: EVOLUTION OF SCIKIT-LEARN PIPELINES

Table A.2: Description of the datasets used in the AutoML-DSGE experiments.

Dataset #Inst. #Feat. Feat. types #Classes Missing
Breast Cancer 699 9 Integer 2 Yes
Car Evaluation 1728 5 Categorical 4 No

Caenorhabditis Elegans 478 765 Binary 2 No
Chen-2002 179 85 Real 2 No

Chowdary-2006 104 182 Real 2 No
Credit-G 1000 20 Real / Categorical 2 No

Drosophila Melanogaster 119 182 Real 2 No
DNA-No-PPI-T11 135 104 Real / Categorical 2 Yes

Glass 214 9 Real 7 No
Wine Quality-Red 1599 11 Real 10 No

The encoding of real values using production rules has two main disadvantages. On the one
hand, it enlarges the search space. On the other hand, there is no easy way to control the limits
(minimum and maximum) of the generated real values. If the search space encompasses two or
more real values, with different ranges, there would be the need for different production rules,
one for each real value range. Because of the aforementioned, we encode the integers and floats
directly, as real-values. When expanding the grammar, when we reach a terminal symbol that is
either RANDINT or RANDFLOAT, we store a tuple in the genotype. The tuple has the format
(rand-type, rand-min, rand-max, rand-value), where rand-type can assume integer or float, the
rand-min and rand-max are the lower and the upper limits of the range, and the rand-value
is the randomly generated value of the type rand-type, and within the [rand-min, rand-max]
range. The tuple is necessary for performing the mutation, i.e. when a mutation is applied to an
individual, and it is required to generate a new random value for a specific parameter, we must
know its type and allowed range.

DSGE is a grammar-based approach, and thus the genotype is completely separate from the
phenotype. The phenotype does not directly represent a trainable pipeline. Consequently, for
assessing the fitness of the individuals, we have to perform two sequential steps: (i) map the
genotype to the phenotype; and (ii) map the phenotype to Scikit-Learn interpretable model.
To map the genotype to the phenotype, the decoding procedure of DSGE is adapted: the only
difference lies in the decoding of the real-values, where the value in the last position of the tuple
is read. The phenotype of AutoML-DSGE is readable, despite not being Scikit-Learn executable
code. The readability of the phenotype is facilitated by the fact that each parameter has the pa-
rameter name associated with the value; an example of a phenotype is “classifier:random_forest
criterion:gini max_depth:None n_estimators:50 min_weight_fraction_leaf:0.01 …”.

To map the phenotype to a Scikit-Learn interpretable pipeline, we have to traverse the phe-
notype linearly from left to right and, for each pre-processing or classifier method, create the
corresponding Scikit-Learn object. Therefore, for each method in the grammar, we have to build
a function that creates the Scikit-Learn object. The function receives all the parameters that
are encoded in the grammar and outputs the Scikit-Learn object. Whenever the grammar is
extended to include more methods, we have to create the corresponding functions.

To evaluate the evolved pipelines, we use cross-validation (with 3 folds). In the current paper,
the fitness is the average of the cross-validation performances. The metric used to evaluate the
performance is the F-measure. We chose this metric because some of the datasets where we will
be conducting the experiments are highly unbalanced.

The goal of AutoML-DSGE is to generate (automatically) effective Scikit-Learn classification
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Table A.3: Experimental parameters used in the AutoML-DSGE experiments.

Parameter Value
Number of runs 30

Number of generations 100
Population size 100
Mutation rate 10%
Crossover rate 90%

Elitism 5 individuals
Tournament size 2

Max. pipeline training time 5 minutes
Max. #generations without improvement 5

pipelines that non-expert ML users can deploy in their problems and domains. With this in
mind, similarly to other approaches, we limit the train time of each pipeline to a maximum CPU
time, which in the conducted experiments is set to five minutes. For the same reason, evolution
is halted when there is no improvement for five generations.

A.4 Experimentation
To investigate the ability of AutoML-DSGE to generate effective classification Scikit-Learn
pipelines, we apply it to the classification of 10 datasets, which are described in Section A.4.1.
The experimental setup is detailed in Section A.4.2, and the analysis of the evolutionary results,
and comparison to the pipelines generated by RECIPE is carried out in Section A.4.3.

A.4.1 Datasets
To enable a fair comparison between AutoML-DSGE and RECIPE, we conduct the experiments
on the same datasets used by RECIPE: 10 datasets – 5 from the UCI ML repository [55],
and 5 from bio-informatics [41, 43, 260]. A summary of the dataset characteristics is shown
in Table A.2. The table provides information on the number of instances (#Inst.), number of
features (#Feat.), type of features (Feat. types), number of classes (#Classes), and if there are
or not missing values in the dataset (Missing).

A.4.2 Experimental Setup
The parameters required to perform the experiments contained in this appendix are described in
Table A.3. The parameters are the same for AutoML-DSGE and RECIPE. The maximum CPU
training time is measured in minutes, and thus it is important to mention that the experiments
are performed in a dedicated server with an Intel(R) Core(TM) i7-5930K CPU @ 3.50GHz, and
32 GB of RAM.

The code used for AutoML-DSGE, and RECIPE can be found, respectively, in the GitHub
repositories github.com/laic-ufmg/Recipe/, and github.com/fillassuncao/automl-dsge.
The code of RECIPE was modified to include the evolution stop criteria based on a maximum
number of generations without improvement, which despite described in the framework’s pa-
per [213], is not included in the current code version.

To enable the comparison of results, we apply the same dataset partitioning scheme used in
RECIPE. The datasets are split using a 10-fold cross-validation strategy, and thus, as we perform

github.com/laic-ufmg/Recipe/
github.com/fillassuncao/automl-dsge
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Table A.4: AutoML-DSGE, and RECIPE comparative performance. The results are averages of
30 independent runs.

Dataset AutoML-DSGE RECIPE p-value
Breast Cancer 0.9568 ± 0.0296 0.9311 ± 0.0798 0.0264 (++)
Car Evaluation 0.9964 ± 0.0068 0.9962 ± 0.0079 0.9761

Caenorhabditis Elegans 0.6140 ± 0.0644 0.6049 ± 0.0681 0.7948
Chen-2002 0.9451 ± 0.0413 0.9292 ± 0.0618 0.3371

Chowdary-2006 0.9970 ± 0.0163 0.9812 ± 0.0514 0.0679
Credit-G 0.7400 ± 0.0370 0.7075 ± 0.0359 0.0008 (+++)

Drosophila Melanogaster 0.6679 ± 0.1001 0.6353 ± 0.1518 0.2585
DNA-No-PPI-T11 0.7114 ± 0.1194 0.7021 ± 0.0761 0.9681

Glass 0.7628 ± 0.1095 0.7325 ± 0.1021 0.0524
Wine Quality-Red 0.6600 ± 0.0387 0.6430 ± 0.0422 0.0257 (++)

30 evolutionary runs, each fold is kept as the test set three times, and the remaining used for
training the pipelines. During each run, the test set is kept aside from evolution, and the training
set is used to train the pipelines with cross-validation (3 folds). By the end of evolution, the
best pipeline is trained using all the training data and applied to the test set. The evolution is
conducted using Grammar A.1.

To establish the pair-wise comparison of the results, and check whether or not the differences
between AutoML-DSGE and RECIPE are statistically significant, we use the Wilcoxon Signed-
Rank test, with a significance level of 5%. Further, for the statistically significant differences, we
compute the effect size.

A.4.3 Experimental Results
To compare the pipelines generated by AutoML-DSGE and RECIPE, we conduct evolution for
the same datasets, and using equivalent grammatical formulations, i.e., the search space is the
same for both frameworks. The test performance (f-measure) for each dataset is presented in
Table A.4. The results are averages of 30 independent runs. A value of f-measure marked in
bold indicates the approach that reports the highest average performance. In addition, the table
also reports the p-values for the pair-wise comparisons between the two approaches, and bold
p-values indicate statistically significant differences. The effect-size is denoted in brackets after
the p-value, with +, ++, and +++ denoting small (0.1 ≤ r < 0.3), medium (0.3 ≤ r < 0.5), and
large (r ≥ 0.5) effect sizes, respectively.

The analysis of the results indicates that AutoML-DSGE reports results that are always
superior to those obtained by RECIPE. In addition to the higher average, the standard deviation
is lower in the AutoML-DSGE results in 7 out of 10 datasets, i.e., for the considered datasets,
AutoML-DSGE generates higher results more consistently than RECIPE. These differences are
statistically significant in 3 datasets (Breast Cancer, Credit-G, and Wine Quality-Red). The
effect size is medium twice and high once. AutoML-DSGE is never worse than RECIPE.

The results of Table A.4 report the average performance of the 30 evolutionary runs, for
each dataset. Nonetheless, as we are optimising ML methods, we investigate the generalisation
ability of the obtained pipelines. To this end, we compute the average difference between the
evolutionary and test performances for the 10 datasets. Except for the Chowdary-2006 and
Car datasets, the average difference between the evolutionary and test performance is lower in
AutoML-DSGE than in RECIPE. Considering all datasets, the average difference between the
evolutionary and test set performance is approximately 0.0328 in AutoML-DSGE and 0.0589 in
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Figure A.1: Stacked area charts of the AutoML-DSGE evolution of the pre-processing (left) and
classification (right) methods in the Car dataset. The results reflect the percentage of the best
pipelines that use each of the methods.

RECIPE. This proves that the tendency to overfit is lower in AutoML-DSGE, as it reports, more
often than RECIPE, evolutionary performances that are closer to the test ones.

To analyse the structure of the pipelines evolved by AutoML-DSGE, we inspect the methods
that compose them. We focus on the Car dataset, as it is the dataset where, on average, more
generations are performed. Figure A.1 shows the evolution of the pre-processing and classification
methods of the best individuals as generations proceed. The results show the evolution of the
percentage of the runs that use each of the pre-processing and classification methods. Recall that
the different evolutionary runs can differ in the number of performed generations, and therefore,
to avoid a misleading representation of the evolution of the methods that compose the pipelines,
we consider that all runs have the same number of generations. That is, we consider that all
runs evolve for the same number of generations as the longer run (in this case 35 generations).
For the evolutionary runs that perform fewer generations, we keep the last generation (which is
the best-found solution) for the remainder of the generations. The results show that, for the Car
dataset, the pre-processing methods distribution does not change as evolution proceeds. On the
other hand, a different behaviour is noticeable on the classifier methods, that converge to the
SVC, and LogisticRegression (or LogisticRegressionCV) method. The evolution also shows that
evolution is focused on the methods that are more effective for that specific dataset. Otherwise,
the used methods would be more diverse, and the percentage of the Others would be higher.
In particular, we plot, in Figure A.2, the best pipeline found for classifying the Car dataset.
We also inspect the evolutionary patterns in the remaining datasets and acknowledge similar
conclusions. It is, however, important to point out that, for the different datasets, evolution
focuses on different pre-processing and classification methods.

Ultimately, AutoML-DSGE generates no invalid pipelines. After investigating the pipelines
that were assigned with the worse possible fitness, we conclude that their training is halted
because they are unable to train in the maximum granted CPU time of five minutes, or because
they run out of memory.
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VarianceThreshold

PolynomialFeatures
degree: 3

interaction_only: False
include_bias: False

SVC
kernel: linear

degree: 5
shrinking: True

probability: True
tol: 0.042642382

class_weight: None 

Figure A.2: Best pipeline generated by AutoML-DSGE for classifying the Car dataset. Each box
represents a pipeline method and its parameterisation.

A.5 Summary
Before the deployment of a ML model, there are a number of choices that have to be made. There
is the need to pre-process the dataset, design, extract and select features, and decide which ML
model is the most adequate. On top of that, all these sequential choices are correlated, meaning
that one affects multiple others. The choices that have to be made require both domain-specific
and ML expertise. In an effort to facilitate the widespread use of ML models, we introduce a
novel AutoML framework: AutoML-DSGE.

AutoML-DSGE is a grammar-based AutoML approach, and thus the search space is defined
in a human-readable CFG. This key-point of the framework enables the easy adaptation of
AutoML-DSGE to tackle different problems using a wide set of methods. Further, it eases
the introduction of a-priori knowledge in the search and tuning of the pipelines. The current
version of the framework focuses on the optimisation of Scikit-Learn classification pipelines. The
code is released as open-source software and can be found in the GitHub repository: https:
//github.com/fillassuncao/automl-dsge.

We compare the performance AutoML-DSGE to RECIPE, which to the best of our knowledge
is the only grammar-based AutoML framework. The methods are compared in 10 datasets from
different domains. The results show that the pipelines generated by AutoML-DSGE surpass in
performance the ones obtained by RECIPE; the average performances of AutoML-DSGE are
always superior to RECIPE, and are statistically superior in 3 datasets (with medium and large
effect sizes). Moreover, AutoML-DSGE is less prone to overfitting than RECIPE.

https://github.com/fillassuncao/automl-dsge
https://github.com/fillassuncao/automl-dsge


Appendix B

Fast-DENSER Software Release

The combination of ANNs and EC makes NE results and code hard to reproduce. Therefore, we
decided to make Fast-DENSER code freely available under the Apache License 2.0. The code
can be found in https://github.com/fillassuncao/fast-denser3. In addition, to avoid the
difficulty of having to install dependencies and configure the server, we released docker images,
that have been uploaded to docker hub: https://hub.docker.com/r/fillassuncao/f-denser.
The main objective and functionality of this tool is to automate the search for ANNs of arbitrary
depth. It can be used either in classification or regression problems. The general structure of the
framework is described in Section B.1. An example of its use in a classification problem is detailed
in Section B.2. The extension of the framework, i.e., the addition of new layers and/or learning
algorithms is explained in Section B.3. The metadata of the last release of Fast-DENSER is
summarised in Table B.3.

B.1 Software Architecture
Fast-DENSER is based on EC, and thus a set of individuals (population) is evolved throughout
a defined number of generations. The individuals encode ANNs and need to be mapped into
interpretable models to assess their quality (fitness). To promote evolution, from one generation
to the next, the population is mutated. In particular, in Fast-DENSER, the evolutionary engine
is a (1+λ)-ES: the next generation is formed by the best individual (elite) and λ mutations of it.

To map the individuals to interpretable models, we resort to Keras [42] with Tensforflow [1]
background. The framework requires the definition of two major inputs: (i) the network structure
that establishes the allowed sequence of evolutionary units; and (ii) the grammar that defines
the search space, i.e., layers and parameters. These two components are further detailed in the
upcoming sub-sections. There are additional parameters that are enumerated in the framework
GitHub page, which can be found at https://github.com/fillassuncao/fast-denser3. The
evolutionary cycle and its interaction with the inputs, and the mapping from the individuals into
trainable DANNs for quality assessment are shown in Figure B.1.

The output of the framework is a fully-trained DANN, tailored to the considered problem.
The network is made available as a Keras/Tensorflow model, but there is also a file specifying the
structure and all network parameters (including weights) so that the user can later deploy the
model in any other framework of his/her choice. Intermediate files are also generated throughout
generations, in particular, there is a file for each generation; this file, among other properties,
reports the phenotype (i.e., the actual network), fitness value, number of trainable parameters,
and training time of each of the individuals of the population.
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https://www.apache.org/licenses/LICENSE-2.0.html
https://github.com/fillassuncao/fast-denser3
https://hub.docker.com/r/fillassuncao/f-denser
https://github.com/fillassuncao/fast-denser3
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Figure B.1: Architecture of the Fast-DENSER framework.

B.1.1 Network Structure
The network structure is divided into 3 parts: (i) the hidden-layers; (ii) the output; and (iii)
the macroblocks. The hidden-layers set the sequence of layers that the framework can use to
build DANNs, and is defined by the user as an ordered list of evolutionary units, where each
position stores the grammar non-terminal symbols and the minimum and the maximum number
of evolutionary units of that type. The output sets the rule that is used to form the output layer.
Finally, the macroblocks consider the overall settings of the network, e.g., the learning strategy or
the data pre-processing or augmentation policies. Together, the network structure and grammar
define the search space. An example of the hidden-layers, output, and macroblocks is respectively,
[(features, 1, 10), (classification, 1, 10)]; softmax; and [learning]. The non-terminals require a
one-to-one mapping to the grammar (discussed next). That is, the formed networks can have
between 1 and 10 feature-related layers, and between 1 and 10 classification-related layers, that
are followed by a softmax layer. The learning strategy is also evolved.

B.1.2 Grammar
The grammar is defined in the Backus-Naur Form (BNF) and encodes the hyper-parameters of
each of the evolutionary units. A partial example of the grammar is depicted in Figure B.1.
The full grammar can be found in github.com/fillassuncao/fast-denser3/blob/master/
example/cnn.grammar. The non-terminals of the network structure are used as starting symbols.
The hyper-parameters can be either integer, float, or closed choice. The integers and floats are
parameterised using the block [parameter_name, type, num_values, min_value, max_value]
(e.g., num-filters, line 4); the closed choice parameters are parameterised using the grammatical
expansions (e.g., padding, line 7).

The evolutionary units encoding layers must start by layer:layer_type (e.g., layer:fc, line 12);
the evolutionary units encoding the learning strategy must start by learning:learning_algorithm
(e.g., learning:gradient-descent, line 16). Currently, we support the following layers: convolu-
tional (conv), max-pooling (max-pool), average-pooling (avg-pool), fully-connected (fc), dropout
(drop), and batch-normalisation (batch-norm). The following learning algorithms are supported:
gradient-descent, rmsprop, and adam. Nonetheless, to extend the framework to other layer types
and/or learning algorithms, we just need to add the mapping code to the utils.py file / assem-
ble_network and/or assemble_optimiser functions, respectively. An example of the extension
to new layers is shown in Section B.3. Table B.1 enumerates the parameters that are tuned for
each of the considered layer types and learning algorithms.

github.com/fillassuncao/fast-denser3/blob/master/example/cnn.grammar
github.com/fillassuncao/fast-denser3/blob/master/example/cnn.grammar
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<features> ::=<convolution> |<convolution> (1)
|<pooling> |<pooling> (2)
|<dropout> |<batch-norm> (3)

<convolution> ::= layer:conv [num-filters,int,1,32,256] (4)
[filter-shape,int,1,2,5] [stride,int,1,1,3] (5)
<padding><activation><bias> (6)

<padding> ::=padding:same | padding:valid (7)
<classification> ::=<fully-connected> |<dropout> (8)

<fully-connected> ::= layer:fc<activation> (9)
[num-units,int,1,128,2048<bias> (10)

<bias> ::=bias:True | bias:False (11)
<softmax> ::= layer:fc act:softmax num-units:2 bias:True (12)
<learning> ::=<bp><stop> [batch_size,int,1,50,300] (13)

|<rmsprop><stop> [batch_size,int,1,50,300] (14)
|<adam><stop> [batch_size,int,1,50,300] (15)

<bp> ::= learning:gradient-descent [lr,float,1,0.0001,0.1] (16)
[momentum,float,1,0.68,0.99] (17)
[decay,float,1,0.000001,0.001]<nesterov> (18)

<stop> ::= [early_stop,int,1,5,20] (19)

Grammar B.1: Example of a grammar for encoding CNNs.

B.1.3 Configuration File
The configuration file is a JavaScript Object Notation (JSON) file that keeps the hyper-parameters
concerned with the evolutionary engine, network structure, and training. The required parame-
ters and their interpretation are enumerated in Table B.2. The network structure is related to
Section B.1.1.

B.2 Convolutional Neural Networks for the Fashion-MNIST
To illustrate the functionalities of the Fast-DENSER framework, we will address the optimisation
of the topology and learning strategy of CNNs for the Fashion-MNIST [268]: a dataset composed
by grayscale fashion items of 10 independent classes. To promote the evolution of CNNs for
the Fashion-MNIST dataset we use Grammar B.1, the outer level structure [(features, 1, 30),
(classification), 1, 10)], with the softmax to encode the output. The learning strategy is evolved
taking into account the learning production rule of the grammar.

First of all, we need to download the code from the GitHub repository and configure the
environment. The requirements of the framework are detailed in Table B.3. Alternatively, we
can use the docker image. To initialise the search based on the code, we execute:

python −m f_denser . eng ine −d fash ion−mnist
−c c on f i g . j son −g cnn . grammar
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Table B.1: Overview of the hyper-parameters required by each of the evolutionary units of
Fast-DENSER: layers (top), and learning (bottom).

Layer Type Hyper-parameters
Convolutional Number of filters (num-filters), shape of the filters (filter-

shape), stride, padding, activation function (act), bias
Pooling Kernel size (kernel-size), stride, padding
Fully-connected Number of units (num-units), activation function (act), bias
Dropout Rate
Batch-normalisation –

Learning Algorithm Hyper-parameters
Gradient-descent [209] Learning rate (lr), momentum, lr decay (decay), nesterov,

batch size (batch_size), number of epochs (epochs), early stop-
ping (early_stop)

Adam [125] Learning rate (lr), beta1, beta2, lr decay (decay), batch
size (batch_size), number of epochs (epochs), early stopping
(early_stop)

RMSProp [248] Learning rate (lr), rho, lr decay (decay), batch size
(batch_size), number of epochs (epochs), early stopping
(early_stop)

where -d, -c, and -g respectively set the dataset, and the paths to the configuration, and grammar
files. There is another optional input parameter, -r, that sets which run we want to perform
(defaults to 0). To perform the experiment using the docker image, we execute:

docker run − i t −v $PWD/ f−denser− f i l e s : / f−denser / exper iments
−w / f−denser f i l l a s s u n c a o / f−denser : cpu
python f_denser . py −d fash ion−mnist

−c example/ c on f i g . j son
−g example/cnn . grammar

where -it, -v, and -w are docker specific parameters that respectively set interactive mode, the
shared file system, and the container work directory.

The intermediate files generated throughout evolution report the statistics of each generation
and are stored, by default, in a folder called experiments (set in the config.json file). There is a
sub-folder for each run. Each file keeps the information about the unique identifier of the individ-
ual, phenotype, fitness value, metrics (e.g., training and validation loss, and accuracy), number
of trainable parameters, number of performed training epochs, maximum allowed training time,
and performed training time. The files are formatted in JSON. The best individual found so far
is stored in the best.h5 file – a model that can be loaded to Keras using the following code (also
in Python):

from keras . models import load_model

model = load_model ( ‘ bes t . h5 ’ )

which loads the topology and weights of the best-generated model. New instances can be labeled
using the predict method, i.e.:
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Table B.2: Example of the configuration file of the hyper-parameters required by Fast-DENSER:
evolutionary (top), network (middle) and training (bottom).

Evolutionary Parame-
ter

Interpretation

random_seeds List of seeds for setting the initial random library random
seeds. Used to enable reproducibility.

numpy_seeds List of seeds for setting the initial numpy library random
seeds. Used to enable reproducibility.

num_generations Maximum number of generations of the evolutionary al-
gorithm. Halts evolution when the maximum number of
generations are performed.

lambda Number of offspring to generate in each generation.
max_epochs Maximum number of epochs to perform (by all trainings).

Evolution is halted when the current number of epochs
surpasses this value.

save_path Path where the experiment files are saved. Following the
structure save_path/run/.

add_layer Add a new randomly generated layer mutation rate.
reuse_layer Likelihood of reusing an existent layer.
remove_layer Remove a layer mutation rate.
add_connection Add a new random connection mutation rate.
remove_connection Remove a connection mutation rate.
dsge_layer Mutation rate of changing the DSGE genotype, i.e., the

grammatical expansion possibilities.
macro_layer Likelihood of altering the grammatical derivations of the

macro structure of the network.
train_longer Probability to increase the training time of a given indi-

vidual.

Network Parameter Interpretation
network_structure Structure of the hidden layers of the network [[non-

terminal, min, max], ...].
output Output layer of the networks.
macro_structure Macro blocks of the networks, e.g., learning, data pre-

processing or data augmentation.
network_structure_init Allowed number of layers on initialisation.
levels_back Maximum number of levels back the layers can establish

connections to.

Training Parameter Interpretation
datagen Data augmentation generator for the training data. Must

be interpretable by Keras.
datagen_test Data augmentation generator for the validation and test

data. Must be interpretable by Keras.
default_train_time Maximum default training time for each network (in sec-

onds).
fitness_metric Fitness assignment evaluation metric.
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import numpy as np

l abe l_con f i d enc e s = model . p r ed i c t ( i n s t anc e )
l a b e l = np . argmax ( l abe l_con f i d enc e s )

B.3 Extension of the Framework
The framework allows extension by adding new layers or learning policies (Section B.3.1), or by
defining new fitness metrics (Section B.3.2).

B.3.1 Add Layers and Learning Algorithms
To add new layers (or simply change the mandatory parameters), one needs to add (or adapt)
the mapping from the phenotype to the Keras interpretable model. This is easily accomplished
by appending new code to the utils.py file, in the “assemble_network” function of the Evaluator
class (line 227). The code should be placed between the “#Create layers – ADD NEW LAYERS
HERE”, and “#END ADD NEW LAYERS” comments. To change the parameters of an existing
layer, we just need to modify the call to the Keras layer constructor. To add new layers, we must
add a new Keras layer constructor and pass parameters to it. For example, to add a Depthwise
Separable 2D Convolution, we write the following code:

from keras . l a y e r s import SeparableConv2D

e l i f layer_type == ‘ sep−conv ’ :
sconv = SeparableConv2D (

f i l t e r s=in t ( layer_params [ ‘num− f i l t e r s ’ ] [ 0 ] ) ,
k e rne l_s i z e=int ( layer_params [ ‘ kerne l−s i z e ’ ] [ 0 ] ) ,
s t r i d e s=in t ( layer_params [ ‘ s t r i d e ’ ] [ 0 ] ) ,
padding=layer_params [ ‘ padding ’ ] [ 0 ] ,
d i l a t i on_ra t e=in t ( layer_params [ ‘ d i l a t i o n−r a t e ’ ] [ 0 ] ) ,
a c t i v a t i o n=layer_params [ ‘ act ’ ] [ 0 ] ,
use_bias=eva l ( layer_params [ ‘ b i a s ’ ] [ 0 ] )

)
l a y e r s . append ( sconv )

To enable the use of the above layer in evolution, we need to add a new production rule to the
grammar: “<separable-conv> ::= layer:sep-conv [num-filters,int,1,32,256] [kernel-size,int,1,2,5]
[stride,int,1,1,3] <padding> [dilation-rate,int,1,1,3] <activation-function> <bias>”.

The rationale applied to the addition of new learning algorithms is the same, with the differ-
ence that the code should be added to the “assemble_optimiser” function (line 405 of the utils.py
file). For example, to enable the framework to generate ANNs trained with the Adagrad [57]
learning algorithm, we would write the following code:

from keras . op t im i z e r s import Adagrad

e l i f l e a rn i ng [ ‘ l e a rn i ng ’ ] == ‘ adagrad ’ :
return Adagrad ( l r=f loat ( l e a rn i ng [ ‘ l r ’ ] ) ,

decay=f l o a t ( l e a rn i ng [ ‘ decay ’ ] ) )
The following production rule would be added to the grammar: “<adagrad> ::= learning:adagrad
[lr,float,1,0.0001,0.1] [decay,float,1,0.000001,0.001]”.
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Table B.3: Fast-DENSER code metadata.

Nr. Code Metadata Metada Value
C1 Current code version v2.1.0
C2 Permanent link to code/repository used for

this code version
https://github.com/fillassuncao/
fast-denser3

C3 Legal Code License Apache License, 2.0
C4 Code versioning system used git
C5 Software code languages, tools, and ser-

vices used
Python3.7

C6 Compilation requirements, operating envi-
ronments & dependencies

CUDA≥ 10, CuDNN≥ 7, tensorflow (with
GPU support), keras, scipy, sklearn, jsmin,
Pillow

C7 If available Link to developer documenta-
tion/manual

https://github.com/fillassuncao/
fast-denser3

C8 Support e-mail for questions fga@dei.uc.pt

B.3.2 Add Fitness Metrics
The creation of new fitness functions is similar to the instantiation of new evolutionary units.
We need to create the necessary code and add it to the fitness_metrics.py file. Currently, it
supports the accuracy and Mean Squared Error (MSE). For example, to add the RMSE, we add
the following code:

def rmse ( y_true , y_pred ) :
from math import s q r t
return s q r t (mse ( y_true , y_pred ) )

After adding the RMSE function, we can set the fitness_metric parameter of the configuration
file to rmse.

B.4 Impact
Fast-DENSER is a framework that promotes the automatic generation of DANNs and thus avoids
the user the burden of having to manually optimise a network to solve a specific problem. It
enables non-expert users to consider ANNs in their domains and aids expert users in tuning their
networks, possibly obtaining solutions that they would usually not think of.

The framework is easy to use. The parameters are defined in a human-readable format,
and the output is a fully-trained DANN, that can be deployed right-off evolution. This is an
advantage compared to the majority of other NE frameworks. Previous approaches tend to
evaluate the candidate solutions for a limited amount of time, and thus require further training
by the end of the evolutionary search. This is a barrier to non-expert users. In addition,
according to Baldominos et al. [24], Fast-DENSER uses an interesting representation scheme
and is categorised as a settlement approach, i.e., a stable work that has proved to effectively
evolve DANNs.

Despite considering only a set of layers and learning algorithms, the framework can be easily
extended. The core is kept the same independently of the considered evolutionary units. The
user just needs to add the code to map between the grammar and the Keras model. This is a
simple parsing routine, which is similar to the mappings that are already in the code.

https://github.com/fillassuncao/fast-denser3
https://github.com/fillassuncao/fast-denser3
https://github.com/fillassuncao/fast-denser3
https://github.com/fillassuncao/fast-denser3
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The framework has been widely tested and debugged and has led to the generation of DANNs
to numerous object recognition benchmarks (Chapter 5). Further, in the physics domain, it has
helped to find models that improve by a factor of 2 the gamma/hadron detection based on the
ground impact patterns.

Current Code Version
The details on the last code version and requirements are enumerated in Table B.3.
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